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Abstract—Face-based identification is used in various 
application scenarios - from identification of a person based on still 
images in passport or identity card, to identification based on face 
images captured  by a surveillance system without the cooperation 
of the person. In many application scenarios, especially in video 
surveillance, privacy can be compromised. One of the approaches 
to the preservation of privacy is de-identification, where de-
identification  is the process of concealing or removing personal 
identifiers, or replacing them with surrogate personal identifiers in 
personal information, captured in a multimedia content, in order to 
prevent the disclosure and use of data for purposes unrelated to the 
purpose for which the information was originally obtained. This 
paper presents a survey of approaches, methods and solutions for 
face de-identification in still images and videos.  

I. INTRODUCTION  
Recent advances in cameras, web technology and signal 

processing have greatly facilitated the efficacy of video 
surveillance, primarily for the benefit of security and law 
enforcement. This technology is now widely exploited in a 
variety of scenarios to capture video recordings of people in 
semiprivate and public environments, either for immediate 
inspection (e.g., abnormal behaviour recognition, 
identification and tracking of people in real time) or for 
storage, subsequent analysis and data sharing. Capabilities in 
the field are further supported through continued progress in a 
number of relevant areas, including smart, multi-camera 
networks [1], wireless networks of multispectral image 
sensors, distributed intelligence and awareness, and distributed 
processing power [2]. 

Whilst it is clear that there are justifiable reasons for 
sharing multimedia data acquired in such ways (e.g., law 
enforcement, forensics, bioterrorism surveillance, disaster 
prediction), there is also a strong need to protect the privacy of 
innocent individuals who are inevitably “captured” in the 
recordings. In order to recognise the growing scale of this 
surveillance and its effects on privacy, it is worth noting that, 
for instance, there are over 4 million CCTV cameras deployed 
in the United Kingdom, and that the average citizen in London 
is caught on CCTV cameras about 300 times a day [3]. The 
problem associated with this is further exacerbated by a lack 
of compliance with the relevant data-protection legislation. 
According to a study in [4], this is the case for over 80% of the 
CCTV systems deployed in London’s business space. An 
additional and growing feature of the privacy problem in 
today’s networked society is the advent of technologies such 
as “Google Street View” and “EveryScape”, social networks, 
biometrics, multimedia, big data, and data mining. These 

provide an additional framework for the invasion of an 
individuals’ privacy. 

In view of the above issues, considerable research has now 
been directed towards approaches to the preservation of 
privacy in such a way to protect personal identifiable 
information or personal identifiers, where personal identifier is 
that personal information which allow his or her identification. 

Face is the main biometric personal identifier used for 
biometric-based identification [5]. Face-based identification is 
used in various application scenarios - from identification of a 
person based on still image in passport or identity card, 
through identification of the persons in the photographs of 
crowded scenes,  to identification based on face images 
captured  either overtly or covertly by a surveillance system 
without the cooperation of the person [6]. In many application 
scenarios, especially in video surveillance, privacy can be 
compromised.  

De-identification [7] is one of the basic methods for 
protecting privacy, while permitting other uses of personal 
information. De-identification is the process of concealing or 
removing personal identifiers, or replacing them with 
surrogate personal identifiers in personal information, in order 
to prevent the disclosure and use of data for purposes 
unrelated to the purpose for which the information was 
originally obtained. 

This paper presents a survey of approaches, methods and 
solutions for face de-identification in still images and videos. 
Besides the solutions for face de-identification, we also point 
to the open problems and challenges related to face de-
identification, naturalness and the usability of de-identified 
contents. 

II. FACE DE-IDENTIFICATION IN STILL IMAGES 
The main biometric personal identifier present in still 

images and videos used to identify people is the face [5], 
therefore it is in the focus of de-identification. The early 
research on face de-identification was focused on face still 
images, and recommended the use of ad-hoc approaches such 
as "black box", “pixelation” and “blurring” of the image 
region occupied by the face [8], [9]. In the black-box 
approach, after the face detection and face localization in the 
image, the face region is simply substituted by a black (or 
white) rectangle, elliptical or circular covers. Pixelation 
consists of reducing the resolution (subsampling) of a face 
region (Fig.1; the experiments were performed on the cmu-
pie-database [42]). Blurring is a simple method based on 
smoothing the face in an image with Gaussian filters using a 
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variety of sufficiently large variances. By applying different 
variances, different levels of blurred images of the face are 
obtained [8] (Fig. 2.). Naive methods such as blurring and 
pixelation might prevent a human from recognising subjects in 
the image, but they cannot thwart recognition systems. An 
effective approach that subverts naive de-identification 
methods is called parrot recognition [10]. Instead of 
comparing the de-identified images to the original images, 
parrot recognition is based on comparing probe (de-identified) 
images with gallery images, where the same distortion is 
applied as in the probe images. It was shown that such an 
approach drastically improves the  recognition rate, i.e., 
reduces the level of privacy protection [10].  

 

     
               a)                       b)            c) 

Fig. 1.  Pixelation (adopted from [41]): a) Original image; b) Pixelation 
parameter p = 6;   Pixelation parameter p = 12;  

    
        a)         b)                            c) 

Fig. 2.  Blurring (adopted from [41]): a) σ2 = 9;  b) σ2 = 18;  c) σ2 = 30;  

To improve the level of privacy protection, more 
sophisticated approaches have been proposed. In [11] an 
eigenvector-based de-identification method is described. The 
original face is substituted by a reconstructed face that is 
obtained by applying a smaller number of eigenfaces, so the 
face details are lost and the de-identified image becomes 
harder to recognise. In the same paper, the privacy-operating 
characteristic (POC) is introduced and used to show, 
quantitatively, the trade-off between privacy and security. The 
eigenvector-based method easily produces very unnatural 
images, but still keeps some of the facial characteristics that 
can be used for automatic recognition. 

In recent years, advances in biometric identification have 
inspired researchers in the field of de-identification. Examples 
are the methods referred to as k-Same, k-Same-Select 
algorithms [12] and Model-based k-Same for face de-
identification [13]. By applying the k-Same algorithm, for the 
given person-specific set of images, where each person is 
represented by no more than one image, a set of de-identified 
images is computed. The de-identified image is represented by 
an average face image of the k closest face images from a 
person-specific set of images. The k closest face images in the 
person specific set are replaced by the same k de-identified 

face images. The k-Same algorithm selects the k closest 
images based on Euclidean distances in the image space or in 
the Principal Component Analysis (PCA) coefficient space.  

Figure 3. illustrates the k-Same algorithm (k = 4) where for 
a person-specific set of face images I, which consists of 12 
original images, the set of de-identified face images D is 
computed. The set D consists of 12/k identical face images, 
where each image is represented as an average of the k = 4 
closest original images. 

 

Fig. 3.  An illustration of k-Same algorithm; adopted from [16]. For example, 
the original images I1, I4, I6 and I9 are represented with the same de-
identified face image D1;  I - a person-specific set of face images; D - a set of 
de-identified face images; ∑ - a sum of the k closest face images from a 
person-specific set of images I;  

Figure 4. ilustrates the k-Same de-identification for different 
values of k [41]. 

     

 a)  

 
                 b)                                 c)                                 d) 

Fig. 4.  k-Same de-identification: a) Original images; b) De-identified image 
for k = 2; c) De-identified image for k = 6; d) De-identified image for k = 20; 



It was shown that the best-possible success rate for a face-
recognition algorithm linking a de-identified face image to the 
correct face image in the set I is 1/k [14]. The procedure based 
on the k-Same algorithm is irreversible, guarantees probable 
privacy (1/k), but very often results in "ghosting" artefacts in 
de-identified images due to image misalignment or an 
expression variant of the faces present in the k images from set 
I. 

In order to improve the data utility and the naturalness of 
the de-identified face images, the k-Same-Select is proposed 
[13]. The algorithm partitions the input set of face images into 
mutually exclusive subsets using the data-utility function and 
applies the k-Same algorithm independently to the different 
subsets. The data utility function is usually selected to 
preserve the gender or a facial expression in the de-identified 
face images.  Due to  use of the k-Same algorithm, k-Same-
Select guarantees that the resulting face set is k-anonymized 
[14]. For both algorithms there are two main problems: they 
operate on a closed face set I, and the determination of the 
proper privacy constraint k.  In order to produce de-identified 
images of much better quality and preserve the data utility, the 
model-based k-Same algorithms are proposed – one of which 
is based on Active Appearance Models (AAMs) [15] and 
another based on the model that is the result of mixtures of 
identity and non-identity components obtained by factorizing 
the input images [16]. Figure 5. illustrates the results of the 
model based k-Same de-identification [41]. 

 
a) 

 
                b)                                   c)                               d) 

Fig. 5.  Model-based k-Same de-identification: a) Original images; b) De-
identified image for k = 2; c) De-identified image for k = 6; d) De-identified 
image for k = 20; 

Modifications to the k-Same Select algorithm, in order to 
improve the naturalness of the de-identified face images (by 
retaining face expression) and privacy protection, are 
proposed in [17], [18].  

 Most of the above-described methods are applicable for the 
de-identification of still frontal facial images or facial images 
in a television broadcast, while they are unsuitable for use in 
video-surveillance systems, for the following reasons: such 
privacy-protection schemes degrade the visual quality needed 
for security, they do not preserve the naturalness of the de-

identified moving images, and they modify the surveillance 
videos in an irreversible fashion. 

III. FACE DE-IDENTIFICATION IN VIDEOS 
Special attention in the field of privacy protection is 

devoted to face de-identification in video surveillance systems 
because of their privacy-intrusive character [19]. The 
traditional approach to privacy protection in video is face 
obfuscation or masking that is performed manually. The main 
drawback of this method is that the face region needs to be 
manually marked and replaced by an elliptical or rectangular 
overlay, or by pixelation of the area in each video frame. This 
process is time consuming because there are 30 frames per 
second, which means that for a few minutes of video more 
than ten thousand images have to be inspected. The manual 
approach is unusable in applications such as 24-hour video 
surveillance, where the amount of data is enormous (there are 
2,592,000 frames per day), and real-time processing is 
required [20]. The solution is the automatic face de-
identification in videos.  

The process of automatic face de-identification in videos 
combines face detection, face tracking and face masking. The 
first step in face de-identification for video is face detection. 
Due to the large variances in poses of the face, sizes, bad 
lighting conditions, the face affected by partial occlusion, the 
presence of structural components (e.g., glasses, sunglasses, 
beards, moustaches) and cluttered scenes, the face detection 
has to be robust. There are two main approaches to face 
detection [21]: the feature-based approach and the image-
based approach. The feature-based approach uses low-level 
analyses (based on edges, colour, grey-level, motion), feature 
analyses (facial feature extraction, face detection based on 
anthropometric measures, statistical-based grouping of facial 
features in face-like constellations) and active shape models 
(snakes, deformable templates, point distributed models). The 
image-based approach detects faces via a learning procedure 
that classifies examples into face and non-face prototype 
classes. The main methods are linear subspace methods, 
neural networks, and statistical methods. An excellent 
overview of the face-detecting methods in images and videos 
is given in [22]. 

There are face-detector candidates for use in videos such 
as: an upright frontal face detector based on a neural network 
[23], the Schneiderman-Kanade frontal and profile face 
detector, which combines visual attributes represented by 
subsets of quantized wavelet coefficients and statistics 
expressed by the likelihood ratio between possibilities of “face 
class” and “non-face class” [24], the Viola-Jones face detector 
based on Haar-like features and the boosting technique, which 
achieves fast and robust frontal face detection in real-time 
[25],  the face real-time  detector using local edge orientation 
histograms (EOH) as features in the AdaBoost algorithm, 
which greatly improves the learning of frontal faces from a 
small database and enables an improvement in real-time 
systems for learning profile faces [26]. 

There are some approaches that combine the background 
subtraction and bag-of-segments feature to represent head-
and-shoulder patterns, and a Support Vector Machine (SVM) 



classifier to detect faces [20]. Face detection in videos under 
changing illumination conditions, with the face having varying 
poses and scales, is still a major challenge.  

Face tracking is a process of locating a moving human face 
(or multiple human faces) in a sequence of frames. Beside 
this, face tracking needs to find the same face (in the case of 
multiple human faces) in a video. Tracking is based on 
features such as segmented regions, skin-colour models [27], 
local binary patterns (LBP) [28], a combination of LBP and 
skin-colour information [29], a combination of shape and 
texture information [30], and histogram-based Mean-Shift 
features [31]. Face tracking includes the prediction of a face 
location in the next image frame based on the motion model or 
the information obtained from the previous consecutive 
frames. Kalman filters and particle filters are normally used 
for predictions. On the basis of this prediction, the face 
tracking can be treated as a local search problem where the 
features are locally searched within a search window instead 
of the entire image. In order to increase the tracking speed an 
adaptive search window is used. Its size may grow with the 
square of the maximum velocity of the face [27]. 

The combination of face detection and tracking, i.e., the 
combination of the spatial and temporal correspondence 
between frames, can improve the effectiveness of the 
localization of faces. An example of such an approach is 
applying a bi-directional tracking algorithm that combines 
face detection, tracking and background subtraction [20]. The 
effectiveness of the face detection and tracking is very 
important because the face has to be detected and de-identified 
in each frame of the videos. If the face cannot be detected in 
only one frame (and so is not de-identified) this means a major 
degradation in the privacy protection. 

Each localized and traced face region in each frame has to 
be de-identified by masking. Some approaches to face 
masking for privacy protection in video-surveillance systems 
follow techniques that are used in still-face images using a 
"black-box" approach, simple blurring filters, and pixelation. 

An alternative approach to face de-identification, 
especially popular in the video-surveillance domain, is based 
on distortion applied to the face image by using transform-
domain scrambling methods. For example, in [32], [33] the 
authors proposed two scrambling methods for H.264/AVC – 
one of the most commonly used formats for the recording, 
compression, and distribution of video content. Both methods 
scramble the quantized transform coefficient of each 4 × 4 
block of the region of interest by pseudo-randomly flipping 
their sign, or by applying a random permutation of the 
coefficients. These two methods are fully reversible – the 
authorized user, by using a secret encryption key, can reverse 
the scrambling process and recover the image of the face.  

A more sophisticated privacy protection in videos is 
obtained by replacing a face with a generic face. The 
preliminary results of such an approach applied to video 
sequences are shown in [16]. Recently, in order to improve the 
naturalness and utility of a de-identified video, the adoption of 
de-identification methods for still images is proposed in [34]. 
In the video sequences the people's faces are captured in 
arbitrary poses. The face poses vary from a full left profile to a 

full right profile (yaw angle from -900 to +900) and a pitch 
from -900 to +900, while the roll is usually more restricted. 
Following the idea from k-Same-Select [10], where images are 
grouped before de-identification to preserve the facial 
expression and the gender, the proposed approach groups the 
face images into a person-specific set of images according to 
their poses. Each person-specific set is represented by an 
active appearance model. A raw face image is matched with 
each of the active appearance models of a person-specific set 
of images. The model with the best matching based on shape 
and texture is chosen to represent the pose of the raw face 
image. Then, from the images in the selected person-specific 
set of images, one image is chosen to replace the texture of the 
raw image. The shape of the de-identified face image remains 
the same as that detected during the model fitting, but the 
texture is changed. Note that in order to enhance the privacy 
protection, instead of using the most similar appearance for 
the raw image, the appearance of an image that is far enough 
(q-far based on the Euclidean distance) is used. Figure 6. 
illustrates the above-described approach 

Fig.6. An illustration of the q-far de-identification method [34]. In each row 
the first image is a row image (a), (d), (g); The second image is a de-identified 
image: (b) de-identified with q = 1 distance, (e) de-identified with q = 3, and 
(h) de-identified with q = 35; The third images in each row are images that 
were used for the face swapping. 

In [35] the authors give the general framework of de-
identification by describing different scenarios of video 
capturing (casual videos, public surveillance and private 
surveillance videos), criteria for de-identification and methods 
of subverting the de-identification. They proposed a method of 
de-identification that consists of three modules: Detect and 
Track, Segmentation and De-identification. The detect-and-
track module combines a HOG-based person detector and a 
robust tracking algorithm. The tracking algorithm uses a 
patch-based recognition approach: the object is divided into 
multiple spatial patches and each of them is tracked by a 
voting mechanism based on the histogram of the 
corresponding image patch [35]. The system uses the 



bounding boxes of the person in every frame and forms a 
video tube across time.  Each detected person in a video has 
his or her own video tube. The segmentation of the video tube 
is performed by using the so-called fixed-size voxels (x × y × 
t) in the spatial (x, y) and temporal (t) domains. The result of 
the segmentation is the classification of the voxels into two 
classes: foreground and background. The de-identification is 
performed on foreground voxels by applying the exponential 
blur of pixels in the voxel or line integral convolution. The 
implemented system was tested on standard data sets like 
CAVIAR and BEHAVE.  

Despite the current research, numerous problems and 
challenges still remain to be solved in face de-identification in 
videos. These include issues such as occlusion, head position, 
presence of structural components (e.g. glasses, beard), 
illumination conditions, and the preservation of data utility 
(e.g. age, gender and facial expression) and naturalness of de-
identified video. 

IV. FACE DE-IDENTIFICATION SYSTEMS 
Examples of real-time, privacy-protection video systems 

are as follows: Respectful Cameras [36], PrivacyCam [37], 
TrustCam [38], and the De-Identification Camera [39]. In the 
Respectful Cameras system users who wish to be protected 
wear colour markers (hats or vests) that are tracked and the 
faces of such users are masked in real time. The tracker is 
based on a 9-dimensional colour space and the combination of 
a particle filter and a probabilistic AdaBoost algorithm.  
Because of the type of markers used the system it is well 
suited to dynamic scenes. An elliptical white cover is used to 
hide the faces of the users. 

The DSP-based PrivacyCam [37] system implements a 
real-time Privacy through Invertible Cryptographic 
Obscuration (PICO) process that consists of five basic steps: i) 
capture of the image with a camera, ii) detection of the region 
of interest (face detection, skin detection, motion detection), 
iii) exchanging public key, generating session key, and storing 
the secured key along with the protected region information, 
iv) selective encryption of the region (human face region) to 
be protected. The face is protected by scrambling the 
coefficients used for the JPEG image encoding.  

The TrustCam prototype system [38] consists of a network 
of trustworthy cameras and a control station. Each camera is 
equipped with an individual Trusted Platform Module (TPM) 
that is used for the data encryption to hide the identity of 
individuals captured in a video. 

The De-identification Camera [39] is an example of real-
time privacy protection at the sensor level. The de-
identification pipeline of the De-identification Camera 
consists of the background segmentation (motion detection), 
person detection based on histograms of gradients  (HOG) 
[40], tracking based on Mean-Shift, segmentation of an image 
based on a bounding box that forms a video tube for each 
person in time, and a de-identification transform applied on 
the video tube. The real-time identification transform uses two 
types of “naive” procedures: the Gaussian blur of pixels inside 
a bounding box, and the binarization of the pixels inside the 

bounding box. Note that the De-identification Camera 
performs de-identification of the whole human figure. 

Due to the scrambling of the coefficients, or using “naive” 
de-identification techniques, all the above-described systems 
produce de-identified videos that do not preserve the 
naturalness of the original videos. 

V. CONCLUSION 
Privacy is one of the most important social and political 

issues of any free society. In our networked society, which is 
characterized by technologies and services such as internet, 
wireless communication, social networks, biometrics, 
multimedia, big data, data-mining, and audio and video 
surveillance, the problem of the privacy protection of 
individuals becomes a major challenge for experts from law, 
political, ethical and technical domains. 

A human face, as the main biometric personal identifier 
present in still images and videos, is in the focus of de-
identification research. In spite of relatively big research 
efforts in the field of face de-identification and proposed 
solutions, there are many open problems, such as real-time 
detection, localization, tracing and removing, hiding or 
substituting the faces as physiological biometric identifiers. 
These problems are particularly emphasized for videos of 
crowded scenes. Additional problems arise when there is 
demand to preserve the usability and naturalness of the de-
identified video at the same time. 

Due to recent advances in multi-sensor acquisition and 
recording devices and remote surveillance systems, there is a 
need for the research and development of multimodal de-
identification methods that simultaneously hide, remove or 
substitute different types of personal identifiers (face, gesture, 
gait) from multimedia content. The solution of the problem of 
multimodal de-identification is still a major challenge. 
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Fig. 1. A controllable privacy protection system can selectively alter some
facial attributes, e.g. identity and gender, while retaining others.

Abstract— We present the novel concept of Controllable Face
Privacy. Existing methods that alter face images to conceal
identity inadvertently also destroy other facial attributes such
as gender, race or age. This all-or-nothing approach is too harsh.
Instead, we propose a flexible method that can independently
control the amount of identity alteration while keeping un-
changed other facial attributes. To achieve this flexibility, we
apply a subspace decomposition onto our face encoding scheme,
effectively decoupling facial attributes such as gender, race, age,
and identity into mutually orthogonal subspaces, which in turn
enables independent control of these attributes. Our method
is thus useful for nuanced face de-identification, in which only
facial identity is altered, but others, such gender, race and age,
are retained. These altered face images protect identity privacy,
and yet allow other computer vision analyses, such as gender
detection, to proceed unimpeded. Controllable Face Privacy
is therefore useful for reaping the benefits of surveillance
cameras while preventing privacy abuse. Our proposal also
permits privacy to be applied not just to identity, but also to
other facial attributes as well. Furthermore, privacy-protection
mechanisms, such as k-anonymity, L-diversity, and t-closeness,
may be readily incorporated into our method. Extensive exper-
iments with a commercial facial analysis software show that
our alteration method is indeed effective.

I. INTRODUCTION

Big Brother is already watching you: over 3,000 eyes
(cameras) watch the streets of Lower Manhattan in New York
City [9], while about 13,000 cameras blanket the subway
system of London [20]. This scales up nationally as well,
with an estimated six million cameras, or one CCTV per
11 people, in the United Kingdom [20]. On the Web, people

This research was partially carried out at the SeSaMe Centre. It is
supported by the Singapore NRF under its IRC@SG Funding Initiative and
administered by the IDMPO.

routinely upload faces of themselves onto social websites like
Facebook. In turn, this has engendered websites that aggre-
gate face photos, such as www.thefacesoffacebook.
com, which purports to house 1.2 billion “faces of Facebook
users together”. Web faces have also prompted the US
National Security Administration to scour the net, at the
rate of “55,000 facial recognition quality images” per day, to
boost its crime-fighting intelligence [17]. These statistics and
websites alarm privacy advocates, and ought to be a grave
concern for ordinary citizens as well.

To be sure, there are benefits to having surveillance
cameras, such as increased crime deterrence and public
safety in common areas, and speedier police investigations
should something bad happen (as in the case of the 2013
Boston Marathon bombing [2]). A more recent trend, called
visual analytics, involves the usage of in-store cameras by
retailers to analyze customer behavior. The goal is to assess
customers’ moods, determine product preferences based on
age or gender, gauge staff responsiveness, as well as to
streamline the layout of store shelves [23]. Such clever use
of computer vision techniques may yet bring about greater
convenience to customers and better sales for businesses. The
mere presence of cameras does not always doom privacy.

Indeed, privacy protection need not be at the expense of
visual analytics. The tricky part is to balance the benefits of
surveillance cameras against the drawbacks of privacy abuse.
In this paper, we propose a novel concept, called Controllable
Face Privacy (Figure 1), that is helpful for protecting privacy
in face images while allowing visual analytics to function
normally. The key idea is to decouple facial attributes, such
as gender, race (ethnicity), age and identity, into parameters
that can be independently controlled. More precisely, we
apply MMDA [18], a subspace decomposition technique we
had previously developed, onto our face encoding scheme
to selectively alter some facial attributes (e.g. gender, race),
while retaining others (e.g. age). Figure 2 illustrates the
changing of identity without changing gender, age or race.
Figure 3 shows one example each of altering age, gender,
and race attributes, respectively. The key to privacy pro-
tection lies in altering the identity of faces images (called
de-identification or anonymization in the literature); while
the key to visual analytics lies in analyzing non-identity
facial attributes. Our method thus permits a more nuanced
privacy protection: identity can be altered while non-identity
attributes can be left unchanged.

What sets our paper apart from previous works is the
selectivity with which we can alter faces. Previous face
de-identification methods, such as Newton et al.[16], Neu-
staedter and Greenberg [15], Berger [4], alter facial identity
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Fig. 2. Two examples of altering facial identity while retaining gender,
age and race attributes. In each pair, the left image is the original, while
the right is the altered face. Such an alteration protects privacy without
thwarting visual analytics.

Fig. 3. (Top row) Altering the age attribute. (Left to right) Intensity, �, is
increased from 0.5 to 2.5 in steps of 0.5. The face appears older as intensity
is increased. (2nd row) Increasing Femininity. (3rd row) Making the face
more African.

but inadvertently destroy other facial attributes. For exam-
ple, Newton et al. perform a k-to-1 replacement of faces,
thereby making the altered face indistinguishable from k�1
other faces. Unfortunately, non-identity attributes are also
rendered indistinguishable in the process. By comparison,
Neustaedter and Greenberg blur all detected faces. This
destroys identity information, and to a great extent, gender,
age and race information as well. Berger employs pixelation,
which preserves skin color (and may thus preserve racial
information), but alas is not effective against modern face
recognition algorithms, as demonstrated by Newton et al. In
other words, while existing methods succeed in foiling a face
identification system, they also thwart gender detectors, race
detectors and age detectors. Alas, these detectors form the
building blocks of visual analytics, which gather useful in-
formation about consumer preference based on non-identity
facial attribues. Previous methods may thus be characterized
as all-or-nothing: they protect privacy at the expense of visual
analytics. Not so with our method.

To be fair, Gross et al. [10] attempted to inject utility into
their de-identification method. By this the authors meant the
retention of facial attributes not related to identity, such as
facial expression. They showed that, compared to naive meth-
ods, their k-Same-Select algorithm was superior at retaining
facial smiles while removing identity information from a
face. Thus, a facial-expression classifier would perform well
on their de-identified images but a face identification system
would fail. However, it is unclear how their algorithm

could be generalized to simultaneously retain multiple facial
attributes such as gender, race and age. Their experiments
retain only one type of facial expression, namely, smiles.
Indeed, it appears that a different k-Same-Select algorithm
is needed to preserve different facial attributes. Furthermore,
it is doubtful that all these algorithms can work in harmony;
their combined operation is not guaranteed to preserve all the
desired attributes. In contrast, our method, which exploits the
orthogonality property of a subspace decomposition, allows
us to alter facial attributes independently and simutaneously.

Playing the devil’s advocate for a moment, we could argue
for a simpler method to achieve the same goal of nuanced
privacy, as follows. First, prepare beforehand a fixed set of
M template faces consisting of all possible combinations
of gender, race and age. Then, given an input face to be
de-identified, run it through a series of gender, race and
age detectors to determine these facial attributes. Finally,
replace the given face with the appropriate template face.
It is clear that this Simple Method can also alter any desired
attribute while retaining others. Indeed, it can even achieve
k�Sameness. Why, then, bother with the method proposed
in this paper?

The answer is twofold: uniqueness and diversity. The
Simple Method cannot replace a face with another unique
face. Indeed, k-Sameness prevents this. Instead, it is obvious
that there are only M possible faces in the output of the
Simple Method. This makes tracking impossible. Note that
one common visual analytics task is to track the same person
as she moves within a retail store. When Simple Method
replaces two customers with the same face, tracking them
becomes impossible (at least, when tracking with faces).
Our method however, can in principle guarantee unique
replacement faces because, as described in Section III-B,
identity is encoded in a subspace of infinite extent. Thus
an infinite number of identities is possible.1

Second, Simple Method lacks diversity. In fact, diversity
is exactly M , the size of the template faces, which must be
prepared beforehand. In contrast, our method can synthesize
at run time as many races or genders or identities as machine
precision allows. For instance, we can synthesize different
degrees of Masculinity or “Caucasian-ness”. We can also
create mixed races, or androgynous faces, see Figures 6(b)
and 7. Diversity is important in visual analytics applications
that require the altered set of images to mimic the natural
diversity found in the original input videos.
Our contribution: This paper pioneers the notion of Con-
trollable Face Privacy for the protection of privacy in face
images. The key idea is to selectively alter some facial
attributes while retaining others. To this end we employ a
subspace decomposition technique to decouple the parame-
ters that control different facial attributes. In each subspace,
we may then independently vary the said parameters and
then synthesize faces with new attributes. This not only
permits the privacy protection of facial identity (which is the

1In practice, due to the machine’s 64-bit precision, we can synthesize
2768 (⇠ 10231) unique identities. While finite, this is still very large.



sole concern of all existing work), but also of gender, race
and age as well. Furthermore, we show that we can easily
incorporate the mechanisms of k-anonymity, L-diversity, and
t-closeness [13] (pioneered by the data mining research
community) to provide provable privacy guarantees on the
altered faces. We run extensive experiments — we tested
our altered images on Face++, a commercial face analysis
software2 that can classify gender, age and race — to show
that our alteration is indeed effective.

II. RELATED WORK

As mentioned in the Introduction, the proliferation of
surveillance cameras in public places has been a boon for
visual analytics but a bane for privacy protection. In recent
years, numerous research have attempted to protect the
identity of persons in surveillance videos. Broadly speaking,
these works may be divided into two categories: (i) those
that de-identify faces, verus (ii) those that de-identify the
whole body. The two are complementary: if a face appears
large enough in a video to be de-identified, the whole body
is usually not seen; on the other hand, if the full body is
visible, then the face region is too small to be recognized.

For category (i), the group at Carnegie Mellon University
(CMU) has published a number of papers [16], [11], [10].
These authors championed formal mechanisms that can
provably guarantee the protection of privacy, introducing
notions such as k-Same, and k-Same-Select. The guarantee is
that a face is sufficiently de-identified if no face recognition
algorithm, human or machine, can distinguish it from at least
k � 1 other faces (people). The authors showed that ad-
hoc methods for de-identification, such as masking out the
eyes, pixelation, and adding random noise, do not sufficiently
protect identity. In fact, modern face recognition software can
easily overcome such ad-hoc methods.

Another notion introduced by the CMU group is that of
utility: a de-identified face image is deemed to have preserved
utility if other non-identity image analyses can still succeed
on it, for example, facial expression recognition. The authors
proposed their own algorithm that sufficiently alters facial
identity to thwart face recognition software, but yet permits
an expression classifier to work. This is not the case for
ad-hoc methods such as blurring [15] or pixelation [4].
Indeed, utility is a good property, since many surveillance
videos are now routinely being analyzed by computer vision
algorithms for purposes like people-counting, gender detec-
tion, age classification. Unfortunately, the authors appear to
have demonstrated utility only for expression and gender
analysis. In this regard, our current work may be considered
a generalization of theirs: we show that gender, race and age
detectors all work on our de-identified images.

For category (ii), full-body de-identification, we may list
[1], [7], [24], [14]. All these methods apply simple image
distortions, such as pixelation, blurring, or silhouetting, to
mask the identity of the person. While effective, these
methods appear too harsh, since they also thwart computer

2
www.faceplusplus.com
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Fig. 4. The main steps in our method.

vision algorithms that count people, or track human motion.
None of the above authors have yet argued for, nor proposed,
a more nuanced privacy protection scheme.

III. METHODOLOGY

We first learn subspaces from a training set that is appro-
priately labeled with gender, age and race attributes. Since
the attribute of a face is determined by both appearance and
shape (for instance, Africans usually have black skin with
flared noses while the Asians have yellow skin with small
mouths), we need to encode both the shape and appearance
into a single vector before applying multimodal analysis.

In the literature, Tensorface [22] is a popular multilinear
analysis method. However, we instead prefer Multimodal
Discriminant Analysis (MMDA) [18] because its zero intra-
class variance property means that it can capture the essence
of gender, race, or age in a single constant vector parame-
ter (see Section III-B.1), unlike Tensorface. Altering facial
attributes would thus be more difficult with Tensorface.

After applying MMDA to obtain the required orthogonal
subspaces, a new face image can be easily parameterized by
projecting it onto these subspaces. We can then selectively
alter the parameters in the subspace corresponding to the
facial attribute we wish to change. Moreover, we may control
the “intensity” of the alteration by simply scaling the norm of
the said parameters. Finally, because MMDA is an invertible
transform, we can synthesize new faces that will exhibit the
desired attributes. We illustrate our method in Figure 4.

A. Pre-processing: Normalization, Masking & Encoding

(This section describes the blue boxes in Figure 4). Given
a face image, we first locate facial landmarks using AAM [8]
and align the image to a reference face via the eye positions.
Our images are 385 ⇥ 343 in size. After alignment, we
normalize the shape by non-linearly warping the image to our
reference face. Any non-linear warping method may be used;
for convenience, we chose Thin Plate Spline [6]. A mask is
then applied to remove hair and background. After this, each
face image is encoded as the concatenation of two parts: a
shape-normalized appearance vector and a shape vector. The
appearance vector is obtained by simple column-scanning the
image. To handle color, we experimented with various color
spaces and found that the XYZ color space produced the
best results. The shape vector contains the (x, y) coordinates,
before warping, of the 63 landmarks. Let Da denote the



dimension of the appearance vector, and Ds the dimension of
the shape vector. Our encoded vector thus has D = Da+Ds

dimensions. The blue boxes in Figure 4 illustrates the main
idea of this section.

B. Decomposition, Alteration & Synthesis
(This section describes the red boxes in Figure 4.) At the

heart of our method, we employ MMDA, a linear algebra
subspace decomposition technique based on the Whitened
Fisher Linear Discriminant. Essentially, MMDA decomposes
a set of data vectors containing multiple modes into mutually
orthogonal subspaces, as shown in Figure 5. A face image
X , suitably encoded as a column vector, is projected onto
three subspaces, one for each mode of gender, race and
age. Figure 5 shows each subspace as a blue axis. In each
subspace, MMDA computes an orthonormal basis by which
parameters (coefficients) of X for that mode may be derived.
These parameters can then be altered, and a new face image
synthesized. Altering the parameters in one subspace affects
only the mode captured by that subspace. For instance, in
Figure 5, altering the gender parameters moves X to A, the
resulting image at A exhibits only a gender change, while
race and age is unchanged.

A 

B C 

X 

Gender 

Age 

Race 

Fig. 5. MMDA projects a vector X into three mutually orthogonal
subspaces (represented by the blue axes) that encode gender, race and age,
respectively. Changing the parameters of X in the race subspace alters
only the race, not the gender or age. This corresponds to moving X to
B. Reconstructing the vector B reveals a new face image exhibiting only
a change in race, not of age or gender.

1) MMDA theory: Mathematically, let X denote a D⇥N

training matrix whose columns are xi, i = 1, . . . , N with K

attributes. Each training vector xi is multiply labeled, one
label per mode. For each attribute i, there are Ci classes,
L

i
1, ...,L

i
Ci

. In our case, there are three attributes, gender,
race and age (K = 3). For gender, there are two class labels,
Male and Female; For race, there are three class labels,
Caucasian, African and Oriental; For age, there are also three
class labels, Young, Middle-aged and Old.3 Therefore, in our

3We concede that these label choices are somewhat arbitrary. MMDA
requires the discretization of each mode into class labels, and more or
fewer ages or races is certainly permissible; we chose said labels merely for
convenience. Note, however, that MMDA does not currently handle labels
with continuous values, so that we cannot treat age as a continuous number.

case we have N = 2⇥ 3⇥ 3 = 18 training images. Let mi
k

denote the mean of class Lk for attribute i. Without loss of
generality, we assume that the global mean of X is zero. If
not, we may simply subtract the mean from each element.
Note that the global mean is the same for all attributes.

To begin, we whiten the data X for all modes. For each
mode i, we compute the total scatter matrix S

i
t = XX

>,
then eigen-decompose it to get S

i
t = UDU

>, retaining
only non-zero eigenvalues in the diagonal matrix D and
their corresponding eigenvectors in U. Now, compute the
(N � 1)⇥D matrix P = UD

�1/2 and apply it to the data
to get (N � 1)⇥ (N � 1) matrix: X̃ = P

>
X. Note that we

only need to perform this step once, as all modes come from
the same training set. The data is now whitened because the
scatter matrix of X̃ equals I, the identity matrix.

After data whitening, we maximize the Fisher Criterion
for each mode i,

JF (V
i) = trace{((Vi)>S̃

i
w(V

i))�1((Vi)>S̃
i
b(V

i))} (1)

where V

i contains the basis for each subspace, S̃

i
b is the

inter-class scatter matrix, and S̃

i
w is the intra-class scatter

matrix. We repeat the same steps for all the modes until we
get V

1 to V

K . The last step is to compute the Residual
Space, V0, via the Gram-Schmidt algorithm. The Residual
Space captures any residual discriminant information present
in the training vectors. We combine all these to obtain:

V = [V1
V

2 · · ·VK
V

0]. (2)

We now describe some useful properties of MMDA.
P1. For mode i, JF (V

i) is equal to �b
�w

, where �b and �w are

the eigenvalues of S̃
i
b and S̃

i
w. Moreover, �b + �w = 1.

V

i can be obtained when �b
�w

= 1
0 = +1. The

dimension of Vi is Ci � 1 and

(Vi)>x̃i = (Vi)>m̃i
k, 8x̃i 2 L

i
k. (3)

P2. For Vi and V

j , (Vi)>Vj = 0, if i 6= j.
The proofs of these properties may be found in [18]. From

these, we may deduce several important facts:
(a) From P1, the projection of any vector onto V

i has only
Ci�1 coefficients. These are the parameters that control
the facial attributes.

(b) Also from P1, after projection, the intra-class variance is
zero because �w = 0. This property allows us to capture
the essence of “Asian-ness” or “Female-ness” in a single
vector of Ci � 1 coefficients.

(c) From P2, the V matrix is orthogonal and thus invert-
ible. This makes MMDA suitable for both analysis and
synthesis of face images.

2) Decomposition: Given a new vector x and trained
orthogonal vector V, it may be decomposed using (4) to
yield the parameter vector y.

y = V

>
P

>
x (4)

Recall from Section III-B.1 that we have M = 3 modes (=
facial attributes), i.e. gender, age and race. Gender can take



one of two labels: Male or Female; race has three labels:
Caucasian, African, or Oriental; and age is either Young,
Middle-aged, or Old.

Decomposing any training face xi using (4) to get its
parameter vector yi gives:

y

>
i = [ gi|{z}

1 param

r

>
i|{z}

2 params

a

>
i|{z}

2 params

s

>
i|{z}

params

] (5)

From the above properties and deduced facts, we further
conclude:

i) The scalar gi can only take on two constant values: G1

or G2, representing Male and Female, respectively.
ii) The 2D vector ri can only take on three constants:

R1,R2, or R3, representing Caucasian, African, and
Oriental, respectively.

iii) Likewise, the 2D vector ai can only take on three
constants: A1,A2, or A3, representing Young, Middle-
aged, and Old, respectively.

iv) The remaining vector si controls Residual Space.
In essence, these constant scalars and vectors capture

the average appearance of Male, Female, Young, Old, etc.
Therefore, to alter the facial attribute of a novel face which
is not in the training set x̃, we simply perform the following:
a) Decompose x̃ using (4) to get parameter vector ỹ.
b) To change gender, set its gender parameter to either

constant: G1 or G2.
c) To change age, set its age parameter to one of these

constants: A1,A2 or A3.
d) To change race, set its race parameter to one of these

constants: R1,R2 or R3.
e) Reconstruct using (6) to produce x̃.

Furthermore, we can control the intensity of the change.
For instance, we can set the age parameter to �A3. By
varying �, we will vary the appearance of Old.

3) Synthesis: Given an altered parameter vector, synthesis
is achieved using

x̃ = PrVy (6)

where Pr reverses the whitening and PCA operation of P.
The results in a face encoded vector x̃: the first Da values
contain the new appearance of the face, while the remaining
Ds values are the new coordinates of the facial landmarks.
We now re-arrange the first Da values back into a 2D image,
and then apply Thin Plate Spline using the new coordinates
to unwarp the face into its new shape.

IV. VISUALIZATION

For more insight, let’s visualize the column vectors in the
MMDA decomposition. Let Q = PrV, then (6) becomes:

x̃ =

2

4
| | |
q1 q2 · · · q17

| | |

3

5

| {z }
Q

2

64
y1
...

y17

3

75

| {z }
y

(7)

Figure 6(a) displays these 17 column vectors as images. As
described in Section III-B.2, the first 5 parameters control the

gender, race, and age attributes, respectively. Therefore, the
corresponding columns q1, . . . ,q5 should somehow encode
these attributes as well. This is clearly evident in the first row
of Figure 6(a). The remaining faces encode information in
the Residual Space, containing identity, and any remaining
image variation.

Hence, we term these vectors Semantic Faces, since they
capture the semantics of facial attributes. Furthermore, these
vectors form a Semantic basis for the set of face images:
taking arbitrary linear combinations of these vectors will
generate faces with different amounts of gender, race, and
age attributes. To further illustrate this, consider the vector
G1q1. This creates the average Male face (Figure 6(b)).
Changing this to G2q1 creates an average Female face.
Increasing the scalar to 1.5G1 or 1.5G2 makes the face more
Masculine or Feminine, respectively.

For race, the three races, Caucasian, African and Oriental,
are encoded by two Semantic Faces: q2,q3. By taking linear
combinations of these, we may generate the three said races,
or increase the racial “intensity” (e.g. appear more African).
We may also create mixed races (Figure 7).

Finally, we may visualize the subspace for age in a
similar way. Like race, age is controlled by two Semantic
Faces: q4,q5. Taking appropriate linear combinations will
synthesize faces with different age appearances. We omit this
figure due to space constraint.
To summarize, applying MMDA onto a set of labeled
face images yields a semantic basis with which we may
decompose a face into its gender, race and age attributes.
This basis also allows us to synthesize new faces with desired
new attributes. We thus have a discriminability and flexibility
not found in other subspace decomposition techniques, such
as AAM [8], 3D Morphable model [5], Eigenfaces[19],
Fisherfaces [3], Laplacianfaces [12] and Tensorface [21].

V. PRIVACY PROTECTION

A. Identity Alteration

How do we alter identity? There does not seem to be
any explicit identity parameter in (5). The answer lies in
si, the parameter that controls Residual Space. Identity is
a tricky concept. It includes gender and race, but not age.
For instance, we can talk about an older or younger Michael
Jackson, but there is no such thing as a Female Michael
Jackson, or an Oriental Michael Jackson. In terms of MMDA,
identity is a label that cannot be applied on a vector indepen-
dently of race or gender. Thus there is no identity parameter
in MMDA. This is not a flaw of MMDA; rather, it is a
reflection of the fact that identity is not independent of race
or gender. Thus the only parameter left for alteration is si.
MMDA theory assures us that Residual Space captures any
remaining discriminant information that is not captured in the
other subspaces. This would include identity, illumination,
facial expression, and so on. Since our training images are all
frontally illuminated, frontal faces with neutral expression,
the main thing captured in Residual Space must be identity.
Hence, to alter identity, we may simply replace si with,
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Fig. 6. (a) Semantic faces: the columns q1, . . . ,q17 in (7) visualized as images. The first row images appear to encode gender (1st face), race (2nd and
3rd faces), and age (4th and 5th faces), respectively. The other 12 encode identity and any residual image variation. (b) By changing the sole parameter
of q1 (the gender Semantic Face), Male (left) and Female (right) faces are synthesized. Varying this parameter also makes the face appear more or less
Masculine (or Feminine).
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Fig. 7. The three races of Caucasian, African and Oriental are encoded
along the three blue axes in a 2D subspace spanned by q2,q3 (the Semantic
Faces for race). By taking suitable linear combinations of these vectors, we
may intensify the racial appearance, and even synthesize new, mixed races.

say, ��si. This “reverses” identity, with � controlling the
intensity of reversal. This is how Figure 2 was produced.

Finally, note that altering identity need not be an all-or-
nothing affair. We could exaggerate or diminish one’s identity
simply by increasing or decreasing the norm of si. This
allows for more subtle control of identity.

B. Privacy Guarantees

It is clear that the above method to alter identity by
negating the Residual Space parameter, s, is easily reversible.
This defeats our privacy protection. To truly protect privacy,
we can employ any of the following schemes:
1. Add a random vector w to s. This makes the identity

alteration non-deterministic and thus irreversible.

A B C D

A

0
B

0
C

0
D

0

Fig. 8. Irreversible identity alteration: A and B are clearly 2 different
persons with the same sex, race and age. Their identity parameter is set to
0, yielding A0 and B0 respectively, which look alike. Similarly for C,D
and C0, D0. Face++ confirms that A0 and B0 are the same person, as are
C0 and D0; however, A0 and C0 are different people.

2. Always set s to 0. Figure 8 shows this procedure, demon-
strating that we can irreversibly alter identity but retain
other attributes. In effect, this achieves 1-anonymity, an
extreme form of k-anonymity. In general, to k-anonymize
a set of M faces: first, group them into L = bM/kc
groups; in each group, compute the average identity
parameter of all faces in that group; then replace each
face’s identity parameter with its group average.

3. Set s to one of L pre-defined vectors in a uniformly ran-
dom manner. This achieves L-diversity. These L vectors
may be chosen by sampling Residual Space.

Indeed, by viewing the parameter vector y of (5) as a row in a
relational table, the protection mechanisms of k-anonymity
and L-diversity may be readily applied to all other facial
attributes as well. Likewise, any desired probability distribu-
tion on the facial attributes can also be easily enforced, e.g.
ensuring that 10% of synthesized faces be African, 15% be
Oriental, etc... This fulfills the t-closeness criterion [13]. In
other words, our method can provably guarantee the privacy
of altered faces.



VI. EXPERIMENTS & DISCUSSION

How good is our face alteration? More precisely,
Q1. When we alter a facial attribute, say, gender, is it

effective?
Q2. When we alter one facial attribute but retain others, are

the unchanged attributes perceived as such?
Q3. Does increasing the intensity of a parameter manifest in

a corresponding increase in the attribute?
Q4. When we alter identity, is it effective?

To answer these questions, we will use a Change Detector
(CD), i.e. a vision algorithm, to compare an original face
image with its altered image. This is in line with our
motivation to protect privacy while allowing visual analytics
(i.e. other computer vision algorithms) to function normally.
In all our experiments, we use a set of test images that are
different from our training set.

A. Evaluation metric

We build several CDs, one each for identity, gender, race
and age. Each CD accepts two inputs, an original face
image plus its altered version, and outputs “Changed” if it
judges that the two images differ in that particular attribute;
otherwise it outputs “Unchanged”. All our CDs are built
using Face++, a commerical face attribute classifier. Once
we have our CDs, it would be a simple matter to run them
on our test cases. This would give the raw performance of
our method. However, our CDs are not perfect; they make
errors. How then can we be sure that the judgment of our
CD is a true statement of our method, and not an inherent
error? We proceed as follows. Let � be the probability that
our method correctly alters a facial attribute. Also define:
1. tp to be the true positive probability, i.e. when the input

image pair correctly differ in an attribute and the CD says
“Changed”.

2. fp to be the false positive probability, i.e. when the input
image pair do not differ in an attribute but the CD says
“Changed”.

3. ↵ to be the observed changed rate,i.e. the fraction of time
the CD outputs “Changed”.
From these definitions, we may derive:

� =
↵� fp

tp � fp
(8)

Equation (8) allows us to compensate the raw performance of
our method (↵) from the inherent errors of the CD (tp, fp). To
estimate the inherent errors, we generated a separate ground-
truth set of about 130K test images. The true positive rates
(tp) for gender, race and age CDs are estimated to be 0.90,
0.93 and 0.83, respectively; while the false positive rates (fp)
are 0.11, 0.16 and 0.30, respectively. This shows that all CDs
have good performance.

B. Experiments on single attribute change

To answer questions Q1 and Q2, we changed one facial
attribute while retaining the other two. We generated between
18K and 71K test image pairs. All three CDs were then used
to measure ↵, after which we use (8) to derive �.

TABLE I
ACTUAL “CHANGED” RATE (�) VALUES FOR SINGLE-ATTRIBUTE

CHANGE. THESE SHOW THAT OUR METHOD IS EFFECTIVE IN CHANGING

AN ATTRIBUTE (BOLD VALUES), AND ALSO IN RETAINING AN

ATTRIBUTE (VALUES IN NORMAL FONT).

Intensity � 0.5 1.0 1.5 2.0 2.5

Gender
Change

Gender CD 0.50 0.63 0.75 0.88 1.00
Race CD 0.31 0.31 0.31 0.31 0.31
Age CD 0.56 0.19 0.38 0.38 0.19

Race
Change

Gender CD 0.38 0.31 0.44 0.38 0.31
Race CD 0.57 0.64 0.70 0.76 0.89
Age CD 0.19 0.19 0.47 0.66 0.28

Age
Change

Gender CD 0.31 0.38 0.31 0.38 0.19
Race CD 0.25 0.25 0.12 0.12 0.25
Age CD 0.66 0.84 1.00 1.00 1.00

Looking at the “Gender Change” rows in Table I, we can
see that when gender (only) is changed, the Gender CD
reported consistently higher � values at all intensity levels
(in bold) than the other CDs. This means that the perceived
gender in the face is indeed changed, while its race and age
remain unchanged. The other rows show the performance
for race-only, and age-only changes. In other words, our
method is effective in changing facial attributes, as well as
in retaining attributes. The � values that ought to be high
are indeed high, while those that ought to be low are low.

C. Experiments on multiple attribute change

We next examine the effect of changing two or more
facial attributes. Table II summarizes the � values. Again, the
conclusion is that altered attributes are effectively manifested
in the image, and detected as such by the Change Detectors.
Likewise, any unaltered attribute is usually detected as un-
changed by the corresponding CD. Finally, increasing the
intensity does increase the � values, as expected.

The results are not perfect, however. The entry in italics
(0.68) show that changing both gender and race at a high
intensity (� = 2.0) appear to cause a change in age as well.

D. Experiments on identity change

In fact, identity change can be easily observed in our
experimental results. To validate this, we asked 5 volunteers
to compare the identities in an original image and its altered
image. All volunteers confirmed the identity change for all
test images. This is expected. Besides human evaluation, we
also conducted an experiment by using Face++ matcher to
test the identity change. We randomly altered several hundred
samples at four intensity levels. Figure 2 shows two exam-
ples. In all these tests, the identity CD output “Changed”.
That is, ↵ = 100%. If we scrutinize the confidence values
returned by Face++, we see that at all levels of intensity,
these values are very high (Table III). This shows that our
method succeeded in changing facial identity.

E. Discussion

1. From all these experiments, we conclude that our method
is effective in altering the facial attributes of gender,
race, age, and identity, whether singly or in different



TABLE II
ACTUAL “CHANGED” RATE (�) FOR MULTI-ATTRIBUTE CHANGE.

Gender+Race Gender+Age Race+Age All 3 attributes
Intensity � Gender Race Age Gender Race Age Gender Race Age Gender Race Age

1.0 0.45 0.52 0.23 0.55 0.26 0.71 0.39 0.54 0.77 0.36 0.47 0.72
2.0 0.60 0.60 0.68 0.53 0.25 0.82 0.33 0.72 0.88 0.50 0.71 0.82

TABLE III
AVERAGE CONFIDENCE VALUES RETURNED BY FACE++ AT DIFFERENT

INTENSITIES OF IDENTITY CHANGE.

Intensity � 0.5 1.0 1.5 2.0
Average Confidence 0.9137 0.943 0.951 0.966

combinations. Question Q4 is answered in the affirmative
by Table III; while Q1, Q2 and Q3 are all answered in
the affirmative by Tables I and II.

2. We could not compare with existing works because ours
is the first to selectively alter some facial attributes while
retaining other attributes. There is no prior work to
compare to.

3. We cannot claim to have solved the problem of protecting
privacy in videos. This is because in real videos, faces
may not always be frontal. Our method currently works
on frontal faces only. Moreover, there is the problem of
hair (head and facial hair), clothes, and accessories such
as jewelry, handbags, etc. All these contrive to reveal the
identity of the person, even if the face is unrecognizable.
We acknowledge that there are still numerous challenges
ahead, and ours is but a first step.

VII. CONCLUDING REMARKS

We are pleased to present the novel concept of Control-
lable Face Privacy for the nuanced protection of face images.
Applying multimodal discriminating analysis on our face
encoding scheme results in a Semantic basis with which
we may decompose a face into its gender, race and age
attributes. In turn, this permits the synthesis of novel faces
with new, desired attributes. Moreover, privacy protection
mechanisms, such as k-anonymity, L-diversity, t-closeness,
are easily incorporated into our method, thereby providing
provable guarantees on our altered faces. In the near future,
we intend to get human volunteers to assess the quality of
our altered images.

We thank Dr. Shih-Tung Ngiam for his insightful advice
on how to estimate the actual change rate (�) from the
observed rate (↵), and Dr. Ee-Chien Chang for the initial
impetus to embark on this research, and for his on-going
engagement with us.
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with multilinear models. In ACM Transactions on Graphics (TOG),
volume 24, pages 426–433. ACM, 2005.

[23] J. Williams. In-Store Cameras: From Security Aids to Sales Tools.
Insead Knowledge, 2013.

[24] X. Yu, K. Chinomi, T. Koshimizu, N. Nitta, Y. Ito, and N. Babaguchi.
Privacy protecting visual processing for secure video surveillance.
In Image Processing, 2008. ICIP 2008. 15th IEEE International
Conference on, pages 1672–1675. IEEE, 2008.



Distinguishable De-identified Faces

Zongji Sun, Li Meng*, and Aladdin Ariyaeeinia 
School of Engineering and Technology, University of Hertfordshire, Hatfield, AL10 9AB, UK 

*Email:.l.1.meng@herts.ac.uk 
 
 

Abstract—The k-anonymity approach adopted by k-Same face 
de-identification methods enables these methods to serve their 
purpose of privacy protection. However, it also forces every k 
original faces to share the same de-identified face, making it 
impossible to track individuals in a k-Same de-identified video. 
To address this issue, this paper presents an approach to the 
creation of distinguishable de-identified faces. This new approach 
can serve privacy protection perfectly whilst producing de-
identified faces that are as distinguishable as their original faces. 

I. INTRODUCTION 
Over the recent years, a growing number of service 

providers are starting to share and utilize multimedia content 
for research, business, security and many other purposes. For 
example, surveillance footages are often used as evidence in 
law enforcement. Healthcare homes are sharing videos of 
patients to conduct analysis of common symptoms as well as to 
inform research for better diagnoses and treatments. Online 
storage and sharing of personal images and videos have 
become an integral part of the modern, mobile life in the Cloud 
age. However, this evolvement has inevitably ignited concerns 
about the privacy of information in the course of storing and/or 
distributing such data. This growing concern and the associated 
legal and ethical responsibilities have led to considerable 
interest and effort in the field of face de-identification over the 
last decade. The aim of face de-identification is to conceal the 
original identities of the faces captured in a given image or 
video with new facial identities generated synthetically. 

To date, the most cited face de-identification methods are 
solutions in the k-Same family, where privacy protection is 
achieved by implementing the theory of k-anonymity [1]. 
Examples of k-Same algorithms include k-Same-Pixels [2], k-
Same-Eigen [2], k-Same-M [3] and k-Same-furthest [4]. In a k-
Same face de-identification process, the set of original face 
images is firstly partitioned into clusters of size k. For each 
cluster formed, an aggregate face is then used to de-identify all 
the k members in the cluster. In other words, each group of k 
original faces would share the same de-identified face and 
hence the name ‘k-Same’ for this family of methods. Typically, 
the performance of a face de-identification method is evaluated 
in terms of the recognition rate of its de-identified faces against 
the originals. The lower the recognition rate, the better the 
privacy protection is. As each de-identified face is replicated k 
times for all the originals in its cluster and each de-identified 
face can only be matched with one original during recognition, 
the correct matching for each de-identified face can at best be 1 
in k times.  This k-anonymity approach has enabled k-Same 
methods to guarantee a recognition rate lower than 1/k while 
this guaranteed recognition rate has been further reduced to 
zero, i.e. perfect privacy protection has been achieved, by the 

k-Same-furthest method [4] - a new addition to the k-Same 
family. 

Although the k repetition of each de-identified sample has 
enabled the k-Same methods to serve their purpose of privacy 
protection, the repetition also makes the k-Same de-identified 
faces undistinguishable. To be more specific, several different 
individuals will appear to be the same person, making it 
impossible to track an individual in a k-Same de-identified 
video. To address this common drawback of k-Same methods, 
this paper presents a new method for face de-identification. 
This new method guarantees perfect privacy protection by 
adopting the approach of the k-Same-furthest method, while 
facilitating the provision of unique distinguishable de-
identified faces across all individuals.  

The remainder of the paper is structured as follows. Section 
2 reviews the k-Same framework and the k-Same-furthest 
method. Section 3 describes the new distinguishable face de-
identification method and proves that this new method can 
always achieve a zero recognition rate. Section 4 evaluates the 
proposed algorithm’s ability to protect privacy through 
experiments and compare the diversity of the de-identified face 
images with that of the originals. Finally, the findings of this 
work are summarized and further discussed in Section 5. 

II. K-SAME DE-IDENTIFICATION 

A. Face De-identification Definition and Notations 
To facilitate comparisons, this paper adopts the notations 

from Newton et al.’s paper [1] on the first k-Same method. 
This set of notations has been used in many succeeding 
publications on face de-identification, including the k-Same-
furthest method [4]. The definition of face de-identification 
given in [1] is quoted here. 

Definition Face De-identification (Definition 2.6 in [1]). 
Let  and  be face sets, Γ , Γ , :  be a 
function that attempts to conceal the identity of the subject of 
the original face image; and, Γ Γ  but Γ Γ  (element-
wise).  is termed face de-identification. Γ  is a de-identified 
image. 

B. k-Same-furthest Face De-identification 
The k-Same’s guarantee of a recognition rate lower than 1/k 

is achieved by replicating each Γ  k times regardless of the 
clustering of  [2]. This implies that even random clustering 
would not affect the effectiveness of k-Same in terms of 
privacy protection. However, to minimize information loss, all 
k-Same methods form clusters in  with homogeneous faces 
[1] and calculate each de-identified face Γ  as the average of a 
cluster. 
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The k-Same-furthest paper named all the k-Same methods 
prior to it ‘k-Same-closest’. This is due to the fact that all these 
methods de-identify an original face with the centroid of its 
own cluster (i.e. the cluster that is closest to the origial face). 
However, instead of maximizing the loss/removal of identity 
information, this approach actually minimizes identity loss. 
When no overlapping exists between any two clusters, the 
algorithms will always lead to a recognition rate equal to the 
theoretical maximum of 1/k. When overlapping exists between 
two clusters the centroid of a cluster can be closest to an 
original face from the overlapping cluster, reducing the 
recognition rate of k-Same-closest in such special cases. This is 
confirmed by the experimental results published for the k-
Same-closest methods where their recognition rates tend to stay 
just below the 1/k curve. To maximize the removal of identity 
information in the original face images, the k-Same-furthest 
method de-identifies each original image Γ  with the 
average of the cluster that is, identity-wise, furthest away from 
it. The k-Same-furthest de-identification process is iterative. In 
each iteration, two clusters are formed and de-identified with 
the average of the other cluster.  The clustering process in k-
Same-furthest ensures a maximum distance between these two 
clusters. Fig. 1 illustrates an iteration of the k-Same-furthest de-
identification process with a 2D data set. To best serve its goal 
of privacy protection, this approach is adopted here in the 
proposed method for the purpose of achieving perfect privacy 
protection with the de-identified faces. 

 

 
Fig. 1. An iteration of the k-Same-furthest de-identificaiton process with an 
example data set, where original samples Λ  in cluster  are de-identified as Λ  (the centroid of cluster ) and original samples  Λ   in  are de-
identified as Λ  (the centroid of cluster ). 1,2, . .  with 4 here. 

 

III. DISTINGUISHABLE DE-IDENTIFIED FACES  

A. The propsed k-Diff-furthest Algorithm 
This section presents an approach to distinguishable de-

identified faces. On the one hand, it adopts the iterative process 
of k-Same-furthest in terms of forming two clusters of size k in 
each iteration and swapping their centroids. On the other hand, 
instead of de-identifying each complete cluster with the same 
face, this new approach generates a unique (different) de-
identified face for each of the k original faces in a cluster. It is 
hence named k-Diff-furthest. Fig. 2 outlines the process flow of 
the proposed k-Diff-furthest algorithm. 

Algorithm: k-Diff-furthest( , ) 
Inputs:

Output:

A person specific face set  and the privacy constraint , with | | 2  
An Active Appearance Model  ΑΑΜ ·  
De-identified face set and its AAM projection 

Uses:
A face cluster Λ  with a centroid at Λ  and a radius of , 
a face cluster Λ  with a centroid at Λ  and a radius of , 
and dist Λ , Λ  which is the distance between Λ  and Λ . 

Steps: 
1  
2 ΑΑΜ ,   
3 For each Λ  do: 
4  Λ , and remove Λ  from  
5  Λ Λ  
6  Select from  the face Λ  that is furthest away from Λ  
7  Λ , and remove Λ  from  
8  Λ Λ  
9  While | |  and  do: 
10  Select from  the face Λ  that is closest to Λ  
11  Add Λ  to  
12  Select from  the face Λ  that is closest to Λ  
13  Add Λ  to  
14  Update Λ , Λ , ,  and dist Λ , Λ   

15  If dist Λ , Λ  then  
16   Remove Λ  from  
17   Remove Λ  from  

18   Update Λ  and Λ  
19   Break from while loop 
20  Endif 

21  Remove Λ  and Λ  from  
22  Loop 
23  If | | 2 then 
24  If dist Λ , Λ dist Λ , Λ  
25   Add Λ  to  and remove Λ  from  
26  Else

27   Add Λ  to  and remove Λ  from  
28  Endif

29  Endif 
30  ΔΛ Λ Λ  

31  For each Λ  do: 
32  Compute Λ Λ ΔΛ 
33  Add Λ  to  to de-identify Λ  
34  Next 
35  For each Λ  do: 
36  Compute Λ Λ ΔΛ 
37  Add Λ  to  to de-identify Λ  
38  Next 
39 Next 
40 ΑΑΜ  

Fig. 2. The process flow of the proposed k-Diff-furthest algorithm. 

The proposed k-Diff-furthest algorithm transforms the 
given person-specific face set  from the RGB pixel-based 

ΛΛΛΛ Λ Λ Λ ΛΛ Λ



space to a pre-trained Active Appearance Model (AAM) [5, 6] 
feature space where all the faces are aligned to a common face. 
It has been shown that representing original faces in an AAM 
space and performing face de-identification there can prevent 
ghost artefacts in the de-identified face effectively [3]. The 
AAM representation of the original face set  is denoted as  
and its de-identified version as . 

As shown in Fig. 2, the k-Diff-furthest process is iterative. 
Like the k-Same-furthest method, k-Diff-furthest completes 
two tasks in each iteration. The first task is to form two clusters 

 and  in  for the given original face Λ , where Λ  is the 
trigger of the current iteration and  is formed with faces 
closest to Λ  while  with those furthest from it. Once an 
original face is assigned to a cluster, it is removed from . The 
second task of each iteration is to generate a de-identified face Λ  for each original in  and .  

In order to achieve a privacy protection level guaranteed to 
be better than 1/ , all the k-Same-closest methods [4] demand 
that each cluster formed in the de-identification process must 
contain at least k members. In contrast to these methods, k-
Same-furthest guarantees perfect privacy protection regardless 
of the value of k, by preventing overlapping between the two 
clusters formed in each iteration. k-Diff-furthest adopts this 
same approach and guarantees perfect privacy protection 
regardless of the value of k. Whenever a new member is added 
to the two clusters  and  each, k-Diff-furthest checks to see 
whether overlapping is caused by these two new members (line 
15). If so, both new members are removed from their clusters 
and the clustering loop for both  and  is stopped as adding 
any other remaining face to  or  would cause even more 
overlapping between the two clusters. As a result, the size of 
the clusters formed in the k-Diff-furthest process might be 
smaller than k. Part B of this section proves the effectiveness of 
this approach in terms of privacy protection.  

To maximize identity loss, k-Same-furthest de-identifies the 
originals in  and  by swapping the cluster centers. Whilst 
the same approach is adopted in k-Diff-furthest, the two 
methods differ in the way how the de-identified faces are 
computed. The k-Same-furthest algorithm implements k-
anonymity and uses the average of one cluster as the de-
identified face for all the faces in the other cluster. Lines 30-39 
in Fig. 2 details how the de-identified faces are computed in k-
Diff-furthest. As detailed by the pseudo code in Fig. 2 and 
illustrated by the example in Fig. 3, the de-identification step in 
k-Diff-furthest is equivalent to moving original faces Λ  in  
to their new centroid Λ  with their relative locations to the 
centroid unchanged, i.e. 

 vector Λ Λ Λ Λ  (1). 

The same applies to the original faces in . Through this 
approach, k-Diff-furthest generates a unique de-identified face 
for each original face in  and retains the diversity of  in . 
As it is assumed that original faces in  are distinguishable, k-
Diff-furthest ensures that the de-identified faces in  are 
equally distinguishable. 

 
Fig. 3. Computation of the de-identified face Λ  for an original face Λ in the 
k-Diff-furthest process, illustrated with a simplified example in a 2D space. 

 

 
Fig. 4. Illustration of Theorem 1 in a 2D space.  

B. Correctness of the k-Diff-furthest Algorithm 
Theorem 1. Given a privacy constraint 1; a person-

specific face set  with | | 2 ; and a face set k-Diff-furthest , , k-Diff-furthest  is effective with 
respect to the following claim for any face image Γk-Diff-furthest Γ,  for Γ : 

Given that k-Diff-furthest  uses dist ,   to measure 
the identity distance between any two faces  and  , there 
cannot exist any face recognition software that measures 
identity distance with dist ,   to correctly recognize the 
subject of Γ  as Γ. 

Proof. As stated, k-Diff-furthest  measures dist ,   in 
an AAM feature space as dist Λ , Λ . The following proves 
that the de-identified face Λ k-Diff-furthest Λ ,  for any Λ  will be recognized as an original Λ , i.e.  

 min dist Λ , Λ Λ , Λ  (2). 

As demonstrated in Fig. 4, the shaded half of  must 
contain at least an original face Λ . Otherwise, the centroid Λ  
would have shifted into the un-shaded half of . Within the 
shaded half of , the furthest point to Λ  is Λ , giving that  

 min dist Λ , Λ dist Λ , Λ . (3) 

According to the Triangle Inequality Theorem, dist Λ , Λ dist Λ , Λ  where dist Λ , Λdist Λ , Λ . 

Λ Λ
Λ Λ

rr

Λr

Λ
bΛ



Therefore, 

 dist Λ , Λ .  

The condition on line 15 of Fig. 2 Diff-furthest  

 dist Λ , Λ   

 Combining (3), (4) and (5) gives 

 min dist Λ , Λ dist Λ
As illustrated in Fig. 3, (1) stands for Λ . This gives dist Λ , Λ dist Λ ,
Equation (2) and hence Theorem 1 are 

the above proves Theorem 1 for any Λ
for any Λ . 
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Although the k-Diff-furthest algorithm is proposed for 
neutral frontal faces only, additional measures can be applied 
to integrate the head poses, facial expressions and illumination 
of the original faces into the de-identified face image. For 
instance, replacing the single AAM in the k-Diff-furthest 
algorithm with a set of five view-based AAMs [10] will enable 
the algorithm to retain the horizontal head rotations in the de-
identified faces. In addition, a facial expression transfer scheme 
[11] has been developed for the restoration of original facial 
expressions on the de-identified faces, which can be directly 
applied to the de-identified faces generated by the k-Diff-
furthest algorithm. 

B. Perfect Privacy Protection by k-Diff-furthest 
1) Test design 
The privacy protection ability of the proposed k-Diff-

furthest algorithm is evaluated through recognition experiments 
using the Eigenface technique [12] in the AAM space, where 
the 40 original face images (all cropped) from the testing set 
are de-identified and the de-identified faces are then matched 
against all the original faces in the testing set. In the de-
identification process, the original face that triggers each 
iteration (line 3 of Fig. 2) is randomly selected. All results 
reported are based on running the identification process 1000 
times for each value of k.  

2) Test results 
Fig. 6 shows the rank-1 recognition rates of the de-

identified faces against their original faces. The k-Same-M 
algorithm is a k-Same-closest solution. But like k-Diff-furthest, 
it also performs face de-identification in the AAM space. As 
expected and confirmed in Fig. 6, the recognition rate of the k-
Same-M de-identified faces always stays synchronized with 
and just below the theoretical maximum of 1/ . The same 
experimental results of recognition rate have been reported for 
all the other k-Same-closest face de-identification methods in 
their original papers [2, 3, 13], forcing all k-Same-closest 
methods to use large values of k in order to achieve acceptable 
privacy protection. The recognition rates of k-Diff-furthest 
faces on the other hand are significantly lower than those of the 
k-Same-M faces. Fig. 7 is a zoomed-in version of Fig. 6. Both 
Figs. 6 and 7 confirm that when single-member clusters are 
allowed, i.e. when all original faces satisfy condition (5), de-
identified faces generated by k-Diff-furthest always yield a 
recognition rate of zero regardless of the value of k. When 
single-member clusters are not allowed and when the steps 
defined by lines 23-29 in Fig. 2 are carried out, the last two 
(out of 40) original faces may lead to a correct matching with 
their de-identified versions. However, as shown in Figs. 6 and 
7, the probability for this to happen is lower than 0.4%. 

C. Distinguishable De-identified Faces by k-Diff 
1) Test design 
To measure how diverse a set of face images is, the 

Euclidean distance between each image and every other image 
in the set is computed in the AAM space. This is the distance 
measure used in Eigenface and many other face recognition 
techniques. It indicates how distinguishable the faces are in 
terms of the facial features displayed in the images. The 
smaller the distance between two face images, the harder it 
becomes to distinguish the two faces in the images. 

2) Test result and result analysis 
Fig. 8 shows the histogram distribution of the facial feature 

distances among the original testing face images as well as 
their de-identified face images generated by k-Same-closest, k-
Same-furthest and the proposed k-Diff-furthest when 5. k-
Same-M is again used as the representative k-Same-closest 
method. There are 40 face images in the testing set, meaning 
each histogram in Fig. 8 shows the distribution of 780 
facial feature distances. Table I lists the minimum, the 
maximum and the average distances as well as the standard 
deviation for each set of images. Calculation of standard 
deviation for both k-Same-closet and k-Same-furthest has 
excluded the distance at zero as this distance is given by 
repetitions of the same de-identified face. Fig. 9 illustrates the 
relationships between the computed facial feature distance and 
the visual difference displayed between the pair of face images. 

As shown in Fig. 8, the distance distributions of the original 
faces and the k-Diff-furthest (de-identified) faces have very 
similar outlines, indicating that the diversity of faces in terms 
of their facial features are kept through the k-Diff-furthest face 
de-identification process and hence the k-Diff-furthest faces are 
as distinguishable as their original faces. This is also confirmed 
by the results in Table I, where the two sets of face images 
have very similar average and maximum distances. The higher 
minimum distance from the k-Diff-furthest de-identified faces 
means that the most similar pair of k-Diff-furthest faces (Fig. 
9(d)) is more distinguishable than the most similar pair of 
original faces (Fig. 9(a)). The higher minimum value has also 
given k-Diff-furthest faces a slightly smaller standard deviation 
and a slightly more narrow distribution than the original faces. 
In contrast to those of the original and the k-Diff-furthest faces, 
the distance distributions for both the k-Same-closest and the k-
Same-furthest faces are much more discrete. This reflects the 
fact that k-Same methods de-identify a cluster of k original 
faces using the same de-identified face. This is also indicated 
by the spike at zero in both histograms. In addition, the de-
identified faces generated by k-Same methods are the centroids 
of clusters. The averaging effect of these de-identified faces 
has led to a much smaller maximum distance and a much more 
narrow distribution diagram for each k-Same method, implying 
that faces originally distinctively different have become much 
less distinguishable when being k-Same de-identified. 

 

 
Fig. 6. Recognition rates for de-identified faces aginst their original faces. 



Fig. 7. Recognition rates for k-Diff de-identified fac
faces. 
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De-Identifying Facial Images Using Projections on Hyperspheres
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Abstract— A major issue that arises from mass visual media
distribution in modern video sharing, social media and cloud
services, is the issue of privacy. Malicious users can use these
services to track the actions of certain individuals and/or groups
thus violating their privacy. As a result the need to hinder
automatic facial image identification in images and videos
arises. In this paper we propose a method for de-identifying
facial images. Contrary to most de-identification methods, this
method manipulates facial images so that humans can still
recognize the individual or individuals in an image or video
frame, but at the same time common automatic identification
algorithms fail to do so. This is achieved by projecting the facial
images on a hypersphere. From the conducted experiments
it can be verified that this method is effective in reducing
the classification accuracy under 10%. Furthermore, in the
resulting images the subject can be identified by human viewers.

I. INTRODUCTION

Media sharing has become mainstream in modern times
and its volume increases daily. This inconceivable amount
of information includes a large amount of visual media
that contain information about the actions of the individuals
depicted as well as the creators of these media. Large
scale sharing, viewing and storing of these media introduces
concerns for the privacy of the above mentioned participants.
As is usually the case, this visual information is freely
available to all Internet users and, as a consequence, dangers
arise concerning the privacy of these media creators and
the subjects depicted. Face recognition algorithms are able
to recognize faces in images and video frames efficiently
threatening the privacy of the subjects. Malicious users
can utilize video sharing sites and social media to collect
information regarding specific individuals and groups fast,
freely and without much effort. Another concern for privacy
arises from the wide use of video surveillance in public
places, which in junction with face identification software
allows identification of all persons regardless of suspicion
level. Examples of privacy violation can be found in the cases
of Google Street View and EverySpace, which among others
use visual data to provide services and inevitably invade our
everyday privacy, although not intentionally. To tackle this
issue new methods must be developed that protect the privacy
of the subjects, while maintaining a certain level of image
quality. The quality of the final product must allow human
viewers to recognize the individuals in a scene.

The proposed method is developed under the following
scope. Suppose that a malicious user has trained a classifier
to identify certain individuals in a series of images or video

The research leading to these results has been partially supported from
COST, Action IC1206 and the European Union Seventh Framework Pro-
gramme (FP7/2007-2013) under grant agreement number 287674 (3DTVS).

frames. With this classifier the malicious user can search for
information in visual media about the targeted individuals.
If new images shared by these users have been modified by
a certain method the trained classifier will fail to recognize
the targeted individuals, thus rendering future actions of the
targets safe. So the proposed method aims to do just that
while at the same time preserving enough visual quality to
characterize the end product acceptable for everyday use.

Most face de-identification methods attempt to deceive
automatic face recognition methods by also hindering iden-
tification by human viewers. These methods aim to destroy
the majority, if not all, of the data concerning the depicted
individual. Ad-hoc solutions [1] include the use of simple
methods such as applying a black mask on parts of the face.
Black bars are used in order to cover the eyes, while T-shaped
masks cover both the eyes and the nose. Other masks reveal
only the mouth and, finally, a black mask can be applied
to the entire face, destroying all visual information of the
facial image [1]. Additional simple methods include methods
that blur the face area using low-pass filters [1], methods
that add random noise with a predetermined distribution,
methods that use the negative image and methods that swap
facial areas, such as eyes, nose, mouth, between images that
belong to different individuals [3]. Finally, simple methods
also exist that subsample an image leading to pixelation, or
that threshold the pixel values [1]. Moreover, more advanced
methods exist that implement the k-anonymity model [2], so
that all of the de-identified images indiscriminately relate to
at least k elements of the initial image set. Other methods
explloit characteristics of identification methods such as
eigenface-based algorithms, k-anonymity models and PCA
or LDA face recognition methods in order to defeat them
[4]. Finally, another method exists that reduces the number
of eigenvectors used in constructing the final images from
basis vectors [5].

A common characteristic of the above methods is hin-
dering recognition by both human viewers and automatic
classifiers. In this paper a novel approach is proposed that
utilizes projections on hyperspheres in order to defeat clas-
sifiers while preserving enough visual information so that
human viewers can identify the depicted individuals, contrary
to the methods mentioned above.

The rest of the paper is organized as follows. An in-
troduction on hyperspheres is presented in Section II. The
proposed de-identification method is described in Section III.
The experimental setup and results are presented in Section
V. Section VI analyzes a potential attack against this method.
Finally the conclusions are drawn in Section VII.

Danijel
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Fig. 1. Left: Original Image,Center: Projection on hypersphere centered at
the origin, Right: Projection on hypersphere centered at the image whose
pixels contained the maximum allowed value

Fig. 2. Left: Original Image,Center: Projection on hypersphere with
noise center following the normal distribution with a mean of 0.5 and
standard deviation of 0.1, Right: Projection on hypersphere with noise center
following the uniform distribution

II. PROJECTION ON HYPERSHPERES

A hypersphere [6][7] is a generalization of the ordinary
circle in 1 dimension and the ordinary sphere in 2 dimen-
sions to dimensions n ≥ 3. For any natural number n, a
hypersphere S(n−1) with radius R is defined as:

x2
1 + x2

2 + . . .+ x2
n = R2, (1)

where x1, x2, . . . , xn are n-tuples of points and R is the
radius of the hypersphere, which is a positive real number.
A hypersphere Sn−1 can also be defined as the set of points
in the n-dimensional space, which are at distance R from a
center point. A hypersphere Sn−1 centered at some origin is
defined as:

Sn−1 = {x ∈ Rn : ||x|| = R}. (2)

where x is a point in the n-dimensional space. The projection
of a point x ∈ Rn onto Sn−1 is given by the following
equation [9]:

PSn−1(x) =
R

||x||
x, (3)

where PSn−1(x) denotes the projection of point x onto the
hypersphere Sn−1.

III. DE-IDENTIFICATION OF FACIAL IMAGES BASED ON
PROJECTION ON HYPERSPHERES

Each image occupies a position in the n-dimensional
space, where the dimensionality n of the image is equal to
the number of pixels. Intuitively it is expected that images
depicting the same individual with the same pose are bound
to lie close together in space forming local clusters, while
images depicting different individuals are bound to lie farther
apart.

The general idea is to bring images of different individuals
closer together in order to prevent classifiers from correctly
identifying a subject in an image. The most simplistic

approach is to replace the initial image with the average
of all the images, or with another image. The purpose
of this method however is to preserve enough information
from the first image so that human viewers can identify the
depicted individual. So instead of replacing the images with
the average image we project the images on a hypersphere
with radius R centered at the origin.

The structure of the data allows trained classifiers to
accurately identify the individual in an image. A way to
impair this ability of the classifiers is to undermine this
structure. This can be achieved by projecting the images on
a hypersphere. This projection distorts the images in such
a way that, the new architecture of the data does not allow
trained classifiers from discerning between the individuals.
Bringing all images near to the center of the hypersphere,
image clusters of different individuals are driven closer
together. This clashes with the initial idea that the distance
between the clusters allows classifiers to correctly classify
a subject. Consequently it is expected that this projection
method will hinder classifiers from accurately identifying a
subject.

A. Selecting a Center for the Hypersphere

In order to project the images a hypersphere must first
be defined. As mentioned in Section II a hypersphere can
be defined with a center and a radius. For a center, several
alternatives where considered. At first abstract centers where
selected such as the origin of the n-dimensional space
in which the images reside as well as the image whose
pixels contained the maximum allowed value e.g. 255 for
8-bit images. These two centers did provide de-identification
which can be easily defeated, since the effects that they
introduced where darkening and brightening of the input
images respectively. This can be easily defeated by applying
the inverse effect on the output images. Despite this fact the
origin was used in combination with the mean image as is
described below. The output of using the above centers can
be viewed in Figure 1. Another abstract center considered
was an image of random noise whose values where in
the same range as the input images e.g. [0,255] for 8-
bit images. Visual results for these centers can be seen in
Figure 2. Although the de-identification rates where high,
visual quality suffered and as such these centers where not
considered any further.

In order to deviate from abstract centers the train dataset
image closest to the mean image was selected as a center for
the hypersphere. Since this is an actual image, all images that
depict the same individual as the median are not de-identified
as was found through experiments. A better hypersphere
would be one that is closer to the initial images and also
includes information from other images in order to deceive
face recognition algorithms. Such a center would be the mean
image of the dataset.

The mean image is computed using the following equa-
tion:

Ī =
1

Nim

Nim∑
i=1

Ii (4)



where Ī is the average image, Nim is the number of images
in the given dataset and Ii is each individual image in the
dataset.

B. Selecting a Radius for the Hypersphere

Since the mean image was selected as the center for the
hypersphere a radius is needed in order to fully define the
hypersphere. It is possible to manually select the radius by
using arbitrary values and then assessing the visual quality
as well as the error rate of various face recognition methods.
This is however a simplistic approach and for each database
a new radius must be selected. As such it would be better if
a radius could be calculated depending on the database used.
This was achieved using the Support Vector Data Description
method or SVDD, which is described in Section IV.

C. Projections Used for De-Identiffication

Two different projections where used in order to de-
identify facial images. The first one is the average of the
projection on the origin and the mean image. The formula
used to calculate the de-identified version IDID of an image
I is the following:

IDID =
1

2

(
R

||I||
I+ Ī

)
. (5)

where Ī is the mean image, R denotes the radius of the hy-
persphere and ||I|| is the measure of image I. This projection
method will be referred to as Projection De-Deidentifiaction
on Origin or PDID-O for short.

The second projection used was the projection with a
hypersphere centered on the mean image. The de-identified
image can be calculated using the following formula:

IDID =

(
R ∗ (I− Ī)

||I− Ī||
+ Ī

)
. (6)

and as above Ī is the mean image, R denotes the radius
and ||I|| is the measure of image I. This projection method
will be referred to as Projection De-Deidentifiaction on Mean
Image or PDID-M for short.

Having defined the projections used to de-identify the
input images, now let us focus on the value of radius R
that should be used in the following section.

IV. AUTOMATIC SELECTION OF RADIUS R

Choosing a small value for radius R allows us to project
the initial images close to the center, and subsequently close
to each other. This means that images of different individuals
will also be close to images from other individuals. Choosing
a large value for R, it is possible to project the initial
images farther from the center, closer to the initial locations.
Therefore the output images will be farther away from each
other, and subsequently the clusters of different images will
also be farther away. It is suspected that for small values
of R the error rates of the classifiers will be high, since the
classifiers will be unable to discern between the images from
different individuals and as a result will classify them falsely.
The value of R will also be responsible for preserving the

quality of the initial images. For small values of R the image
quality will suffer, while for large values of R the quality of
the output images will be closer to that of the initial image.
These observations can hint to the choice for the value of
parameter R.

It would be preferable though if radius R was calculated
based on the images in each dataset. This can be achieved
using the Support Vector Data Description method.

The Support Vector Data Description or SVDD [11] is
a method for defining the minimum bounding sphere that
encompasses most of or all of the training vectors xi where
i = 1, 2, . . . , N and N denotes the number of training
vectors. This sphere S can be defined by a center u and
a radius R, which can be computed by optimizing:

min
R,ξ,u

R2 + c
N∑
i

ξi (7)

s.t. ||xi − u||22 ≤ R2 + ξi (8)

ξi ≥ 0, i = 1, 2, . . . , N (9)

where ξi are the slack variables and c is a parameter that
describes the importance of the error in the optimization
problem.

Using the Karush-Kuhn-Tucker (KKT) theorem [10] the
optimization problem mentioned above can be solved by
finding the saddle point of the Lagrangian:

L(R, ξi,u,α,β) = R2 + c
N∑
i

ξi −
N∑
i=1

βiξi

−
N∑
i=1

ai
(
R2 + ξi − ||xi − u||22

)
.

(10)

This leads to the following optimality conditions:

ϑL
ϑu

= 0 ⇒
N∑
i=1

aiu =
N∑
i=1

aixi, (11)

ϑL
ϑR

= 0 ⇒
N∑
i=1

ai = 1 (12)

ϑL
ϑξi

= 0 ⇒ ai = c− βi (13)

From (11) and (12) the center u is given by:

u =
N∑
i=1

aixi (14)

Replacing (11), (12) and (13) in L(R, ξi, α, β) and using
the KKT conditions, optimization problem (7) can be for-
mulated to its dual from:

max
α

N∑
j=1

aix
T
i xi −

N∑
i=1

N∑
j=1

aiajx
T
i xi, (15)



under the condition 0 ≤ ai ≤ c and
∑

i ai = 1.
After solving 15 radius R can be calculated as:

R2 = {min ||xi − u||22,xi is a support vector or ai > 0}
(16)

With the above approach it is possible to calculate a good
estimate of radius R that will provide with the required
distortion to de-identify the input facial images.

V. EXPERIMENTAL RESULTS

A. Database Description, Classifiers and Metric Used

Experiments to test the effectiveness of the Projection-DID
method where run on the XM2VTS [13] and the Extended
Yale B [12] databases. From the XM2VTS database 16
individuals from the first recording where selected and used
in the experimental process. The individuals face the camera
on a neutral background. The frontal images where isolated
and subsequently where cropped to the face area. Finally the
images where converted to 8-bit grayscale images. This pro-
cess resulted in a dataset with 388 train samples and 265 test
samples from the 16 videos. Each sample of the above dataset
has 128721 dimensions (401×321), with both train and test
samples converted into vectors with dimensions 128721× 1.
The Extended Yale B database contains images from 38
individuals under different lighting conditions. Train and test
sets contain 1209 and 1205 samples respectively. These sets
where defined by randomly selecting half the images from
each individual. Each image has 1200 dimensions (40× 30)
and was used in vector form with dimensions 1200× 1. The
train sets mentioned above where used to train classifiers
and then the test data where used to measure the efficiency
of the proposed method. The three classifiers used in the
process where the K-Nearest Neighbour Classifier (KNN)
with 1 nearest neighbour, the Nearest Centroid Classifier and
the Naive Bayes Classifier. In the case of the KNN classifier
varying the number of nearest neighbours to 3 and 5 yielded
similar results.

In order to calculate the difference between the initial
and de-identified images and to measure the degradation of
quality introduced by the Projection-DID method, the mean
Mean Square Error (mMSE) metric was used. To calculate
the mMSE the images must be in vector form np×1, where
np is the number of pixels in each image. As such the
formula that is used to calculate the mMSE is:

mMSE =
1

Nim

Nim∑
i=1

 1

np

np∑
j=1

(
Ii(j)− Îi(j)

)2

 (17)

where Nim is the total number of images, np is the number
of image pixels, Ii is the ith original image and finally Îi is
the ith output image of the applied method. All calculations
for the mMSE are done with the images having values in the
range [0, 1], after they where divided by 255.

These two datasets contain only a small number of in-
dividuals compared to the datasets that an attacker would

use to identify a target. It is intuitively expected that if
the Projection-DID methods succeed in protecting privacy
in these small datasets it will achieve even higher levels of
privacy protection in large datasets.

B. Results for the PDID-O Method

This method uses formula 5 to de-identify the input
images. The radius used for the PDID-O was calculated using
the SVDD method. For the XM2VTS dataset the calculated
radius was R = 67.4034 and for the Yale B dataset the value
for radius R was calculated to be R = 17.4241.

In order to test the above radii in respect to error rates
and visual quality, other values where also used in the
experimental process. For the XM2VTS dataset Table I
summarizes the results for different radii and classifiers. As
it can be seen more values where selected near the calculated
radius in order to assess the effectiveness of the calculated
radius. Visual results can be seen in Figure 3 and Figure 4.

For the XM2VTS dataset the results are presented in Table
I from which we can conclude that parameter R plays a large
role in the error rates that are displayed by the error rates, as
well as the mMSE. As suspected increasing radius R reduces
the error rates displayed by the classifiers. For a radius of 10
very high error rates are observed reaching 97.36% for the
NBC classifier and with an mMSE of 0.06046. Increasing
the radius leads to a decline of the mMSE while error rates
remain almost the same for a radius R = 30 and slightly
falling by about 3% for radii R = 50 and 70. For a radius
with a value of R = 100 error rates fall sharply to 49.06%
for the KNN classifier and for R = 120 the same error
rate is 26.04%. The mMSE is also reduced from 0.06046
for R = 10, to 0.02829 for R = 70 and reaches 0.01216
for a radius R = 120.Focusing on the values near the
calculated value of R = 67.4034 and more specifically from
50 to 80 it can be observed that although the mMSE varies,
the error rates remain stable for all three classifiers. The
error rate is 90.57% for the KNN and NC classifiers, while
slightly higher for the NBC classifier at 93.58%, both being
high enough to offer privacy protection. From the results
in Table I we can conclude that the calculated radius R by
the SVDD method is a really good choice for de-identifying
facial images and retaining an acceptable level of quality
for this dataset and the PDID-O method. From these results,
we propose the value of 70 for radius R for the XM2VTS
dataset since R = 70 provides high error rates and acceptable
image quality. Finally it can be verified from the results that
increasing radius R causes a decline in error rates for all
classifiers also for the mMSE, as we approach the initial
image by increasing the radius R of the hypersphere.

For the Yale B dataset the radius R that was calculated
using the SVDD method has the value R = 17.4241. For this
R and radii in the same area, the error rates are shown in
Table II. As can be seen for a small radius R = 10, error rates
for all classifiers are high. Increasing the radius leads to low
error rates for the KNN classifier, while the NBC and NC
classifiers display high error rates. This observation mean
that the radius that is computed using the SVDD method



Fig. 3. Results for PDID-O with Left: R = 10, Middle: R = 30, Right:
R = 50

Fig. 4. Results for PDID-O with Left: R = 70, Middle: R = 100, Right:
R = 120

TABLE I
ERROR RATES FOR PDID-O (XM2VTS)

Classifiers mMSE
Radius KNN NC NBC

10 93.21 % 93.21 % 97.36 % 0.06046
30 93.21 % 93.21 % 93.58 % 0.04818
50 90.57 % 90.57 % 93.58 % 0.03746
60 90.57 % 90.57 % 93.58 % 0.03268

67.4034 90.57 % 90.57 % 93.58 % 0.02939
70 90.57 % 90.57 % 93.58 % 0.02829
80 90.57 % 90.57 % 93.58 % 0.02428
100 49.06 % 48.30 % 61.89 % 0.01745
120 26.04 % 26.04 % 54.72 % 0.01216

is a good estimate of the radius that should be used in
order to de-identify the images sufficiently. For the selected
radii the mMSE displays at first a decline from R = 10 to
R = 17.4241 and then increases. In this case the estimate by
the SVDD method is not ideal and a smaller radius should
be used to attain high de-identification rates. As such we
propose a value of R = 10 for the Yale B dataset.

In both datasets apart from simply using the original
images the LDA method was applied. The results gave
varying error rates that where either slightly higher than
the ones with the original images and some where lower. In
the case of the XM2VTS dataset the images where resized
to 40 × 30. In this case the radius R calculated with the
SVDD method was R = 0.9819. For this radius the NBC
and NC classifiers gave the same error rates at with the
original images and the ones with LDA giving 96.23% and
93.21% respectively. The KNN classifier showed error rates
at 93.21% for the initial images and 91.32% for the LDA. For
the Yale B dataset and a radius of R = 10 the NC classifier
displays the same error rates at 79.17%. In the case of the
NBC classifier the error rate increases if LDA is used from
72.61% to 87.14%. Finally for the KNN classifier there is
a drop from 89.96% to 79.50% which is still an acceptable
de-identification rate.

TABLE II
ERROR RATES FOR PDID-O (YALE B)

Classifiers mMSE
Radius KNN NC NBC

5 94.94 % 94.19 % 92.94 % 0.04760
10 89.96 % 79.92 % 72.61 % 0.02878
15 60.83 % 88.13 % 82.57 % 0.02038

17.4241 48.30 % 90.37 % 86.14 % 0.02005
20 38.67 % 91.95 % 89.38 % 0.02239

C. Results for the PDID-M Method

This method projects the input image on a hypersphere
centered on the mean image using formula 6. The radius
calculated using the SVDD method did not provide adequate
de-identification with the PDID-M method and the radii used
here found empirically. For the XM2VTS dataset the radius
proposed is R = 10 and for the Yale B dataset R = 2.
This is a drawback of this method, since the radii cannot be
calculated automatically. Error rates for the XM2VTS dataset
can be are displayed in Table III and visual results can be
seen in Figure 5 and Figure 6. From the results in Table
III it can be seen that the PDID-M method gives high error
rates with lower mMSE compared to the PDID-O method.
From a R = 4 with error rates at 96.23% for all classifiers a
slight drop is displayed up to a radius of R = 10 for which
value the error rates are 90.19% for the three classifiers used.
Beyond this value the error rates drop sharply and for a
radius of R = 14 the KNN classifier displays an error rate
of 53.21%.

The error rates for the Yale B dataset are displayed in
Table IV. For a radius R = 1 the KNN classifier displays
an error rate at 96.21% while the NBC a much lower error
rate at 88.13%. For R = 2 both the previous classifiers drop
to 95.02% and 83.32% respectively. The NC also displays
a drop in error rate from 92.61% for a radius of R = 1 to
89.21% for R = 2. The mMSE is at 0.04384 for R = 1 and
for R = 2 the mMSE value drops to 0.03307. The values
for the mMSE in the case of the Yale B dataset are close for
both the PDID-O and PDID-M method, unlike the case of the
XM2VTS dataset as mentioned above. For higher values for
radius R all error rates drop below 90%. For R = 3 the KNN
and NC classifiers display a difference of 1% at 88.71% and
89.71% respectively, while the NBC remains almost stable
in comparison with a radius R = 2 at 83.14% and the mMSe
dropping to 0.02396. For values beyond R = 3 error rates
drop sharply with a minimum of 76.51% for R = 4 and to
a minimum of 66.14% for R = 66.14% both displayed by
the KNN classifier.

As in the PDID-O method the LDA method was applied
to the initial images. The results gave varying error rates
that where either slightly higher than the ones with the
original images and some where lower. As mentioned above
the XM2VTS dataset images where resized to 40 × 30. In
this case the radius used was R = 0.8. For this radius
the NBC and NC classifiers displayed equal error rates for
the original images and the ones with LDA giving 96.23%



TABLE III
ERROR RATES FOR PDID-M (XM2VTS)

Classifiers mMSE
Radius KNN NC NBC

4 96.23 % 96.23 % 96.23 % 0.01954
6 90.19 % 94.72 % 96.23 % 0.01804
8 90.19 % 90.19 % 90.19 % 0.01660

10 90.19 % 90.19 % 90.19 % 0.01522
12 66.04 % 71.70 % 90.19 % 0.01390
14 53.21 % 53.58 % 73.58 % 0.01265

TABLE IV
ERROR RATES FOR PDID-M (YALE B)

Classifiers mMSE
Radius KNN NC NBC

1 96.76 % 92.61 % 88.13 % 0.04384
2 95.02 % 89.21 % 83.32 % 0.03307
3 88.71 % 89.71 % 83.15 % 0.02396
4 76.51 % 89.96 % 81.74 % 0.01652
5 66.14 % 90.54 % 81.41 % 0.01075

Fig. 5. Results for PDID-M with Left: R = 4, Middle: R = 6, Right:
R = 8

and 90.19% respectively. The KNN classifier displayed error
rates at 90.19% for the initial images and 96.60% for the
LDA. In the case of the Yale B dataset a radius of R = 2
was used. The NC classifier displays the same error rates
at 85.89%. Error rates of the NBC classifier the error rate
increases with LDA from 82.49% to 89.79%. Finally for the
KNN classifier error rates from 94.52% to 89.21%.

VI. POSSIBLE ATTACK AGAINST THE PROJECTION-DID
METHODS

As can be seen in the above figures a malicious user trying
to defeat the Projection-DID methods could use an averaging
filter in order to reduce the ghosting effects introduced by
this method and then use a sharpening method in order to
increase the correct classification of the classifiers, bringing
the output image closer to the initial image. Various low
pass filter sizes were used and sharpening filters and the
error rates of the classifiers did not diverge from the high
error rates reported above. As a result such an attack does
not defeat the proposed methods.

VII. CONCLUSIONS

In this paper we proposes two methods that de-identify
facial images using projections on hyperspheres. In order
to calculate a good radius R for the PDID-O method to
define the hypersphere the SVDD method was used. The
radii given by the SVDD gave radii values that provided
high error rates and at the same time acceptable image

Fig. 6. Results for PDID-M with Left: R = 10, Middle: R = 12, Right:
R = 14

quality. Error rates where high, attaining 93.58% for the
XM2VTS dataset using the Naive Bayes Classifier and the
radius R = 67.4034. For the Yale B dataset the highest error
rate was 92.12% with the Nearest Centroid Classifier and a
radius R = 17.4241. In the case of the PDID-M method,
the radii given by the SVDD did not provide adequate de-
identification so the values where selected empirically. The
highest error rates with the proposed radii where 90.19%
for R = 10 for the XM2VTS dataset and 95.02% for
R = 2 for the Yale B dataset. Comparing the two proposed
methods it can be seen that the PDID-M method performs
better compared to the PDID-O method. For simlar values of
mMSE (about 0.012) the minimum error rate is 26.04% for
the PDID-O method and 53.21% for the PDID-M method
which is more than double the error rate for PDID-O. To
summarize, from the above results it can be concluded that
the two proposed Projection-DID methods serve the purpose
of providing privacy protection by attaining high error rates
from classifiers and providing an end image that can be
characterized as acceptable for everyday use.
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Abstract— The paper addresses the problem of speaker (or
voice) de-identification by presenting a novel approach for
concealing the identity of speakers in their speech. The proposed
technique first recognizes the input speech with a diphone
recognition system and then transforms the obtained phonetic
transcription into the speech of another speaker with a speech
synthesis system. Due to the fact that a Diphone RecOgnition
step and a sPeech SYnthesis step are used during the de-
identification, we refer to the developed technique as DROPSY.
With this approach the acoustical models of the recognition
and synthesis modules are completely independent from each
other, which ensures the highest level of input speaker de-
identification. The proposed DROPSY-based de-identification
approach is language dependent, text independent and capable
of running in real-time due to the relatively simple comput-
ing methods used. When designing speaker de-identification
technology two requirements are typically imposed on the de-
identification techniques: i) it should not be possible to establish
the identity of the speakers based on the de-identified speech,
and ii) the processed speech should still sound natural and
be intelligible. This paper, therefore, implements the proposed
DROPSY-based approach with two different speech synthesis
techniques (i.e, with the HMM-based and the diphone TD-
PSOLA-based technique). The obtained de-identified speech
is evaluated for intelligibility and evaluated in speaker ver-
ification experiments with a state-of-the-art (i-vector/PLDA)
speaker recognition system. The comparison of both speech
synthesis modules integrated in the proposed method reveals
that both can efficiently de-identify the input speakers while
still producing intelligible speech.

I. INTRODUCTION

With the technological advances made over the last
decades, people are now able to receive legal or medical
advice from the comfort of their homes, interact with others
through chat rooms, social networks and video-conferencing
applications or use (virtual) personal assistants such as
Apple’s Siri or Microsoft’s Cortana. Using these modern-
day services and applications often involves sharing sensitive
information that can easily be abused if the identity of the
user is divulged. It is, therefore, of paramount importance to
develop technology capable of protecting one’s personal pri-
vacy by concealing the identities of the individuals captured
in the given type of data (e.g., video, speech or text), while
still preserving the relevant information contained in the
data [1]. The technology exhibiting the outlined properties
is usually referred to as de-identification technology.

In this paper we address the problem of speaker (or voice)
de-identification, where our goal is to conceal the speaker

identity in speech recordings and to ensure that the de-
identified speech is still intelligible. We present a novel
(language-dependent) approach to speaker de-identification
that is based on diphone recognition and speech synthesis
(we will refer to our approach as DROPSY in the remain-
der1). With the proposed approach a speech utterance is first
subjected to a diphone recognition module that produces
a sequence of recognized diphones, which are then fed
to the speech synthesis module that generates the final
de-identified speech. The result of the outlined approach
is speech belonging to the speaker whose data was used
during training of the speech synthesis module. Since every
speech utterance in the correct language used as input to the
DROPSY-based approach is ”converted“ into the speech of
the same speaker, it is effectively de-identified. Note that the
usage of the speaker de-identification approach as presented
in this paper is limited to applications where the reverse
process - to obtain the speaker’s real identity - is not required.
In general the approach is applicable in scenarios where the
users either want to conceal their identity or are reluctant
to transmit their natural speech through the communication
channel, e.g. data line, telephone, due to security or other
similar considerations.

Our DROPSY-based approach is fundamentally different
from other existing techniques to speaker de-identification,
which commonly belong to one of the two following groups:
i) the group of voice-degradation approaches, or ii) the group
of voice-conversion approaches.

Techniques from the first group (e.g.,[2], [3]) typically
try to degrade speech in one way or the other with the
goal of affecting the speaker recognition performance. These
techniques exhibit on-line capabilities, but the result is often
speech that is relatively unnatural or even unintelligible, as
emphasized in [4]. In contrast, the intelligibility of the speech
produced with our approach is largely dependent on the
performance of the diphone recognizer and the synthesis
technique used. While it is not possible to obtain robust
automatic word recognition based solely on a phoneme-
recognition system (a phonetic typewriter), our evaluation of
the automatically recognized phonemes suggests that errors
made by the recognition module are mostly realized as
substitutions between phonetically similar phonemes. By
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Fig. 1. Block diagram of the proposed DROPSY-based de-identification approach. The left part depicts the recognition module and the right part the
synthesis module. Note that the right part of the figure shows the two synthesis techniques that are also used in our experimental evaluation in Section III.

listening to utterances with such substitution errors, the
listener with the appropriate linguistic knowledge recognizes
the uttered words and understands their meaning [5].

Techniques from the second group try to learn a mapping
that transforms the voice of a source speaker to the voice of
a target speaker. These techniques commonly require some
speech material of the source speaker or, in some cases, even
parallel corpora of aligned sentences of the source and target
speakers to facilitate the successful estimation of the required
mapping [6]. Once the mapping is learned the voice of the
given input speaker can be converted to the voice of the
target speaker and can consequently be de-identified. Our
DROPSY-based approach, on the other hand, allows for the
recognition and synthesis module to be trained separately
without any speech material of the source speaker whose
voice is to be de-identified.

Before we turn our attention to the description of the
DROPSY-based approach in the next section, let us sum-
marize the main contributions of the paper:

∙ We present a novel approach to speaker de-identification
that relies on speech segment (diphone) recognition and
synthesis of the recognized speech without the need
for learning mapping functions between the source and
target speakers.

∙ We implement the proposed approach using two speech
synthesis techniques, i.e., the HMM-based and the di-
phone TD-PSOLA-based synthesis technique.

∙ We assess the developed de-identification approach in
verification experiments with a state-of-the-art speaker
verification system and show experimental results aimed
at assessing the intelligibility of the de-identified
speech.

The rest of the paper is structured as follows: In Section II
we describe the proposed de-identification approach and all
of its sub-parts. In Section III we present the verification
experiments and intelligibility assessments and report about
obtained results. Finally we conclude the paper in Section IV
with some final comments and directions for future work.

II. DROPSY-BASED DE-IDENTIFICATION

The proposed DROPSY-based speaker de-identification
approach is presented in Fig. 1 in the form of a block
diagram. Our implementation consists of a bi-diphone speech
recognition module, which performs the transformation of
the input speech into the phonetic representation. The speech

recognition module can also provide estimates of the pitch,
loudness and duration, but since the output speech signal
has to represent de-identified speech and these characteristics
could provide clues towards the identity of the speaker, such
estimates are discarded from further processing. With our ap-
proach the final output signal, i.e., the de-identified speech, is
generated through synthesis of the phonetic representations,
which results in a synthetic voice with the characteristics
of the speaker., whose data was used during training of the
speech synthesis module.

For our experiments, we implemented the DROPSY-based
de-identification approach based on two speech synthesis
techniques, i.e. the HMM-based synthesis technique and the
diphone-based synthesis technique. While it is a generally
acknowledged fact (see, e.g., [7]) that speech synthesized
with the HMM-based approach is more natural than speech
obtained through diphone-based synthesis, we included a
comparison of intelligibility of both variants in our exper-
iments due to the fact that diphone speech units were also
the base units for our recognition module.

A. The recognition module

The speech recognition module is implemented using the
Hidden Markov Model Toolkit (HTK) [10]. The speech
recognition performance study presented in [9] has shown
that the use of phone-transition-based speech units (such as
diphones, bi-diphones, etc.) for acoustic modelling yields
better speech recognition accuracy than the use of the tradi-
tional non-transition based phone models (such as mono-
phones, biphones, triphones, etc.). The main differences
between these two types of speech units are in the underlying
speech segmentations, as the phone transition models do not
represent the usual phone segments, but rather the transitions
between the two “centres” of the subsequent phones. Since
the concatenation points between the two subsequent phone-
transition models are at the more stationary segments of the
speech signal, the entropy of the speech decoding search
process seems to be lower, and consequently the speech
decoding accuracy is usually higher [9].

In our implementation of the speech (phone) recogni-
tion system the basic speech units are context-dependent
diphones, called bi-diphones [8], that are modelled using the
left-to-right continuous-density HMMs of three states with
no state-skipping transitions, and with sixteen tied Gaussian
mixtures per state. The usual MFCCs and energy plus the
first and second order time derivatives are used as acoustic



features. A statistical phonetic-bigram language model is
used to constrain the speech decoding search process.

B. The speech synthesis module

Two different speech synthesis modules are used in the ex-
perimental section for the implementation of our DROPSY-
based de-identification approach. Each was trained with a
different speech database; therefore, the synthesised voices
from the two different implementations (i.e., the HMM- and
the diphone-based implementations) have different target-
speaker characteristics. In the first set-up the de-identified
voice is obtained with the use of the diphone-based speech
synthesis technique [12]. Similarly, in the second set-up, the
de-identified speech is obtained with the speaker dependant
HMM-based speech synthesis technique. The last was de-
veloped with the use of the HTS toolkit, version 2.2 [14],
similar as in [13], where contextual quinphones were used
for the base units.

C. Characteristics of the DROPSY-based approach

The proposed DROPSY-based de-identification approach
exhibits the following characteristics:

∙ The de-identification approach is language dependent
and text independent;

∙ The only requirement for the training data for the
recognition and synthesis modules is that the training
speech is uttered in the same language. There is no
need to calculate any mapping from the source to the
target speaker.

∙ The acoustical models of the synthesis module are
completely independent of the acoustical models of the
recognition module, which ensures the highest level of
speaker de-identification (see Section III-C for empirical
evidence).

∙ The synthesized de-identified speech produced by
DROPSY is still intelligible (see Section III-A for
details).

III. SYSTEM EVALUATION SETUP AND RESULTS

Note that two issues are important when assessing speaker
(or voice) de-identification techniques: intelligibility of the
de-identified speech and efficacy of the de-identification
procedure. In the remainder of this section we present
experiments aimed at evaluating both of these issues.

A. Intelligibility assessment

The proposed DROPSY-based de-identification approach
is tested on the GOPOLIS speech database [15], which
contains speech signals (read speech) and their transcriptions
from 50 (25 male and 25 female) speakers. The word-
recognition system using this database was developed and
presented in [11]. The goal here (i.e, [11]) is to build
an automatic speech dialogue system for querying flight
information, thus, the vocabulary in the database is related
to this task. Using the standard protocol defined for the
database, the training set contains recordings from the first 18
male and 18 female speakers and the test set the recordings

of the remaining 7 male and 7 female speakers. The training
part of the database is used to train our bi-diphone speech
recognition module.

For the evaluation of our speaker de-identification ap-
proach we randomly pick 28 test sentences from the test
set with the following limitations:

∙ Only two sentences can be from the same speaker.
∙ Each sentence has to be between 5 and 8 words long.
With such limitations we ensure that the synthesized

sentences are not too short, not too simple to understand,
and on the other hand the sentences are not too long and
consequently easy to forget. (remember that the evaluators
task was to transcribe the recognized words from the artificial
(de-identified) speech utterances). Using the outlined limita-
tions we distribute the test sentences between all different test
speakers. The final evaluation set consists of 2×(7 different
male) and 2×(7 different female) input sentences, resulting
in 56 (28 diphone synthesis, 28 HMM synthesis) different
synthesized utterances.

All the evaluation tests were conducted with our own
web-based evaluation system. Even though the application
can be accessed from every computer with an internet
connection and Adobe Flash enabled web browser, the
evaluation process took place in a controlled environment
at our faculty. During the evaluation process all the evalua-
tors wore headphones. The evaluation test was successfully
completed by 26 evaluators. All evaluators were 3rd year
university-program students. The evaluators had a limited,
basic knowledge of speech technologies.

Before the start of the evaluation task a brief description of
the developed system and the evaluation process was given to
the evaluators. During the introduction the semantic-domain
(i.e., flight-service information queries) of the evaluation
utterances was also explained. Each evaluator transcribed
7 sentences synthesized with the diphone speech synthesis
system and 7 sentences synthesized with the HMM based
synthesis system. The evaluators were divided into two
groups. The first group with 13 evaluators evaluated the
first randomly picked sentence from each speaker in the test
dataset. The second group evaluated the sentences that were
not evaluated by the first group of evaluators. With such
an evaluation set-up we ensured that each evaluator listened
to each sentence only once and also that all evaluators’
transcriptions belonged to different input speakers. With our
evaluation process we obtained a total of (13+13)⋅7⋅2 = 346
transcriptions.

The evaluated system for speaker de-identification can
produce two kind of errors. The first one is related to the
bi-diphone speech recognition module and can be measured
in the form of the Phoneme Error Rate (PER). The second
one can be presented as the output system error. This error
represents a combination of influences from errors made by
the speech recognition module, performance of the synthesis
module and the evaluator capabilities. It can be measured
from the analysis of evaluators’ transcriptions in relation to
the reference sentences transcriptions in the form of the Word
Error Rate (WER).
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Fig. 2. Word error rate (WER) for all listening tests depending on the
recognition phoneme error rate (PER). Points on the same vertical line match
the transcriptions of different evaluators of the same test sentence. The color
of the point shows the evaluator’s identity. The evaluation was done for both
speech synthesis modules - results for the HMM-based synthesis are marked
as diamonds and for the diphone-based synthesis as circles.

Note that the Error rate (𝐸𝑅) - either the Phoneme Error
Rate or the Word Error Rate - is computed from the accuracy
(𝐴)

𝐸𝑅 = 1−𝐴 ,

where the accuracy is determined as in [10] from the number
of correctly recognized units 𝑁𝑐𝑜𝑟, the number of deletion
errors 𝐷 and the number of reference units 𝑁𝑟𝑒𝑓

𝐴 =
𝑁𝑐𝑜𝑟 − 𝐼

𝑁𝑟𝑒𝑓
.

B. Intelligibility evaluation results

The evaluation results presented in Fig. 2 can provide
some interesting insights into the human ability to recognize
complete words (and sentences) based on the acoustic repre-
sentations produced in accordance with the results generated
by a phoneme recognition system. As can be seen from the
plots, humans are able to understand the majority of the
words, despite the fact that phone-recognition errors occurred
during the recognition step and that these errors were also
propagated into the synthesized speech. This characteristic
of human perception is also mimicked by automatic speech
recognition systems, where it is commonly implemented with
the help of a phonetic word lexicon, sentence-syntax and
semantic-language modeling.

Each point in Fig. 2 represents the WER of the tran-
scriptions produced by the evaluators in relation to the PER
produced the recognition module. Points which are on the
same vertical line match the transcriptions of the same test
sentence, but are produced by a different evaluator. The
color of the points shows the evaluator’s identity, while the
shape of the points indicates whether the HMM-based or
the diphone-based speech synthesis is used. From Fig. 2
we can deduce that the results are strongly dependent on
the identity of the evaluator. A detailed analysis shows that
there are many transcriptions from the same evaluator that
are recognized perfectly (WER = 0) or have a very low WER,
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Fig. 3. Average word error rate (WER) for the HMM-based synthesis and
diphone-based synthesis in relation to the phoneme error rate (PER). The
HMM-based synthesis (𝑅2 = 0.4806) is shown in red and the diphone-
based synthesis (𝑅2 = 0.5382) in black - a positive linear trend can be
observed. Note that with the DROPSY-based approach the diphone-based
synthesis is more intelligible than the HMM-based synthesis.

although the bi-diphone recognition module never ensures a
PER of zero (i.e., the phone error rate takes a non-zero value
for all tested sentences).

Fig. 3 shows the trends of the average transcription WER
(over the evaluators) for the input sentences in relation to
the PER. As expected, we can observe a positive linear trend
since lower values of the PER usually also result in lower
values of the WER. Such an assumption can be verified by
the significance test of the linear regression slope with the
null hypothesis (B = 0). The significance test reveals that for
both types of speech synthesis the null hypothesis is rejected
with 𝑝 < 0, 00005.

We can also notice a difference between the average WER
w.r.t. the type of speech synthesis used. The average WER
for each type of speech synthesis is calculated from 182
test utterances and reveals the WER of 0.33 for the HMM-
based approach and the WER of 0.21 for the diphone-
based approach. These results are tested for significance
with the binomial proportional test [16]. The test shows
that the results are significantly different with the p-value
of 0.005. The significance level is presented with the sig-
nificance value at the 5% confidence interval. We can say
that the de-identified speech synthesised with the diphone
speech synthesis is significantly more intelligible than the
de-identification speech synthesised with the HMM-based
speech synthesis.

If we compare the obtained WER results with the WER
from the word-recognition system evaluated for the task of
a spoken dialogue system for air-flight queries [11], we
notice - at first sight - a surprising paradox. The average
WER 21 % obtained with the diphone speech synthesis is
considerably higher than the WER 8% obtained in [11].
Thus, the machine speech recognition system outperforms
the human recognition abilities? In this case this apparent
paradox can be explained by the fact that the described word-
recognition system used a relatively small word lexicon (829)



and a syntax model with a very low perplexity (5,7) [15].
Based on the evaluation results we can roughly estimate

the value of the PER from input sentences where the eval-
uators could still understand the de-identified synthesized
utterance. Certainly, we do not need a 0% recognition PER.
In fact - as shown in Fig. 2 - in some occurrences the
evaluators achieved the correct transcription (WER = 0),
although the recognition PER was near 50%.

On the other hand, the PER and consequently the WER
results are most likely also dependent on the input speaker’s
voice. For instance, we can see (Table I) that the PER
and consequently the WER are dependent on the input
speaker’s gender. To statistically show the difference in
the WER w.r.t the input speaker’s gender, the results were
tested for their significance with the binomial proportional
test [16]. The HMM-based de-identified speech of a male
input speaker is significantly more intelligible than the de-
identified speech of a female input speaker, with a p-value
of 0.001. If the input speaker was de-identified with the
diphone-based speech synthesis module, male input speakers
were significantly more intelligible than the female speakers
with the p-value of 0.004. The significance level is presented
with the significance value at the 5% confidence interval.

From these observations we can conclude that the
DROPSY-based de-identification approach produces more
intelligible speech for male input speakers than for female
input speakers and also that the diphone-based speech syn-
thesis module outperforms the HMM-based module in terms
of intelligibility of the de-identified speech.

TABLE I

AVERAGE EVALUATORS WORD ERROR RATE (WER) FOR DIFFERENT

TYPES OF SPEECH SYNTHESIS AND AVERAGE PHONEME ERROR RATE

(PER) FOR ALL TEST UTTERANCES, DEPENDING ON SPEAKER GENDER.

Gender WER HMM WER DIF PER

female 0,44 0,29 0,23

male 0,23 0,13 0,14

C. Speaker recognition evaluation

In our second series of experiments we try to evaluate the
efficacy of the de-identification. To this end we implement
an automatic state-of-the-art text-independent i-vector-based
speaker recognition system [17]. The system used is a variant
of the recognition system that ranked among the top 10 in
the i-vector Machine learning Challenge organized as part of
the 2014 Odyssey workshop in Finnland [21].

The system is trained on a subset of the NIST SRE 2004,
2005 and 2006 data, comprising telephone conversations
of mostly English speech. In the acoustic front-end the
system uses cepstral features extracted over 25 ms long
overlapping windowed speech frames. Every 10 ms 19 Mel
Frequency Cepstral Coefficients (MFCC) together with log-
energy are calculated on the frequency range from 300 to
3400 Hz. Those 20 coefficients are augmented with their
deltas and double deltas to produce the final 60-dimensional
feature vector. The removal of non-speech frames is based
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Fig. 4. The baseline performance of our speaker recognition system (used
in verification experiments) in the form of a ROC curve (in green). The
experiments were conducted with natural (not synthesized) speech. The
dashed line indicated random performance.

on a simple energy-based-voice detector. For the extraction
of Baum-Welch statistics we use the gender-independent
Universal Background Model (UBM) consisting of 2048
diagonal Gaussians. The i-vector extractor produces 600-
dimensional i-vectors. These i-vectors are projected to a 200-
dimensional subspace with the Linear Discriminant Analysis
(LDA) followed by length-normalization [18]. The final
decisions scores are produced with the help of the Proba-
bilistic Linear Discriminant Analysis (PLDA) classifier [19]
consisting of 200 speaker- and 200 channel-factors.

For the purpose of the speaker recognition evaluation
we conduct the evaluation test with the same test speaker
identities, as were used in the intelligibility test. The target
speakers are selected from the test sets of our database and
were not used during training of the speech synthesis module
or the diphone recognition module. To reduce the impact
of speech-utterance durations on the speaker recognition
performance we combine different test-utterances of the
same speakers into speech samples of approximately 10-
12 seconds. With this procedure we ensure that all speech
utterances used in the experiments are of the same length.
For each speaker we produce a total of 24 combined 10-12
seconds-long utterances. We produce ROC curves for all of
our experiments.

D. Results of the speaker recognition evaluation

In the first experiment od this experimental series we
establish the baseline performance of our speaker recognition
system. The gallery consists of all available natural speech
utterances (i.e. 384 utterances), including the natural speech
of the speaker that was used to train the speech synthesis
module. The test utterances also represent the natural speech
of all the available speakers (i.e., 384 recordings). For this
series of experiments 8832 legitimate verification attempts
and 138240 illegitimate verification attempts are conducted.

It can be seen from Fig. 4 that the performance of the
speaker recognition system on natural speech is reasonably
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Fig. 5. The performance of the speaker verification test after the DROPSY-
based de-identification with the HMM-based (in red) and diphone-based
(in blue) speech synthesis module. The dashed line indicates random
recognition performance. The graph is best viewed in color.

high. On natural speech the system achieves a verification
rate of 77.5% at 0.1% FAR and an Equal Error rate of 2.36%.

In the second experiment in this series we evaluate the
efficiency of the DROPSY-based de-identification procedure.
Here we try to evaluate whether it is possible to verify the
identity of the speakers, when their speech is processed with
the proposed de-identification procedure. Since we developed
two independent speech synthesis modules with different tar-
get speaker characteristics, we repeat the experiment twice,
the first time for the HMM-based synthesis and the second
time for the diphone-based synthesis. In this experiment
all speakers are again enrolled with the natural speech
recordings, while the test data includes only recordings of
de-identified speech. The identities of all speech recordings
are left unaltered, i.e. if the original speech belongs to the
subject X, we assume it belongs to the subject X after the
de-identification as well. In Fig. 5 we present the results
for the task of speaker verification - again in the form of
ROC curves. To generate these ROC curves a total of 8280
legitimate and 129600 illegitimate verification attempts are
conducted.

Note that the tested speaker recognition system is unable
to recognize the true speaker identities from the de-identified
speech with a performance better than chance. The ROC
curves suggest that the recognition performance of both
DROPSY-based implementations is more or less random.
This result is also expected since all speech recordings were
transformed to the speech of the speaker that was originally
used to train the speech synthesis modules.

In our last experiment in this series we assess whether
the speaker recognition system will indeed assign the de-
identified speech to the speaker that was also used during
the development of the speech synthesis modules. While
the results of these experiments are not directly related to
the efficiency of our de-identification procedure, they are
nevertheless important as they have implications for other
areas where DROPSY could be used, such as biometric
spoofing where the goal is to compromise a biometric system
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Fig. 6. The performance of the speaker verification test for the HMM-
based (in red) and diphone-based (in blue) speech synthesis module. The test
utterances represent de-identified speech, while the gallery represents natural
(unaltered) speech recordings of various speakers including the speaker
that was used to train the corresponding synthesis technique. Verification
attempts between the target speaker and the de-identified speech are consid-
ered legitimate, while all other comparisons are treated as illegitimate when
producing the ROC curves. The graph is best viewed in color.

by making some arbitrary speaker sound like a speaker
known to the biometric system.

In this experiment the test utterances represent the de-
identified version of our original test data, while the gallery
represents recordings of natural speech including the two
speakers that were used to train the HMM- and diphone-
based synthesis modules. In experiments with the diphone-
based synthesis module the test (probe, query) utterances
represent only speech de-identified with the de-identification
procedure with the diphone-based synthesis, and, similarly, in
experiments with the HMM-based synthesis module the test
(probe, query) utterances represent only speech de-identified
with the de-identification procedure based on the HMM-
based synthesis. For the ROC curve generation we re-label
the test (de-identified) recordings and assume that all de-
identified speech belongs to the target speaker that was used
for training our corresponding synthesis module. Thus, if the
de-identified speech is recognized as the speech of the target
speaker, we should expect ROC curves with a high value
of the AUC. This experiment includes 8640 legitimate and
17280 illegitimate verification attempts.

Fig. 6 shows that in the case of the HMM-based synthesis
the verification performance is near optimal and the majority
of the de-identified speech is correctly assigned to the target
speaker. In the case of the diphone-based synthesis the
result is not as convincing, but the de-identified speech is
still assigned to the target speaker with the performance
considerably different from chance.

IV. CONCLUSION

In this paper we proposed a novel method to the speaker-
de-identification called DROPSY, which relies on a diphone-
speech-recognition system and a speech-synthesis system to
perform de-identification. We evaluated the proposed method
through subjective listening tests to establish the intelligibil-



ity performance of the de-identified speech and also through
the use of a speaker recognition system to assess the efficacy
of the de-identification.

The proposed method can efficiently remove identity
information from the input speech, while still producing
speech that is intelligible in most cases. The reasons for
such a behavior could be related to the performance of the
speech recognition module. We showed that even though
the recognition module does not ensure the PER of 0%,
the de-identified speech can still be fully intelligible. The
use of our DROPSY-based de-identification approach is a
promising way of speaker de-identification since the results
obtained on relatively small database suggest that it does
not require a full-fledged and error-free speech recognition
module. Nevertheless, there is still space for improvements
and further experiments. One of the possible steps to achieve
better results could be achieved with the use of the promising
approach to speech recognition system, which is based on
the deep-belief networks [22]. The main shortcoming of the
proposed DROPSY-based de-identification is the naturalness
of the de-identified speech, which will be the focus of
our future efforts in this field. The proposed approach also
lacks the ability to produce (de-identified) speech, from
which it is possible to distinguish between different speakers,
as all speech is mapped to the same target speaker. One
of the possibilities to overcome this problem is to apply
an acoustic transformation to the speech produced by the
synthesis module, but would require performing some sort of
speaker diarization on the input. Such s transformation can be
easily applied when using the HMM-based speech synthesis
module for producing the de-identified speech. Developing
procedures for this next step will also be the part of our
future work.
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Secure JPEG Scrambling enabling Privacy in Photo Sharing
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Abstract— With the popularization of online social networks
(OSNs) and smart mobile devices, photo sharing is becoming
a part of people’ daily life. An unprecedented number of
photos are being uploaded and shared everyday through online
social networks or photo hosting services, such as Facebook,
Twitter, Instagram, and Flickr. However, such unrestrained
online photo or multimedia sharing has raised serious privacy
concerns, especially after reports of citizens surveillance by
governmental agencies and scandalous leakage of private photos
from prominent photo sharing sites or online cloud services.
Popular OSNs typically offer privacy protection solutions only
in response to the public demand and therefore are often
rudimental, complex to use, and provide limited degree of
control and protection. Most solutions allow users to control
either who can access the shared photos or for how long
they can be accessed. In contrast, in this paper, we take a
structured privacy by design approach to the problem of online
photo privacy protection. We propose a privacy-preserving
photo sharing architecture based on a secure JPEG scrambling
algorithm capable of protecting the privacy of multiple users
involved in a photo. We demonstrate the proposed photo sharing
architecture with a prototype application called ProShare that
offers JPEG scrambling as the privacy protection tool for
selected regions in a photo, secure access to the protected
images, and secure photo sharing on Facebook.

I. INTRODUCTION

Wide spread of smart mobile devices with high-resolution
cameras and user-friendly social networks applications make
photo sharing an easy and therefore popular activity. Ac-
cording to a survey conducted by Pew Research Center’s
Internet Project1, more than half of internet users post or
share photos and videos online and these numbers are rapidly
growing. For instance, Instagram, which was launched about
four years ago, already hosts more than 30 billion photos,
with 70 million daily uploads on average2.

However, most photo sharing services lack a sound solu-
tion for protecting users’ privacy. Typically, social networks
assume default public access for all information posted by
a user, unless the user specifically restricts such access
via a set of complicated privacy settings, making unaware
users vulnerable and their privacy exposed. Many cloud-
based photo storage services provide an easy free of charge
photo sharing and management, but these services come at
the cost of higher security risks, as shown by the recent
scandal with private photos of celebrities leaked online3.
Also, a large number of photo tags, caption information, and

This work has been conducted in the framework of the Swiss SERI
C12.0081, Eurostars ToFuTV, and EC funded Network of Excellence
VideoSense.

1http://www.pewinternet.org/2013/10/28/photo-and-video-sharing-grow-
online/

2http://instagram.com/press/
3http://www.mirror.co.uk/all-about/nude-celebrity-photos-leaked

comments associated with online photos can be used to find
and identify a person. Even if tags and comments do not
explicitly identify a person, combined with face recognition
and other publicly available data, they can be used to infer
the identity with high accuracy [1]. Despite all these privacy
risks, the the amount of photos posted online and shared on
social networks is not declining. The majority of people are
not fully aware of the potential privacy threats, while they
enjoy advantages and conveniences of social networks.

In this paper, we explore and propose the design of a
privacy-preserving photo sharing architecture, which ensures
users privacy and at the same time preserves the usability
and convenience of online photo sharing activity. Proposed
architecture utilizes a multi-region selectively JPEG scram-
bling algorithm that ensures photo privacy for multiple
people involved. Based on the proposed architecture, we
built a prototype photo sharing application demonstrating the
feasibility of the architecture and practicality of using secure
JPEG scrambling for privacy protection.

The rest of the paper is structured as follows. Section II
presents related work and motivation. Section III describes
the secure JPEG scrambling. Section IV discusses the pro-
posed privacy-preserving photo sharing architecture, which
is based on the secure JPEG scrambling. Section V presents
a photo sharing prototype iOS application, ProShare, which
demonstrates the proposed architecture. Finally, Section VI
concludes the paper and discusses possible future work.

II. RELATED WORK

A lot of research efforts in image privacy have focused
on approaches to incorporate privacy protection into exist-
ing security surveillance systems and frameworks, typically,
by implementing access rights management and privacy
policies [2][3][4]. Another large body of work is on the
development of algorithms and methods to protect visual
privacy, such as using watermarking to hide visual personal
information [5], scrambling techniques to reversibly distort
privacy sensitive regions [6], removal of unauthorized per-
sonnel from the video feed [7], and encoder independent
geometrical-based reversible distortions [8][9].

Compared to video surveillance, online photo sharing has
many different characteristics, e.g., photos shared in online
social networks can be accessed and commented easily and
quickly by many people with most photos being tagged with
identification information. Therefore, online photo sharing
applications demand a different and more integrated solution
for privacy protection. An online photo sharing system
should allow a secure and efficient way to recover protected
information by people with correct access rights. It should

Danijel
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also support a multiple-user functionality of online photo
sharing to ensure protection of privacy for not only the
uploader of a photo but also for others involved. Furthermore,
context information including image metadata, photo cap-
tion, tags, user comments, etc., should be carefully treated.
Besides, almost all photo sharing applications use JPEG as
the image format, which calls for a special consideration of
privacy protection in JPEG compressed images.

Various tools to ensure image privacy exist, including
image filtering, encryption, and scrambling. Considering the
fact that image filtering is usually non-reversible, conven-
tional image filtering might not be a good choice. Since
image data is characterized by a very high bitrate and a
low commercial value compared with other types of data
like banking data and confidential documents, conventional
encryption techniques entail a significant complexity increase
and are therefore not always optimal. Therefore, image
scrambling or lightweight encryption can be considered
instead as a secure and efficient tool to protect photo privacy.

Many image scrambling techniques have been proposed
by researchers. General image scrambling without the con-
sideration of image coding usually works on pixel domain
or bitstream directly, based on a chaotic map, e.g., Arnold
scrambling [10], one-dimensional random scrambling [11],
and other hybrid methods [12]. Scrambling in spatial domain
has several disadvantages in its efficiency, complexity, and
format compatibility. Taking into account the characteristics
of JPEG data compression, scrambling in the bitstream or
transform domain is more efficient. Most existing approaches
to scrambling JPEG data are achieved by modifying its
discrete cosine transformed (DCT) coefficients. Popular tech-
niques include coefficient signs modification [13], crypto-
graphic methods such as XOR operation [14], and coefficient
permutation [15].

Moreover, a number of studies have been focused on
privacy protection of photo and other media stored in social
networks or cloud services. Researchers tried to understand
users’ privacy concern about photo sharing, as well as the
potential privacy threats as subjective [16][17] and objective
[18][19] studies show. Many approaches to privacy protec-
tion in photo sharing have been proposed, including usage
control scheme in distributed OSNs [20], JPEG coding-based
separate sharing [21], and tag-based access control [22][23].
However, most of these schemes have significant limitations
in terms of security, efficiency, complexity, or usability.
Therefore, more secure, efficient, and user friendly methods
for insuring privacy of photo sharing need to be proposed.

III. SECURE JPEG SCRAMBLING

In this section, we describe in detail the secure JPEG
scrambling algorithm, on which our privacy-preserving photo
sharing algorithm is based.

We propose a multi-region selective JPEG scrambling
scheme to protect visual privacy in photo for multiple users.
This scrambling scheme is developed based on the secure
JPEG framework by [13]. In such a scrambling scheme,
one can scramble multiple regions of interest (ROIs) with
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Fig. 1. Two modes of JPEG scrambling and descrambling.

arbitrary shapes in an images, using one or different secret
keys. Each scrambled region is assigned with an ID and
the descrambler can selectively descramble the regions using
corresponding scrambling keys. The scrambling of the JPEG
data is achieved by modifying the signs of the quantized
discrete cosine transform (DCT) coefficients corresponding
to the defined ROIs. Scrambling and descrambling processes
can be done in not only JPEG encoding and decoding
respectively, but JPEG transcoding. Scrambling a JPEG
image in transcoding mode ensures a lossless reconstruction
of the original image because transcoding process does
not involve quantization and re-quantization operations and
therefore does not affect the DCT coefficients outside the
scrambled regions. Scrambling and descrambling in JPEG
encoding/decoding and transcoding are illustrated by the
diagrams shown in Fig. 1. The scrambling process can be
described in detail as follows:

a) Region selection and key preparation: First of all,
one can select several regions in an image, by providing
a mask matrix M, non-zero elements of which indicate the
16×16 Minimum Coded Unit (MCU) blocks of the image to
be scrambled. The scrambled regions are restricted to match
the MCU blocks boundaries. In this matrix, except for zero-
valued elements, the value n of non-zero element is referred
to as the ID of each scrambled region. We note each scram-
bled region as ROIn. For each ROIn, a secret scrambling
key kn and a scrambling strength level ln ∈ {1, 2, 3, 4} are
defined. The scrambling key can be any value or sequence
set by user. The scrambling strength is subdivided into four
levels: 1-low, 2-medium, 3-high, and 4-ultra-high, meaning
of which will be discussed later. Therefore, a mask matrix
M with regions ID n defined, a set of secret scrambling keys
kn(n = 1, 2, 3, . . .), and a corresponding set of scrambling
strength levels ln(n = 1, 2, 3, . . .) constitute the parameters
to scramble an image.

b) DCT coefficients manipulation: In this step, the
DCT coefficients corresponding to the defined scrambled
regions are modified, according to the scrambling key and
strength level. We note xi(i = 1, 2, 3, . . . , 64) as the value
of quantized DCT coefficients within an 8 × 8 DCT block.
A pseudo random number generator (PRNG) initialized by
a seed value is used to drive the scrambling process, where
we simply use the scrambling key as the seed. The PRNG



(a) Original (b) Low (c) Medium (d) High (e) Ultra-high

Fig. 2. Scrambled images with different scrambling strength levels.
(a) Original image; (b) Low-level scrambling; (c) Medium-level scrambling;
(d) High-level scrambling; (e) Ultra-high-level scrambling. Example image
is from the Images of Groups Dataset [24].

generates a random sequence of 1 and −1, which is multi-
plied with the DCT coefficients xi. For low-level scrambling,
only AC coefficients of all YUV components are modified;
for medium-level scrambling, both DC and AC coefficients
of only luminance (Y) component are modified; while for
high-level scrambling, both DC and AC coefficients of all
YUV components are changed. In case a stronger scrambling
is needed (ultra-high-level), we can further scramble the
DC coefficients, by performing a bitwise XOR operation
between each DC value and a pseudo-random number with
the same length in bits as the DC coefficient. Fig. 2 illustrates
scrambled versions of an image with different strength levels.

c) Scrambling information insertion: Once an image
is scrambled, information about the scrambled regions is
inserted in one or more application markers (APPn) in JPEG
file header. The information to be inserted includes the
elements of the mask matrix M and the scrambling strength
ln, former of which records the location, shape and IDs of the
scrambled regions. Therefore, the scrambled image is JPEG-
compliant and can be viewed by a typical JPEG decoder.
However, to descramble and view the original image, a
special descrambler (decoder or transcoder) and the correct
scrambling key(s) are needed.

Intuitively, descrambling process simply reverses the
scrambling processes described above. Given a region ID, the
descrambler can extract corresponding scrambling strength
and region location and shape from APPn markers of JPEG
header. As long as a correct scrambling key is provided, the
region can be recovered. We have implemented the proposed
scrambling algorithm in both transcoder and encoder/decoder
using an open source JPEG library by Independent JPEG
Group4. The process of a multi-region scrambling and selec-
tive descrambling is illustrated in Fig. 3.

Furthermore, not only visual information is privacy sen-
sitive, but metadata associated with a photo can also reveal
personal information, e.g., geo-location data and the time
when the photo was captured. It is therefore important to
protect the privacy information in metadata as well. Meta-
data of a JPEG photo is recorded with an Exchangeable
image file format (Exif) tag, stored in APP1 marker of
JPEG header. Several approaches to privacy protection of
metadata exist, including hiding Exif information in JPEG
DCT coefficients [25] or simply removing all metadata.

4IJG: http://www.ijg.org/
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Fig. 3. Multi-region scrambling and selective descrambling. Example image
is from The Images of Groups Dataset [24].

However, neither of the approaches meet the privacy and
utility requirements of a photo sharing system. To conceal
the metadata and also ensure its reuse, we propose encrypting
selected JPEG metadata in the Exif tag.

Experiment

Since scrambling of a JPEG image modifies the DCT
coefficients and introduces more information in the JPEG
file header, the file size of the scrambled image can be
increased when compared to the original image. Besides,
how well each scrambling strength level can protect photo
privacy using such a scrambling algorithm is not very clear.
Therefore, we conduct an experiment to examine the influ-
ence of scrambling on the size of overhead and performance
of automatic face detection. We use Haar face detector from
the OpenCV library5 and apply it on 1000 images from the
Images of Groups Dataset [24]. For each image, we scramble
the detected faces regions, and scramble the whole image
respectively, using four levels of scrambling strength, and
then calculate the increased files sizes (in percentage) of
the two kinds of scrambled images (face region scrambled
and whole image scrambled) when compared to original
images. Finally, face detection is again applied on the face
scrambled images and the total number of detected faces
are recorded. Experimental results are shown in Table I.
According to the results, we first observe that the scrambling
significantly reduces the number of detected faces especially
for the scrambling strength above low level. Actually, if we
look into the small number of detected faces in the scrambled
images (medium, high and ultra-high levels), most of them
are wrongly detected due to the blocking artifacts created by
scrambling. Second, such a scrambling algorithm introduces
very low bitrate overhead, especially for the scrambling
strength below ultra-high level. As low to high level scram-
bling changes only the signs of DCT coefficients, size of the
scrambled image does not increase much even if the whole
image is scrambled. However, XOR operation employed in
the ultra-high level scrambling can drastically change the DC
value of DCT coefficients and therefore impacts more the
entropy coding and introduces larger overhead, especially for

5Open source computer vision: http://opencv.org/



TABLE I
IMPACT OF SCRAMBLING ON BITRATE OVERHEAD AND PERFORMANCE OF AUTOMATIC FACE DETECTION.

Original
image

Low-level
scrambled

Medium-level
scrambled

High-level
scrambled

Ultra-high-level
scrambled

Total number of detected faces 3944 1638 14 11 10

Average overhead (face region scrambled) − 1.87% 2.04% 2.15% 3.15%

Average overhead (whole image scrambled) − 1.87% 4.89% 5.96% 18.41%

large scrambled areas. Therefore, a medium or high level is
considered to be a preferable scrambling strength to achieve
a trade-off between privacy and bitrate overhead. However,
this should be verified through further evaluations including
automatic face recognition and subjective evaluations.

IV. PRIVACY-PRESERVING PHOTO SHARING

In this section, we describe the design of a privacy-
preserving photo sharing architecture that is based on the
secure JPEG scrambling.

Architecture Overview

The architecture consists of two key parts: (i) a client-side
application for securing photos and (ii) a private server for
hosting photos and managing users accounts. We consider
that all local client-side components (operating system, ap-
plications, sensors, etc.) are trustworthy, while the server is
trustworthy only with some reservations and under certain
conditions, which are discussed in Section IV-B. This is
based on the assumption that social networks are often con-
sidered as untrusted. Fig. 4 presents the proposed architecture
in this paper.

In our architecture, a client application can apply the
JPEG scrambling to a photo using one or more secret
keys. The photo is then uploaded to the dedicated server,
which is designed to host only protected photos. Other users
within this architecture can view the photo by requesting
and downloading the photo and then “unlock” the photo
with a key. In case of sharing this photo on a public social
network, the server acts as a “bridge” between the photo
sender and the social network. Only a link to the secure photo
will be posted to the social network along with an eventual
protected image or its thumbnail, so that authorized viewers
are bound to use a secure server to access the photo. A
correct secret key is required for viewing the corresponding
original photo. The sharing process can therefore be split
into three tasks or operations: sender-side, server-side, and
recipient-side operations.

A. Sender-side Operation

When a sender attempts to transmit a photo taken by a
personal device’s built-in camera or selected from a photo
album, client-side application provides options for the sender
to protect the photo, with several alternative Secure JPEG
scrambling tools described in Section III. In this process,
privacy information of the photo is protected by scrambling
using a secret key (or a set of keys) set by the sender. To
make sharing multiple photos for the sender easier, face and
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Fig. 4. Proposed privacy-preserving photo sharing architecture.

object detection algorithms can be applied on the images to
identify privacy sensitive regions. In the case where there are
several people in a photo, e.g., friends or family of the sender,
the sender can either protect his friends using the same or a
different key, or tag their friends to let them decide how to
best protect their own privacy using protection keys defined
by themselves.

B. Server-side Operation

The server is designed to act as a normal photo sharing
service like Facebook or Instagram. However, this server
hosts only secure photos uploaded by users, which is the
most important feature of the proposed architecture. De-
coding and display of original photos happen in the client-
side. Besides photo hosting, the server has also a simple
user account and access management system similar to other
social networks. In the current design of the architecture,
friendship can have a hierarchical structure, for instance,
one can categorize his friends into different groups: intimate,
normal, and unfamiliar. Alternatively, the server can utilize
existing friendship relations from one of the social networks.



For a friend in different groups, one can selectively expose
protected regions of a photo, by sharing different protection
keys corresponding to different protection regions or objects.
A Public Key Infrastructure (PKI) can be used to distribute
secret keys between the sender and one or more recipients.
All image transformation (scaling, cropping, filtering, etc.) is
performed at the client side prior to uploading of an image
and the server does not apply any further processing as it
often happens in many photo-sharing and social network
services. Since secure JPEG scrambling can be lossless, the
server can be viewed as a high-quality image hosting system
with privacy enhancement features.

C. Recipient-side Operation

There are two ways for a recipient to view a photo:
(i) via a client application on the device, and (ii) via a URL
posted on social networks. In the former case, a recipient
who is authorized by a photo sender can download a secure
photo from the server, reconstruct a clear version, and view
the photo in a client device, as how User 2 and User 3
view a photo uploaded by User 1 in Fig. 4. A special
JPEG decoder/transcoder with descrambling is incorporated
in the client application to ensure the reconstruction of the
original unprotected version from a secure photo on the
client device. In the latter case, a photo sender can share
the photo on Facebook, by posting an external link to the
secure photo in the server. Authorized Facebook users who
attempt to view the photo will be directed to the server.
Only those who explicitly or implicitly possess the secret
key(s) can reconstruct the photo partially or completely.
However, a user who wants to view the photo using a web
browser without a secure JPEG scrambling plugin will have
to rely on the server to perform descrambling. So the current
design of the proposed architecture relies on the server to
reconstruct a photo temporarily for display. In this case,
the completely or partically reconstructed photo is exposed
temporarily to the server, which is why we assume the server
to be conditionally trustworthy. This issue can be solved by
using a local HTTP/HTTPS proxy, similar to the approach
proposed in [21]. Access to a secure photo goes through the
local proxy and reconstruction of the photo is performed by
the local proxy. However, in the future, the adoption of a
Secure JPEG scrambling standard or a widely used plugin
will allow a client web browser to also reconstruct (decode)
a secure JPEG scrambled photo directly without the temporal
exposure of the unprotected image to the server.

Discussion

As mentioned in Section IV-B, we assume the existence of
a Public Key Infrastructure (PKI) to manage the secret key
distribution between a sender and one or more recipients
and to authorize the complete or partial reconstruction of a
secure photo by the recipient. The exchange of the secret
keys can be based on a public key cryptography. Identity
verification of the recipient, when using such PKI, can rely
on an access management system of the server or on the
information about the friendship obtained from a social

network, where the photo is being shared. Implementation
of PKI raises several issues that need to be addressed in
a practical implementation, including flexibility, security,
scalability, and trustworthiness. However, PKI and secret key
management is out of the scope of this paper, since the main
focus is on privacy-protecting photo sharing based on Secure
JPEG scrambling.

The proposed architecture design has a significant impact
on photo privacy protection in online social networks and
related applications. By applying Secure JPEG scrambling,
both privacy sensitive visual information and metadata of a
photo are protected or distorted, making any analysis and
retrieval of such information harder. Therefore, this design
effectively reduces three kinds of privacy-related threats
currently present in online photo sharing ecosystem: (i) unau-
thorized access to photos, (ii) automatic identification and
recognition, and (iii) image data mining. Last but not least
using Secure JPEG scrambling makes minimal impact on
current system workflow, bandwidth usage, and data storage,
since images protected with Secure JPEG scrambling have
similar bitrates with minimal overhead when compared to
typical JPEG images.

V. PROTOTYPE APPLICATION

A prototype application called ProShare was built to
demonstrate the proposed photo sharing architecture. Fig. 5
shows several screenshots of the ProShare application. The
prototype consists of two components: (i) a client iOS
platform application and (ii) a server for image storage and
processing. The prototype uses secure JPEG scrambling as
the protection tool to protect photo privacy. The application
performs scrambling on a photo according to the region and
scrambling strength set by the user. Only the scrambled

(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 5. Example screenshots of ProShare, tested on iPhone 5C. (a) photo
stream; (b) take a new photo; (c) define a scrambling region by finger
touching; (d) upload the photo to private server successfully; (e) posting
link of the photo to Facebook; (f) posted link on Facebook; (g) web page
showing the scrambled photo; (h) web page showing the descrambled photo,
when correct key provided.



photo is stored on the server. Using Facebook iOS API,
the application allows the user to share the secure photo
on Facebook along with a URL pointing to the server. By
following the link, other Facebook users would only see the
scrambled photo unless they can provide a secret key, in
which case a descrambled (clear) photo is shown. Within the
ProShare application, multiple users can upload their photos
to the server and everyone can see the scrambled photos
uploaded by other users in a Photo Stream page (Fig. 5(a)).
Only own user’s photos are descrambled automatically. For
photos of other users the correct secret key is necessary.

Since ProShare application is still under development,
some features have not been fully implemented, e.g., scram-
bling and descrambling on client application and automatic
key distribution. Currently, for the ease of implementation
and demonstration purposes, the photo is protected on the
server directly and a simple key verification scheme is im-
plemented. Nevertheless, such a simple prototype can already
validate the proposed photo sharing architecture in many
practical use cases. For instance, the application can be used
to hide personal information (name, address, date of birth,
etc.) on sensitive documents, such as banking statements,
IDs, passports and airplane tickets.

VI. CONCLUSION

In this paper, we describe a secure JPEG scrambling
scheme, which ensures the protection of visual information
of multiple regions in an image as well as photo meta-
data. The protected regions can be selectively descrambled
depending on the region ID and scrambling key given by
user. An architecture is proposed for privacy-preserving
photo sharing. Such an architecture keeps only secure photos
in online servers, while the protection, reconstruction, and
viewing of photos are performed on the client devices. To
demonstrate the proposed architecture, we built a prototype
iOS application ProShare that enables privacy protection of
photos shared online. Although still under development, the
prototype application shows a good degree of usability of
proposed photo sharing architecture. Future work lies in the
further evaluation of the proposed photo sharing architecture
and prototype application.
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Abstract— Mini-drones are increasingly used in video surveil-
lance. Their areal mobility and ability to carry video cameras
provide new perspectives in visual surveillance which can
impact privacy in ways that have not been considered in a
typical surveillance scenario. To better understand and analyze
them, we have created a publicly available video dataset of
typical drone-based surveillance sequences in a car parking.
Using the sequences from this dataset, we have assessed five
privacy protection filters via a crowdsourcing evaluation. We
asked crowdsourcing workers several privacy- and surveillance-
related questions to determine the tradeoff between intelligibil-
ity of the scene and privacy, and we present conclusions of this
evaluation in this paper.

Index Terms— Mini-drones, video surveillance, dataset, pri-
vacy, crowdsourcing evaluation

I. INTRODUCTION

Recently, mini-drones became widely available due to
affordable prices and stable flight performance. They are also
able to carry sophisticated video acquisition devices. One of
their main weak points is their short autonomy, a problem
that will be progressively solved, since battery technology
is also improving rapidly. Mini-drones can capture the same
scene from different points of view, and can get close to
targets. As a consequence, they can collect sensitive personal
data, which adds a new dimension to issues around privacy
and calls for appropriate privacy protection solutions.

In order to better understand the implications of such
novel devices, a publicly available video dataset1 was created
with a DJI Phantom 2 Vision+ mini-drone. The dataset is
designed for the analysis and evaluation of privacy concerns.
It consists of 38 different contents that depict a typical
surveillance scenario in a parking lot exposing different
levels of privacy intrusiveness. Participants appearing in
the video have various gender and ethnicity, are dressed
differently, and carry personal items and accessories in order
to emphasize visual privacy, i.e., personal visual information.
The sequences were processed and various privacy-sensitive
regions, including body silhouettes, faces, cars, accessories,
and license plates, were manually annotated, and stored in
an XML format.

Several state-of-the-art privacy filters were applied with
different degrees of strength to each content shot with the
mini-drone, in order to understand if a balance can be
found between privacy issues and surveillance effectiveness.

This work was conducted in the framework of Network of Excellence
VideoSense and COST Action IC1206. Special thanks to Dr. Jens Hälterlein
and Dr. Leon Hempel for the valuable discussions about ethical problems
in surveillance, their help in the dataset and evaluation test creation.

1http://mmspg.epfl.ch/mini-drone

Privacy filters included simple filters such as blurring, pix-
elization and masking, as well as more advanced reversible
warping [1] and morphing [2] filters. The performance of
each tool was subjectively evaluated using a crowdsourcing
approach. Test subjects were asked to answer carefully se-
lected questions related to visual privacy and typical surveil-
lance tasks, in order to assess performance of visual privacy
protection filters. The results of this investigation allowed
us to find the right balance each filter can offer between
intelligibility and privacy protection. The evaluation results
are also included in the created dataset to help researchers
in the analysis of privacy in mini-drones and as an example
of how the dataset can be used.

II. BACKGROUND AND RELATED WORK

The new features implemented in drone-based surveil-
lance affect visual privacy, as already observed by several
researchers [3], [4], [5], [6], [7], [8], [9]. However, there is a
notable lack of adequate datasets that can be used to analyze
these new surveillance devices. Many datasets exist for the
evaluation of video analytics, such as various detection,
recognition, and tracking algorithms; for instance VIRAT,
CAVIAR, ChokePoint, and PETS 2007. A few datasets were
recently created for privacy evaluations in video surveillance
when using different types of visual sensors [10], [11], but
none of them includes footage from mini-drones.

Little has been done to better understand privacy issues in
practical multimedia applications. But recently the impact
of privacy protection tools has been analyzed in video
surveillance and effective evaluation methodologies have
been developed to take into account both the context and
the content. The objective evaluation of several primitive
privacy filters was first performed by Newton et al. [12]:
the authors demonstrated that such filters cannot adequately
protect from successful face recognition, because recognition
algorithms are robust. The robustness of face recognition and
detection algorithms to primitive distortions is also reported
in [13]. Further, in a work by Dufaux et al. [14], a framework
is defined to evaluate the performance of face recognition
algorithms applied to images altered by various obfuscation
methods.

Crowdsourcing has shown to be a viable alternative to con-
ventional laboratory-based subjective assessments, especially
for cognitive tasks [11]. Crowdsourcing-based evaluation of
privacy tradeoff in video surveillance has shown good consis-
tency with laboratory-based studies [15]. The crowdsourcing
methodology benefits from a large number of participants
and can be performed efficiently and at a relatively low cost

Danijel
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(a) Annotated original (b) Blurring, strength 40 (c) Pixelization, strength 20

(d) Masking, strength 0.8 (e) Morphing, strength 0.95 (f) Warping, strength 5

Fig. 1: Original and filtered frames of stealing bag video from the mini-drone dataset.

(a) Normal behavior: Walking (b) Suspicious behavior: Taking pictures of the cars (c) Illicit behavior: Stealing an item

(d) Illicit behavior: Mis-parking a car (e) Illicit behavior: Crashing (f) Illicit behavior: Stealing a car

Fig. 2: Examples of dataset scenarios.

without requiring a significant commitment from subjects,
which are called workers in the crowdsourcing terminology.
Workers accept to undertake a task (usually a short 5-20
minutes task) and are grouped in larger units, called batches.
When the evaluation experiment is over, workers submit their
answers. Unlike laboratory-based experiments, crowdsourc-
ing cannot impose specific displays or controlled illumination
of surroundings in which assessments take place. However,
since standard environment and equipment conditions for
surveillance operators have not been established, typical
monitors even with different resolutions and color settings
are considered as appropriate in this study.

To display video sequences to different workers and
to collect evaluation results, we selected QualityCrowd22

framework [16] and the Microworkers3 crowdsourcing plat-
form that provide online workers from around the world.
QualityCrowd2 is an open-source framework designed for
QoE evaluation with crowdsourcing. This framework was se-
lected because it is easy to modify for our privacy evaluation
task using the provided simple scripting language for batch
creation, training sessions, and control questions.

2https://github.com/ldvpublic/QualityCrowd2
3http://microworkers.com/



TABLE I: Questions asked in the crowdsourcing study (left column) and the choice of the answers (right column).

Question Choice of answers
1. What is the main activity happening in the video? Stealing a car, attacking a driver, stealing an item, walking,

parking a car, taking pictures, I do not know
2. How many people do you see? One, two, three, four, five, I do not know
3. Is there any of the following items? (select all that apply) Backpack, umbrella, photo camera, papers, wallet, none,

I do not know
4. What is the GENDER of the person in the red box? Male, female, I dont know
5. What is the ETHNICITY of the person in the red box? White, African, Asian, I dont know
6. Which accessories does the person in the red box wear? Jacket, sunglasses, glasses, helmet, shorts, hat, hoodie,
(select all that apply) none of the above, I do not know

TABLE II: Scenarios depicted in the video dataset.

Type of scenario Main action Gender, Age and Ethnicity
Normal A person tries to fix his broken down car; Caucasian man;

People walk in the car parking; Caucasian men and women, Asian guy;
A driver parks his car and leaves on foot; Caucasian man;
A driver gets into his car and leaves; Caucasian man;

Suspicious A person falls down and asks for help; Asian girl;
A driver parks his car and join two people, they start talking stealthily; Caucasian men and woman;
Loitering people in the car parking Caucasian guys and girl, Asian guy;
A person takes pictures of the parked cars; Asian guy;

Illicit A person pushes the driver outside his car and steals the vehicle; Caucasian men;
Two people start arguing and fighting; Asian and Caucasian guys;
A driver parks his car in the middle of the road and leaves; Caucasian man;
A woman parks his car and takes up two lots; Caucasian woman;
A driver parks his car in the forbidden area and leaves; Caucasian man;
A cyclist crashes with a pedestrian; Caucasian and Asian girls;
A person puts some bottles into a parking lot; Asian girl;
A person steals or tries to steal a car; Caucasian girl and guy;
A person steals a wallet, a bag or a backpack; Caucasian and Asian guys and girls;
A person approaches a car and steals it, two people are on lookout; Caucasian guys;

III. DATASET CREATION

Drone-based surveillance is particularly advantageous
when it is not possible to set up a full-fledged surveillance
system, for example, when a temporary major event such as
a concert or a marathon is organized. Mini-drones can be
used for monitoring the area, helping in managing parking
spaces, controlling crowds and reporting useful information
such as suspicious behaviors, mis-parked cars, number of
free parking spots, etc.

A video dataset suitable for privacy inspection in drone-
based video surveillance should have appropriate features:

• Practical scenarios: since many vehicles are left unat-
tended, theft and vandalism are common. Therefore,
most of the dataset videos show suspicious people and
criminal behaviors;

• Different levels of privacy intrusiveness: the impact
on the privacy of those under surveillance is variable,
because the drone can remain still or move, it can
follow, get closer or rotate around a person or a vehicle;

• Emphasis on people’ visual privacy: the recorded videos
should not only include facial information but also
ethnicity, age, gender, personal items, and accessories;

• Emphasis on vehicles visual privacy: the recorded
videos should include information about the license
plate, the model, and the color;

• Varying environment and illumination conditions: in
order to thoroughly evaluate the performance of privacy
protection;

• Video of high quality: the sensitive privacy regions
should be clearly visible if unprotected.

The created dataset consists of 38 different contents cap-
tured in full HD resolution, with a duration of 16 to 24
seconds each, shot with the mini-drone Phantom 2 Vision+
in a parking lot. The dataset contents can be clustered in
three categories: normal, suspicious, and illicit behaviors.
The scenarios are reported in Table II and examples are
shown in Figure 2. Normal content depicts people walking,
getting in their cars and parking their vehicles. In suspicious
content, nothing a priori wrong happens but people act in
a questionable way. Contents with illicit behaviors show
people mis-parking their vehicles, stealing items and cars,
or fighting. All participants read and signed a consent form,
stating they agree to appear with their vehicles in the video.

IV. DATASET ANNOTATION

The sensitive data, also referred to as regions of inter-
est, ROIs, were manually annotated using the open source
ViPER-GT tool4 and provided in flexible XML format. For
every video, frame-by-frame annotations for each person and
vehicle were performed manually. The following privacy-
related regions were annotated:

• Body silhouette: Rectangle around the body region with
recorded information about gender, ethnicity and age.
Stored information about the surveillance scenario: the

4http://viper-toolkit.sourceforge.net/



main action, such as stealing or parking, and the role,
such as thief or driver;

• Facial region: Rectangle around the face;
• Accessories. Rectangle around each personal item such

as bag, backpack, sunglasses, hat, wallet or bottle;
• Vehicle: Rotated rectangle around the vehicle body, car

or bicycle.
• License plate: Rotated rectangle around the license

plate. Number of license plate recorded;
• Video capture: Information about video format, includ-

ing resolution, frame rate, and the total number of
frames.

Since our dataset was created to evaluate different aspects
and definitions of privacy, the attribute ‘level of privacy
content’ is reported for each ROI and defined as low (L),
medium (M), or high (H). It is related to the distance between
the region and the drone and to the amount of visible details.
The ROIs face and license plate are more sensitive than the
others. A person can be recognized more easily if his face
is visible and the number of the license plate can help to
identify the owner of the vehicle. Therefore, their default
value for ‘level of privacy content’ attribute is H while for
other regions of interest it is set to L.

V. VISUAL PRIVACY FILTERS

Privacy protection tools have been already applied to
surveillance-related video datasets [15], [17]. Based on these
studies, a number of popular protection tools including
blurring, pixelization, and masking filters, but also more
complex filters such as warping [1] and morphing [2] were
applied. The choice of the filters parameters is a challenging
issue by itself, because the perspective of the on-board
camera can suddenly change and result in a change of
size for privacy sensitive regions in a video sequence. The
approach suggested in [18] was adopted, which focused
on the performance of recognition algorithms in privacy
evaluation. The strength levels were selected according to
the following four categories: (i) mild, when the filter is
almost imperceptible, (ii) noticeable, when the filter is clearly
visible and leads to obfuscation of some minor details such as
license plates, (iii) clearly visible, when most of the protected
objects in the video are obfuscated, and (iv) completely
obfuscating when the filter yields its maximum protection.
The strength was adjusted by changing the Gaussian kernel
size for the blurring filter to values 5, 20, 40, and 60, the size
of the averaging block for the pixelization filter to values 5,
10, 20, and 50, the opacity for the rectangular masking filter
to values 0.2, 0.6, 0.8, and 1.0, the value added to the shifted
points for the warping filter to values 1, 2, 5, and 20, and
the weights of the pixel intensities for the morphing filter to
values 0.1, 0.4, 0.8, and 0.95. Figure 1 illustrates the original
annotated content and the results of applying the filters to a
sample video frame.

Privacy protection filters were applied to body silhouettes
and cars. In this way, faces, license plates, and accessories
were also filtered at the same time.

VI. EVALUATION FRAMEWORK

The crowdsourcing assessment aims to check whether a
given surveillance task can be performed or an individual’s
behavior can be detected, even after the privacy protection
filters are applied. For this purpose, each crowdsourcing
worker was asked to watch a video sequence and to answer to
one of the questions in Table I, as per the approach proposed
in [17] and [18].

The first three questions were created to measure the
amount of intelligibility. The answers to the last three
questions permit instead to determine how much privacy
sensitive information such as ethnicity and gender or other
privacy related details still remain visible after filtering. It
should be noted that a red box was drawn in the video to
avoid confusion regarding the person to which questions 4,
5 and 6 in Table I referred to. The 3rd and 6th questions
were multiple-choice. The answer “I don’t know” could also
be selected for all the questions posed. The Microworkers
platform provides online workers with the ability to choose
the location of workers, which was selected in countries
where English is a dominant language.

Seven different contents were selected from the dataset to
evaluate the performance of the privacy tools. The contents
depict the scenarios: attacking a driver, mis-parking a car,
stealing a wallet, stealing a backpack, people talking, stealing
a car, and taking pictures of the cars. They show a vari-
ety of sensitive regions and individuals’ behavior. Original
sequences in 1920 × 1080 resolution were compressed in
MPEG-4, converted to Flash Video format, and played back
at a resolution of 960×540 to make sure the video could be
properly decoded and represented by most common browsers
and on typical monitors.

In total, 21 different video sequences were created for
each content (the original, plus 20 filtered versions) for
assessment. To ensure a statistically significant number of
evaluations for each sequence, 40 subjects were assigned to
each sequence, with a total of 840 subjects participating in
the evaluations.

The sequences corresponding to the same content were
randomly distributed among the batches; special care was
devoted to guarantee that each subject assessed only one
version of a given content. Since every subject has to
answer six questions for seven contents, 42 steps should
be performed to complete a batch. After each question,
subjects were asked to report also how certain they were
about their answer. Each batch starts with a training session
describing the evaluation procedure. A display brightness test
is performed using a method similar to that described in [19].

VII. EVALUATION RESULTS

Since the major shortcoming of the crowdsourcing-based
subjective evaluation is the inability to supervise participants
behavior and to restrict their test conditions, there are several
techniques to exclude unreliable workers [19]. To identify a
worker as ‘trustworthy’, the following four approaches were
used in our crowdsourcing evaluation:
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Fig. 3: Correct answers for different filters and their strength by workers from crowdsourcing evaluation.
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(c) Masking
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(d) Morphing
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(e) Warping

Fig. 4: Certain & correct, certain & incorrect, and uncertain answers for different filters and their strength by workers from
crowdsourcing evaluation.



• Two ‘Honeypot’ questions were inserted in each batch.
These are the obvious easy-to-answer questions to de-
tect people who do not pay attention;

• Task completion time of the worker;
• Mean time spent on each question by the worker;
• Deviation of the time spent on each question by the

worker.
Based on these factors, 456 out of 840 (54% of total)

workers were found to be reliable with 19 to 24 reliable
workers for each tested video sequences, which ensures the
statistical significance of the evaluation results.

Figure 3 demonstrates the crowdsourcing evaluation re-
sults for each privacy protection filter and their different
strength levels. The figure shows how each filter affects
the visibility of different regions when applied at different
strength. The bars represent the average across different
video contents of correct answers grouped according to the
questions from Table I, as shown on the x-axis. Each plot in
the figure also shows the results for original ‘unfiltered’ video
sequence for the ease of comparison. The average deviation
of the correct answers across different contents is about 18%
with less than 10% for original video, about 10% for the
minimal levels of strength, and up to 28% for high strength
levels.

Figure 4 illustrates the effects of filters strength levels on
certainty with which workers answered the questions. The
total number of answers are split into those that were certain
and correct, certain and incorrect, and uncertain. An ideal
privacy protection filter would lead to high uncertainty but
very low number of certain and incorrect answers, because
surveillance related judgements based on wrong information
are not desirable.

Figure 3 demonstrates a general trend of filters able to
decrease the number of correct answers to all questions when
high strength levels are used. The least affected are questions
about the number of people (question 2 in Table I) and gender
(question 4 in Table I).

From the presented figures, it can be noted that basic filters
such as blurring and pixelization are able to achieve the better
tradeoffs, as they cluster towards intermediate values of both
privacy and intelligibility. Also, they lead to less certain and
incorrect answers, as shown in Figure 4a and Figure 4b.

VIII. CONCLUSION AND FUTURE WORK

We have presented a publicly available dataset designed
for the analysis and evaluation of privacy concerns in mini-
drone video surveillance. Using this dataset, we have investi-
gated for the first time the performance of privacy protection
filters in drone-based video surveillance. We have applied
five typical privacy protection tools with four different levels
of strength. The filtered sequences have been evaluated by
the workers of a crowdsourcing platform, and the results have
been analyzed to investigate the balance between intelligibil-
ity and privacy protection of different privacy filters.

More advanced privacy protection filters like scrambling
[20] or encryption-based tools will be exploited in the
continuation of the present study. Different questions could

also be selected, for example related to the age and the
expression of the person. Other privacy-related features could
be studied too, such as those related to the identification of
the vehicles (the license plate, but also the details of the
wheels, or stickers that may be present). Video content from
CCTV should be compared to the mini-drone video dataset
to highlight the versatility of the latter.
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