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Abstract—Large amounts of visual data are gathered from
various surveillance systems across different places and times,
and have to be processed in order to infer the current state of
the world. One of the common problems in surveillance scenarios
is person re-identification, the task of associating a person
across different cameras. On the other hand, these scenarios
raise privacy concerns, which lead to the need for person de-
identification, i.e. concealing person identity. This task is related
to the re-identification in two aspects: (i) multiple appearances of
the same person could be de-identified in similar manner; and (ii)
if we discover the features useful for re-identification, we could try
to hide the identity by modifying those features. Re-identification
can be addressed as a classification problem. The state-of-the-
art classification methods are based on deep learning. In this
paper we explore the applicability of the recently proposed Triplet
network architecture to the person re-identification problem, by
applying it on VIPeR dataset. We show that the network is able
to learn useful feature-space embeddings, and analyze its benefits
and limitations.

I. INTRODUCTION

Large amounts of visual data from various surveillance
systems across different places and time have to be processed
so that conclusions about current state of the world could
be obtained. This capability is now widely exploited in a
variety of scenarios to obtain recordings of people, either for
immediate inspection or for storage and subsequent analysis
and sharing. One of the common problems in that kind of
scenarios is person re-identification. Person re-identification is
a task of associating persons across different cameras. Due to
the diversity of real world cameras (different resolutions and
aspect rations, mono/color) as well as their non-standardized
placement resulting in various person perspectives (Figure 1),
person re-identification is a challenging problem. Furthermore,
humans are articulated objects and their pose can significantly
change. Also, the usual problems in computer vision like
changing lighting and weather conditions, partial occlusions
and motion-blur make this problem even more difficult. There-
fore, it is not surprising that person re-identification is getting
significant attention in research community [1], [2], [3], [4],
[5], [6], [7].

A related problem is person de-identification, the process
of concealing the identity of persons recorded in surveillance
video, motivated by the increasing privacy concerns. In gen-
eral, privacy can be defined as the ability of an individual or
group to have their personal information and affairs secluded
from others, and to disclose them as they choose. Privacy con-
cerns exist wherever personal data or identifiable information
is collected and stored. Personal data mean any information

Fig. 1. Examples of pedestrian images from VIPeR dataset (Section III-A).
The same pedestrians are in succession of two. Different person perspectives,
changing lighting and weather condition, various pose changes and small
examples resolution (48 × 128 pixels) exemplify how hard is the task of
person re-identification. For the last three image pairs it is nearly impossible
even for a human to identify them as a examples of a same person.

related to a person that can be identified, directly or indirectly,
with reference either to an identification number or to one
or more factors specific to his/her physical, physiological,
habitual, mental, economic, cultural or social identity. The
protection of private data is required by European Union Data
Protection Directive (95/46/EC).

De-identification in multimedia content is usually defined
as the process of hiding identities of individuals captured
in a dataset (images, video, audio, text). De-identification in
images typically consists of the following phases: detection
and tracking of persons, resulting in bounding boxes around
persons; segmentation of relevant visual features from back-
ground in order to locate them more precisely; and applying
a de-identifying transformation [8]. This task is related to the
re-identification in two aspects: (i) multiple appearances of
the same person could be de-identified in similar manner;
and (ii) discovering the features useful for re-identification
could help the de-identification. If we find and study the cues
and/or features appropriate for robust and accurate person re-
identification, we could use them in de-identification methods,
by tracking and masking them so that the person’s identity can
be preserved.

The goal of this work is to test the Triplet network model
capability of learning applicable person embeddings in the
feature space, i.e. to test if model can implicitly learn visual
soft-biometric features such as person gait, weight, height,
gender, age, ethnicity, hair style, facial hair style, glasses,
tattoos, scars, birth marks, dressing style and accessories
(backpacks, suitcases). We approach the problem of person re-
identification as a classification, where each person constitutes
its own class (Fig. 3, 4, 5).

The remainder of this paper is organized as follows. In Sec-
tion II an overview of previous work in person re-identification
and deep metric learning is given. Publicly available person
re-identification Viewpoint Invariant Pedestrian Recognition
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(VIPeR) dataset is outlined in Subsection III-A. The used
model for deep metric learning based on Triplet network is
presented in the same section. The conducted experiments are
described and the achieved qualitative and quantitative results
are presented in Section IV. In the end we discuss the results
and provide some conclusions about the proposed setup and
future goals.

II. RELATED WORK

Machine learning methods, including metric learning, can
be divided into standard supervised and unsupervised cate-
gories. Supervised learning aims at minimizing the within-
class and maximizing the between-class variance with respect
to the labeled training data. On the other hand, unsupervised
metric learning methods try to find a lower-dimensional vector
space where maximum information is preserved. Common
supervised methods are: Linear discriminant analysis (LDA)
[9], Regularized linear discriminant analysis (R-LDA) [10],
Representation based linear projection (SRLP) [11], Iterative
nearest neighbors-based linear projections (INNLP) [12], Dis-
criminative deep metric learning [13] and Adaptive density dis-
crimination method [14]. Principal component analysis (PCA)
[15] and deep Autoencoders [16] are examples of unsupervised
learning methods.

In the person re-identification, most methods that tackle the
given problem, can be divided into two representative classes.
The first class focuses on learning representative example
embeddings in feature space [4], [17], [18], [19], [20]. Learned
representations are usually more robust and discriminative than
standard Euclidean distance or its generalization Mahlanobis
distance. The second class focuses on finding robust features
that can successfully deal with camera problems, various
person viewpoints, human pose changes, changing lighting
and weather conditions and partial person occlusions [21],
[22], [23], [24], [5], [6]. Huang et al. [4] proposed nonlinear
local metric learning method (NLML) where the final distance
metric is a linear combination of local metrics. Koestinger et al.
[18] introduced distance metric from equivalence constraints
based on a statistical inference perspective. Hirzer et al. [19]
learned a metric from pairs of samples from different cameras.
Earlier approaches ignored the transition from one camera to
the other. Liu et al. [21] proposed an unsupervised approach
for learning a bottom-up feature importance. Ma et al. [22]
aggregated local descriptors with Fisher vectors to produce a
global representation of the image.

III. METHODOLOGY

A. Viewpoint Invariant Pedestrian Recognition (VIPeR)
Dataset

The Viewpoint Invariant Pedestrian Recognition (VIPeR)
dataset [7], [25] contains images of 632 persons where each
person is captured two times with different cameras i.e. there
are two examples per person. Each example is scaled to 48×
128 resolution. The dataset was created in a fairly controlled
academic setting over the course of a few months. The VIPeR
dataset is very difficult for the task of person re-identification
because of strongly varied perspectives between two examples
of the same person, excessive lighting changes in the scene,
small resolution of example images and finally because of just
two examples per person (Figure 1).

B. Model

For our deep metric embedding we use Triplet network
model, proposed by Hoffer and Ailon [26], aiming to learn
usable image representations by comparing distances between
positive and negative examples. It embeds the data into a vector
space such that the distance between two positive examples
becomes larger than the distance between the reference positive
example and a negative example. A triplet network consists
of three convolutional neural network instances of the same
architecture (Table I) which share all the network parameters.

The Triplet network model [26] builds on the work of
Bromley et al. [27] and Chopra et al. [28] i.e. on the Siamese
network model. The main difference is that Siamese network
consists of two identical convolutional networks and receives
a pair of images belonging to the same or different classes,
whereas the Triplet network learns by receiving triplets of
images, two of which belong to the same class and the
third to a different class. The triplet input setup improves the
robustness in the case of small between-class variation (such
as in person re-identification task).

A triplet consisting of positive (x+), reference (x) and
negative (x−) example is set as one input (x+, x, x−) to Triplet
network (Figure 2). First, the sampling layer is responsible for
randomly choosing x+, x and x− examples in each epoch.
Then, each example from the input triplet is forward-passed
through one of the three networks in the model to get a low-
dimensional vector.

Fig. 2. The flow chart diagram of the Triplet network training process. The
input samples are images of persons. The sampling layer is responsible for
sampling reference, positive and negative samples from the dataset. Each of the
triplet elements is forward-passed (fp(·)) through the corresponding network
(all the networks share same parameters). The resulting vectors are compared
in the last layer.

The resulting vectors are compared in the last layer
(Eq. 1), by applying the Soft-max function σ (Eq. 2) to the
corresponding L2 distances d+ = ‖fp(x) − fp(x+)‖2 and
d− = ‖fp(x)−fp(x−)‖2. The fp stands for the forward pass
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through the network.

C =

{
1, if σ(d+) < σ(d−)

0, otherwise
(1)

The goal of the training is to satisfy the condition C given
by Eq. 1 for all training examples. The distance between the
reference example should be (in the embedded space) closer to
the positive than to the negative example. As the loss function
in the training, the standard mean squared error on the Soft-
max difference (σ(d+)− σ(d−)) is used.

σ(‖fp(x)− fp(x′)‖2) =
e‖fp(x)−fp(x

′)‖2∑
x∗∈(x−,x+)

e‖fp(x)−fp(x∗)‖2
, (2)

where x′ represents positive or negative example depending
on the distance to be computed.

The architecture of a network instance used as a component
in our Triplet network is specified in table I. Each of the
three networks consists of five convolutional layers, five max
pooling layers and nonlinearities (Rectified Linear Unit - ReLU
[29]) between them. The number of maps, kernel sizes and
neurons are listed for each layer. During training, we use
dropout [30] (randomly turning off neurons), which is a form
of model averaging. This enables us to get some of the benefits
of a multiple network model while having a single network.
The network output is a 128 dimensional vector embedded
in feature space. The presented architecture is similar to the
Triplet network proposed by Hoffer and Ailon [26] with
main differences in convolutional kernel sizes to accommodate
different input image size (48×128) so that the final dimension
of feature vector remains the same.

Layer type dimensions properties
0 input 3 (RGB) maps of 48x128
1 convolutional 64 maps of 44x122 neurons kernel 5x7 stride 1
2 ReLU & max pooling 64 maps of 22x61 neurons kernel 2x2 stride 2
3 dropout dropout ratio = 0.25
4 convolutional 128 maps of 20x56 neurons kernel 3x6 stride 1
5 ReLU & max pooling 128 maps of 10x28 neurons kernel 2x2 stride 2
6 dropout dropout ratio = 0.25
7 convolutional 256 maps of 8x24 neurons kernel 3x5 stride 1
8 ReLU & max pooling 256 maps of 4x12 neurons kernel 2x2 stride 2
9 dropout dropout ratio = 0.25

10 convolutional 256 maps of 4x10 neurons kernel 1x3 stride 1
11 ReLU & max pooling 256 maps of 2x5 neurons kernel 2x2 stride 2
12 convolutional 128 maps of 2x3 neurons kernel 1x3 stride 1
13 ReLU & max pooling 128 maps of 1x1 neurons kernel 2x2 stride 2

TABLE I. DESCRIPTION OF ONE NETWORK ARCHITECTURE INSTANCE
USED IN Triplet network MODEL.

For the network evaluation, we use the following error
metric on train, validation and test sets:

error =
1

M ∗N

i=M∑
i=1

j=N∑
j=1

Cij (3)

Here M represents the number of batches and N is the number
of triplets (x+ij , xij , x

−
ij) in a given batch, while Cij for a

particular triplet is defined in Eq. 1.

IV. EXPERIMENTS

We approach the problem of person re-identification as a
classification, where each person constitutes its own class, and
where the error is defined over triplet comparisons (Equation
3). For preliminary qualitative results we show the embedded
examples (feature vector dimensionality of 128) projected onto
two main components of Principal component analysis (PCA)
[15].

In Figures 3, 4 and 5 train, validation and test examples,
respectively, are presented in the two dimensional PCA vector
space. The associated examples (presented in the same color
in the same figure) represent a specific person. Please note
that different figures show different sets of persons, although
we reuse the same colors. Qualitative analysis shows that the
projected examples of the same person are usually close to
each other. There are some obvious outliers and those represent
hard examples in VIPeR dataset (Figure 1).

We decided to conduct our experiment on really challeng-
ing VIPeR dataset because we wanted to approach real world
conditions as much as possible. The goal was to analyze how
will the small number of example per person affect person re-
identification score when metric embedding is done by Triplet
network [26]. For high speed training and evaluation we used
the Torch7 framework [31], using its CUDA and cuDNN
implementation on a GeForce GTX 970. Training a Triplet
network model takes about 16 minutes, without taking into
account the time it takes to test at regular intervals to keep
track of training and validation error.

In training process Stochastic gradient descent (SGD) as a
learning algorithm, and standard negative log-likelihood as a
loss function are utilized. The training takes 22 epochs (each
epoch contains 6400 batches) and early stop is imposed if
validation error increased 7 times consecutively. The values of
parameters are as follows: learning rate is set to 0.1, learning
rate decays for 10−6 after each epoch, L2 penalty on the
weights is set to 10−4, momentum is 0.9 and batch size
(number of triplets in batch) is set to 128.

For evaluation, standard experimental protocol was used.
The VIPeR dataset which has 632 persons was divided in train
(64%; 404 persons), validation (16%; 101 persons) and test
(20%; 127 persons) subsets, where special attention was given
to ensure that examples of the same person go to the same
subset, i.e. randomized stratified sampling was used. After the
last training epoch of the used model the error on the train set
was 2.453% (Figure 3), validation error was 8.125% (Figure
4) and test error was 13.125% (Figure 5).

We can conclude that deep metric learning conducted with
Triplet network is promising direction when applied to person
re-identification and de-identification tasks. It is important to
observe that VIPeR dataset has just two examples per person
and with that notion, the obtained results are acceptable. With
more examples per person it is reasonable to expect that deep
metric models would give even better results and implicitly
learned soft-biometrics features could be more emphasized.
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Fig. 3. Train examples (404 pairs) from VIPeR dataset projected onto two
main components of PCA. Associated examples i.e. ones color coded with
same color represent the specific person, where one example is captured with
Camera A and other one with Camera B. When qualitatively analyzed, it can
be seen that examples from the same person are close to each other in two
dimensional vector space. Also, some obvious outliers can be noticed. N.B.
In train, validation and test subset figures, same color does not mean the same
person.

Fig. 4. Examples from validation subset (101 pairs) of VIPeR dataset.

Fig. 5. Examples from test subset (127 pairs) of VIPeR dataset.

V. CONCLUSION

Person re-identification and de-identification are daunt-
ing tasks that need to be properly addressed: person re-
identification for security reasons and person de-identification
because of privacy concerns. The large amounts of visual
data from various surveillance systems lead this areas rapidly
forward and in the future we expect significant progress.

In this paper we propose and discuss applying deep metric
learning onto person re- and de-identification tasks. We show
promising results on challenging VIPeR dataset when Triplet
network as deep metric model is used. Triplet comparison error
on test set of 13.125% shows that applicable person embed-
dings in the feature space based on soft-biometric features can
be successfully learned even when there is small number of
examples per person.

In the future, we would like to meticulously investigate
which soft-biometric features such as person gait, weight,
height, gender, age, ethnicity, hair style, facial hair style,
glasses, tattoos, scars, birth marks, dressing style and acces-
sories (backpacks, suitcases) have the most significant impact
on metric learning performance. Also, more rigorous experi-
ments on diverse person re-identification datasets are planned
to have more profound analysis of this daunting task.
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