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Biometric recognition: some challenges in Forensics 

Anil K. Jain
Michigan State University

http://biometrics.cse.msu.edu

If you are like many people, navigating the complexities of everyday life depends on an array of cards and 
passwords that confirm your identity. But lose a card, and your ATM will refuse to give you money. Forget 
a password, and your own computer may balk at your command. Allow your card or passwords to fall into 
the wrong hands, and what were intended to be security measures can become the tools of fraud or identity 
theft. Biometrics—the automated recognition of people via distinctive anatomical and behavioural traits—
has the potential to overcome many of these problems. 

Biometrics is not a new idea. Pioneering work by several British scholars, including Fauld, Galton and 
Henry in the late 19th century established that fingerprints exhibit a unique pattern that persists over time. 
This set the stage for the development of Automatic Fingerprint Identification Systems that are now used 
by law enforcement agencies worldwide. The success of fingerprints in law enforcement coupled with 
growing concerns related to homeland security, financial fraud and identity theft has generated renewed 
interest in research and development in biometrics. It is, therefore, not surprising to see biometrics-based 
authentication permeating our society (laptops and mobile phones, border crossing, civil registration, and 
access to secure facilities). Despite these successful deployments, there are challenges related to biometric 
data acquisition, image quality, robust matching, system security and user privacy. This talk will introduce 
four challenging problems of particular interest in law enforcement and forensics: (i) face sketch to photo 
matching, (ii) latent fingerprint matching, (iii) fingerprint obfuscation and (iv) scars, marks & tattoos (SMT). 

Anil Jain is a University Distinguished Professor in the Department 
of Computer Science at Michigan State University where he conducts 
research in pattern recognition, computer vision and biometrics. He 
has received Guggenheim fellowship, Humboldt Research award, 
Fulbright fellowship, IEEE Computer Society Technical 
Achievement award, IEEE W. Wallace McDowell award, IAPR 
King-Sun Fu Prize, and ICDM Research Award. He served as the 
Editor-in-Chief of the IEEE Trans. Pattern Analysis and Machine 
Intelligence (1991-94) and is a Fellow of ACM, IEEE, AAAS, IAPR 
and SPIE.  Holder of eight patents in biometrics, he is the author of 
several books on biometrics and pattern recognition. He served as a 
member of the National Academies panels on Information 
Technology, Whither Biometrics and Improvised Explosive Devices 
(IED). He was a member of the Defense Science Board.
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Biometrics and the Future the Large-scale iT systems

Krum Garkov
Executive Director - European agency for 

operational management of large-scale IT systems

In the last decade infrastructure and technologies that enable biometric authentication has been developed 
significantly. Today biometrics is considered to be one of the fundamental components of the digital world. 
It more and more becomes a key enabler and driver of trusted transaction control and identity management 
in all areas of application of the modern ICT infrastructure, and specifically in the public sector as far as the 
internal security is concerned. The biometrics technology itself has, in many respects, already become an 
indivisible part of modern infrastructure and an essential component of life. 

For eu-LISA the identity management, enabled by biometrics technologies, ultimately creates a genuine 
opportunity to develop and increase the value that large scale IT systems, managed by the agency, add to 
the EU Member States and all citizens of EU.   

Dr. Krum garkov is Executive Director of the new European agency 
for large–scale IT systems (eu-LISA). The new agency that is based in 
Tallinn started operation on December 1, 2012 and is responsible for the 
operation of various biometric components such as used in VIS, SIS II 
and EURODAC. 
Prior to joining eu-LISA Mr. Garkov was involved in operational 
management with industry such as Experian Group LTD, Hewlett 
Packard, National Revenue Agency and with the Centre for Mass 
Privatization in Sofia Bulgaria. Mr. Garkov is goal-oriented, innovative 
technology strategist driving large-scale global operations to elevate the 
performance of industry leaders. He is a sharp negotiator and superb 
problem solver with an exemplary record combining proven leadership 
ability with vast knowledge base to optimize IT portfolio management 
and operational efficiency across diverse industries, from technology to 
and financial service industry giants. He has more than 17 years of cross-
cultural experience spanning the public and private sectors complemented 
by two Master degrees in the area of Information technologies, an EMBA 
and project management certification.
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De-Identifying Facial Images Using Singular Value
Decomposition

P. Chriskos, O. Zoidi, A. Tefas and I. Pitas
Department of Informatics

Aristotle University of Thessloniki
Thessaloniki 54124 Greece

chriskos@csd.auth.gr, {ozoidi,tefas,pitas}@aiia.csd.auth.gr

Abstract—In this paper, a method is proposed that manipulates
images in a manner that hinders face recognition by automatic
recognition algorithms. The purpose of this method, is to partly
degrade image quality, so that humans can identify the person
or persons in a scene, while common classification algorithms
fail to do so. The approach used to achieve this involves the use
of singular value decomposition (SVD). From experiments it can
be concluded that, the method reduces the percentage of correct
classification rate by over 90% . In addition, the final image is
not degraded beyond recognition by humans.

I. INTRODUCTION

With the increasing amount of visual media that is shared,
viewed and stored on-line, it is incontestable that privacy is a
main concern for all users. The free access that is granted to
all this visual information may carry many dangers concerning
the privacy of the creators and of the subjects in these media.
Face recognition algorithms are able to identify faces in videos
and images without much effort, thus violating the privacy of
the subjects. Malicious users can use video sharing sites and
social media to collect information about specific individuals
and groups fast and effortlessly. Moreover, the wide use of
video surveillance in public places, in conjunction with face
identification software, is a major threat of privacy, since, all
persons can be identified regardless of suspicion level. Other
examples of contributors to the problem include Google Street
View and EverySpace among others, whose attempt to provide
services which include visual data inevitably invade our every-
day privacy, although not intentionally. As such, the necessity
arises to develop methods that protect the subject’s privacy,
while maintaining a level of quality. This quality is not only
limited to the visual quality of the final product, but the viewer
must also be able to recognize the number of individuals in
a scene, possibly even the individuals themselves and what
actions are taking place in the image or video frame.

With this in mind, suppose a malicious user has trained a
classifier in order to recognize images of targeted individuals
or groups in a set of images available online. New images
that are modified by a certain method, will not be recognized
by the trained classifier, tackling the attempt of a malicious
user searching new images of his targets and rendering further
activities of the targets safe.

In order to achieve this, the common approach is to develop
algorithms designed to hinder face recognition by both human

viewers and face recognition methods. These algorithms aim
to destroy the majority if not all visual data. Some of these
methods achieve this by completely or partially blackening the
face area [8]. Other methods in this category include the use
of 3D morphable models [3] to cover the initial face in the
image. Some methods have also been proposed that exploit the
weaknesses of various face recognition algorithms, in order to
manipulate images in a way that reduces the effectiveness of
these algorithms [4]. Generally, most available methods for
face de-identification fall in one of two groups, those that
involve ad-hoc distortion [1] [8] [10] and the k-Same family
of algorithms [6], implementing the k-anonymity protection
model. The ad-hoc methods use simple methods, such as,
smoothing the image using a Gaussian filter and subsampling
an image leading to pixelation. It can be shown that these
algorithms are easy to defeat and, also, degrade the utility of
the images. The k-Same family of algorithms implements k-
anonymity. From a set of initial images in which each subject
is represented by only one image (known as person-specific),
this method computes the de-identified image set so that all
of the de-identified images indiscriminately relate to at least
k elements of the initial image set. This method works either
in the image space or in the Principal Component Analysis
coefficient space. It can be shown that the best possible success
rate of this method is 1

k . Another method, proposed by Phillips
[9], protects privacy by reducing the number of eigen vectors
used in reconstructing images from basis vectors.

In this paper a novel method is proposed that aims to reduce
the percentage of positive face identification of common recog-
nition algorithms, while retaining enough visual information
to characterize the end product as visually acceptable. The
proposed method utilizes the singular value decomposition
method (SVD), manipulating the values of the coefficients,
in order to alter the initial image. The purpose is to enable
human viewers to identify the individual pictured, while hin-
dering common identification methods from achieving a high
identification rate.

The rest of the paper is organized as follows. Section II, pro-
vides an overview of the singular value decomposition method.
Section III, describes the proposed method. Experimental
results are presented in Section IV. Finally, the conclusions
are drawn in Section V.
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or persons in a scene, while common classification algorithms
fail to do so. The approach used to achieve this involves the use
of singular value decomposition (SVD). From experiments it can
be concluded that, the method reduces the percentage of correct
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I. INTRODUCTION

With the increasing amount of visual media that is shared,
viewed and stored on-line, it is incontestable that privacy is a
main concern for all users. The free access that is granted to
all this visual information may carry many dangers concerning
the privacy of the creators and of the subjects in these media.
Face recognition algorithms are able to identify faces in videos
and images without much effort, thus violating the privacy of
the subjects. Malicious users can use video sharing sites and
social media to collect information about specific individuals
and groups fast and effortlessly. Moreover, the wide use of
video surveillance in public places, in conjunction with face
identification software, is a major threat of privacy, since, all
persons can be identified regardless of suspicion level. Other
examples of contributors to the problem include Google Street
View and EverySpace among others, whose attempt to provide
services which include visual data inevitably invade our every-
day privacy, although not intentionally. As such, the necessity
arises to develop methods that protect the subject’s privacy,
while maintaining a level of quality. This quality is not only
limited to the visual quality of the final product, but the viewer
must also be able to recognize the number of individuals in
a scene, possibly even the individuals themselves and what
actions are taking place in the image or video frame.

With this in mind, suppose a malicious user has trained a
classifier in order to recognize images of targeted individuals
or groups in a set of images available online. New images
that are modified by a certain method, will not be recognized
by the trained classifier, tackling the attempt of a malicious
user searching new images of his targets and rendering further
activities of the targets safe.

In order to achieve this, the common approach is to develop
algorithms designed to hinder face recognition by both human

viewers and face recognition methods. These algorithms aim
to destroy the majority if not all visual data. Some of these
methods achieve this by completely or partially blackening the
face area [8]. Other methods in this category include the use
of 3D morphable models [3] to cover the initial face in the
image. Some methods have also been proposed that exploit the
weaknesses of various face recognition algorithms, in order to
manipulate images in a way that reduces the effectiveness of
these algorithms [4]. Generally, most available methods for
face de-identification fall in one of two groups, those that
involve ad-hoc distortion [1] [8] [10] and the k-Same family
of algorithms [6], implementing the k-anonymity protection
model. The ad-hoc methods use simple methods, such as,
smoothing the image using a Gaussian filter and subsampling
an image leading to pixelation. It can be shown that these
algorithms are easy to defeat and, also, degrade the utility of
the images. The k-Same family of algorithms implements k-
anonymity. From a set of initial images in which each subject
is represented by only one image (known as person-specific),
this method computes the de-identified image set so that all
of the de-identified images indiscriminately relate to at least
k elements of the initial image set. This method works either
in the image space or in the Principal Component Analysis
coefficient space. It can be shown that the best possible success
rate of this method is 1

k . Another method, proposed by Phillips
[9], protects privacy by reducing the number of eigen vectors
used in reconstructing images from basis vectors.

In this paper a novel method is proposed that aims to reduce
the percentage of positive face identification of common recog-
nition algorithms, while retaining enough visual information
to characterize the end product as visually acceptable. The
proposed method utilizes the singular value decomposition
method (SVD), manipulating the values of the coefficients,
in order to alter the initial image. The purpose is to enable
human viewers to identify the individual pictured, while hin-
dering common identification methods from achieving a high
identification rate.

The rest of the paper is organized as follows. Section II, pro-
vides an overview of the singular value decomposition method.
Section III, describes the proposed method. Experimental
results are presented in Section IV. Finally, the conclusions
are drawn in Section V.
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II. SINGULAR VALUE DECOMPOSITION

Singular value decomposition (SVD) [4] [7] [2] [5]is a
matrix factorization method that approximates a matrix A ∈
�n×p with the product of three matrices U ∈ �n×n,S ∈
�n×p and V ∈ �p×p. The SVD theorem, states that any real
matrix A ∈ �n×p can be decomposed uniquely as

A = USVT (1)

Matrices U and V must abide to the following conditions:

UTU = In×n (2)

and

VTV = Ip×p, (3)

where In×n and Ip×p are the identity matrices of size n and
p, respectively, meaning that U and V are orthogonal. Matrix
S is a diagonal matrix with the same dimensions as the input
matrix A, containing the singular values of A.

In order to perform singular value decomposition it is
necessary to find the eigenvalues and eigenvectors of the
symmetric matrices AAT and ATA. The eigenvectors of
ATA consist the columns of matrix V. The matrix ATA
can be written as:

ATA = USVTVSUT = US2UT (4)

The eigenvectors of AAT make up the columns of matrix U.
The matrix AAT can be written as:

AAT = USVTUSVT = VS2VT (5)

Finally, the singular values in S are the square roots of the
matrix AAT or ATA eigenvalues. The singular values are
arranged in descending order in the primary diagonal of matrix
S. These singular values are real numbers. More explicitly, if
A is a matrix with real values, then the values in U and V
are also real.

Having calculated the matrices of the singular value decom-
position, the initial rectangular matrix can be derived, by using
the formula (1) mentioned in the SVD theorem. Matrix A can
also be alternatively computed as

A =
rank∑
i=1

σiuiv
T
i , (6)

where ui ∈ �n, vi�p denote the columns of matrices U and
V, respectively. rank denotes the rank of matrix A and it is
equal to the number of its positive singular values. As a result,
the rank of matrix A is equal to the rank of matrix S, since
the rank of a diagonal matrix is equal to the number of its
nonzero diagonal entries. Finally, σi denotes the ith singular
value of A.

III. PERSON DE-IDENTIFICATION BASED ON SVD

The workhorse of the proposed method is SVD applied
on facial images. As described in Section II, SVD factor-
izes the input matrix (in our case a facial image) A as a
product of three matrices: the singular values matrix S and
the eigenvectors matrices U and V. The proposed person de-
identification method utilizes the SVD to manipulate facial
images in order to reduce facial identification by software
agents. This method alters the values in the matrices produced
by the decomposition.

In order to reduce the correct identification rate, the follow-
ing steps are followed. First, the coefficients (singular values)
of matrix S with the largest values are reduced to zero. Next,
the matrices U and V are blurred using an averaging filter.
Finally, the same matrices are sharpened using a modified
Sobel filter. The logic behind this course of action, is described
below.

A. SVD Coefficient Zeroing (SVD-CZ)

The most discriminative visual information in an image
lies in the coefficients (singular values) with the largest
values. Therefore, in the first step, the idea is to remove
this information contained in the first coefficients, in the
form of pixel luminosity. Since we are removing the first N
coefficients, we are actually removing those coefficients that
contain the majority of information that a face recognition
algorithm would use to successfully identify a subject. This is
achieved by setting the first N singular values in S to zero.
Equivalently, we remove the first N primary coefficients used
in recomposing the final image. This process produces a new
S matrix referred to as SCZ . Dropping SVD coefficients other
than the first was also attempted, but the error rates for the
mentioned classifiers was low.

By setting the N largest singular values to zero, the final
image tends to darken with respect to the input image. In order
to preserve adequate visual data for easy face identification
by human viewers, we increase the luminosity of all pixels
in the end of the process, by adding a fixed value to the
pixels of the output image. This darkening effect is due to
the fact that the largest coefficients in matrix S are reduced to
zero. These values are subsequently used in the calculation of
the output image through matrix multiplication. Since matrix
multiplication involves summing of coefficients some of which
are set to zero instead of having their initial positive values,
the result is smaller in numerical value. As a result, the output
image is darker.

The effect of SVD coefficients zeroing can be viewed in
Figure 1, where the darkening effect was reduced by adding
luminosity 100 in each pixel of the final images.

B. SVD Coefficient Averaging (SVD-CA)

As we have previously discussed, the method goal is to
allow human viewers to recognize with relative ease the
subject in an image and, at the same time, fool automatic
classifiers trying to identify specific individuals. This difficulty
will arise from the fact that these classifiers where trained with

(a) (b) (c) (d)

Fig. 1. (a) Original Frame, (b) SVD-CZ with N = 1, (c) SVD-CZ with
N = 2, (d) SVD-CZ with N = 4

Fig. 2. Left: Result for SVD-CA with r = 4 Right: Result for SVD-CA with
r=10 (composed with Uaveraged and Vaveraged)

Fig. 3. Left: Result for SVD-CA with r = 10, Right: Result for SVD-CA
with r = 20

clean versions of the images and ,subsequently, will falsely
identify the manipulated images. To achieve this, the entries
of the eigenvectors in matrices U and V are mixed by a
blurring filter. The averaging filter employed is the m × m
circular averaging filter, with m = 2r + 1, where r is the
radius of the circular filter. By applying the averaging filter
to matrices U and V, we obtain the matrices Uaveraged and
Vaveraged. Recomposing the image solely from the averaged
matrices, leads to poor visual quality, as portrayed in Figure 2.
From Figure 2 we notice that the output images are degraded
beyond recognition. In order to counterbalance this effect, only
a percentage of the values from the new matrices is used. The
final matrices UCA and VCA utilized to calculate the output
image are given by the following equations:

UCA =
α ∗Uaveraged +U

1 + α
(7)

and
VCA =

α ∗Vaveraged +V

1 + α
, (8)

where the parameter α adjusts the equilibrium between vi-
sual quality and privacy protection. Similarly to the previous
method, this step also introduces a darkening effect in the
resulting image. This effect is adjusted as in the first step.
The visual result of equations (7), (8) is displayed in Figure
3, individually for SVD-CA with added luminosity 100.

C. SVD Modified Sobel Filtering (SVD-MSF)

The final step utilizes a modified Sobel filter in order
to manipulate matrices UCA and VCA. Sobel filtering is

Fig. 4. Left: Result for SVD-MSF d = 0.2, Right: Result for SVD-MSF
d = 1.0

generally used for edge detection in images. Edge detection
is used to remove part of the previous blurring, while mixing
the coefficient values even further.This modified filter, contains
values different from the classic Sobel filter. More specifically,
the filter G used is a 3× 3 matrix of the form:

G =




d 2d d
0 0 0
−d −2d −d


 (9)

where the parameter d was empirically determined to be in
the range [0.2, 0.8]. Edge detection when applied to matrices
UCA and VCA results in matrices Ufinal and Vfinal. Similar
to the SVD-CA step, only a percentage of the resulting matrix
is used in computing the output image according to (7), (8).
The output of this individual step is shown in Figure 4. After
applying the above steps, the output image P is calculated,
through the matrices Ufinal, SCZ and Vfinal using the
formula:

P = UfinalSCZV
T
final (10)

In the following, this series of steps will be referred to as the
SVD-DID method.

IV. EXPERIMENTAL RESULTS

A. Database Description

The experiments where run on the XM2VTS and the Yale
B facial image databases. From the XM2VTS database, 16
individuals where selected and used in the experimental pro-
cess from the first recording. These individuals are facing the
camera with a neutral background. The frontal images where
isolated, and cropped to the face area. Finally, the images
where converted to grayscale. This process resulted in a dataset
with 388 train and 265 test samples from the 16 videos.
Each sample has 128721 dimensions (401 × 321), with both
test and train samples converted in vertexes with dimensions
1 × 128721. The Extended Yale B database includes images
from 38 individuals under different lighting conditions. Train
and test cases where defined having 1209 and 1205 samples,
respectively, by randomly selecting half the images of each
individuals. Each image has 1200 dimensions (30×40). These
train and test samples where used to train classifiers in order
to measure the efficiency of the proposed method. The two
classifiers used are the K-Nearest Neighbor (KNN) Classifier
with 3 neighbors and the Naive Bayes Classifier (NBC).
These classifiers base recognition on the image texture. Other
classifiers exist that employ information for the facial image
structure based on the detection of a set of fiducial points.
These classifiers do not perform as well as texture-based
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II. SINGULAR VALUE DECOMPOSITION

Singular value decomposition (SVD) [4] [7] [2] [5]is a
matrix factorization method that approximates a matrix A ∈
�n×p with the product of three matrices U ∈ �n×n,S ∈
�n×p and V ∈ �p×p. The SVD theorem, states that any real
matrix A ∈ �n×p can be decomposed uniquely as

A = USVT (1)

Matrices U and V must abide to the following conditions:

UTU = In×n (2)

and

VTV = Ip×p, (3)

where In×n and Ip×p are the identity matrices of size n and
p, respectively, meaning that U and V are orthogonal. Matrix
S is a diagonal matrix with the same dimensions as the input
matrix A, containing the singular values of A.

In order to perform singular value decomposition it is
necessary to find the eigenvalues and eigenvectors of the
symmetric matrices AAT and ATA. The eigenvectors of
ATA consist the columns of matrix V. The matrix ATA
can be written as:

ATA = USVTVSUT = US2UT (4)

The eigenvectors of AAT make up the columns of matrix U.
The matrix AAT can be written as:

AAT = USVTUSVT = VS2VT (5)

Finally, the singular values in S are the square roots of the
matrix AAT or ATA eigenvalues. The singular values are
arranged in descending order in the primary diagonal of matrix
S. These singular values are real numbers. More explicitly, if
A is a matrix with real values, then the values in U and V
are also real.

Having calculated the matrices of the singular value decom-
position, the initial rectangular matrix can be derived, by using
the formula (1) mentioned in the SVD theorem. Matrix A can
also be alternatively computed as

A =
rank∑
i=1

σiuiv
T
i , (6)

where ui ∈ �n, vi�p denote the columns of matrices U and
V, respectively. rank denotes the rank of matrix A and it is
equal to the number of its positive singular values. As a result,
the rank of matrix A is equal to the rank of matrix S, since
the rank of a diagonal matrix is equal to the number of its
nonzero diagonal entries. Finally, σi denotes the ith singular
value of A.

III. PERSON DE-IDENTIFICATION BASED ON SVD

The workhorse of the proposed method is SVD applied
on facial images. As described in Section II, SVD factor-
izes the input matrix (in our case a facial image) A as a
product of three matrices: the singular values matrix S and
the eigenvectors matrices U and V. The proposed person de-
identification method utilizes the SVD to manipulate facial
images in order to reduce facial identification by software
agents. This method alters the values in the matrices produced
by the decomposition.

In order to reduce the correct identification rate, the follow-
ing steps are followed. First, the coefficients (singular values)
of matrix S with the largest values are reduced to zero. Next,
the matrices U and V are blurred using an averaging filter.
Finally, the same matrices are sharpened using a modified
Sobel filter. The logic behind this course of action, is described
below.

A. SVD Coefficient Zeroing (SVD-CZ)

The most discriminative visual information in an image
lies in the coefficients (singular values) with the largest
values. Therefore, in the first step, the idea is to remove
this information contained in the first coefficients, in the
form of pixel luminosity. Since we are removing the first N
coefficients, we are actually removing those coefficients that
contain the majority of information that a face recognition
algorithm would use to successfully identify a subject. This is
achieved by setting the first N singular values in S to zero.
Equivalently, we remove the first N primary coefficients used
in recomposing the final image. This process produces a new
S matrix referred to as SCZ . Dropping SVD coefficients other
than the first was also attempted, but the error rates for the
mentioned classifiers was low.

By setting the N largest singular values to zero, the final
image tends to darken with respect to the input image. In order
to preserve adequate visual data for easy face identification
by human viewers, we increase the luminosity of all pixels
in the end of the process, by adding a fixed value to the
pixels of the output image. This darkening effect is due to
the fact that the largest coefficients in matrix S are reduced to
zero. These values are subsequently used in the calculation of
the output image through matrix multiplication. Since matrix
multiplication involves summing of coefficients some of which
are set to zero instead of having their initial positive values,
the result is smaller in numerical value. As a result, the output
image is darker.

The effect of SVD coefficients zeroing can be viewed in
Figure 1, where the darkening effect was reduced by adding
luminosity 100 in each pixel of the final images.

B. SVD Coefficient Averaging (SVD-CA)

As we have previously discussed, the method goal is to
allow human viewers to recognize with relative ease the
subject in an image and, at the same time, fool automatic
classifiers trying to identify specific individuals. This difficulty
will arise from the fact that these classifiers where trained with

(a) (b) (c) (d)

Fig. 1. (a) Original Frame, (b) SVD-CZ with N = 1, (c) SVD-CZ with
N = 2, (d) SVD-CZ with N = 4

Fig. 2. Left: Result for SVD-CA with r = 4 Right: Result for SVD-CA with
r=10 (composed with Uaveraged and Vaveraged)

Fig. 3. Left: Result for SVD-CA with r = 10, Right: Result for SVD-CA
with r = 20

clean versions of the images and ,subsequently, will falsely
identify the manipulated images. To achieve this, the entries
of the eigenvectors in matrices U and V are mixed by a
blurring filter. The averaging filter employed is the m × m
circular averaging filter, with m = 2r + 1, where r is the
radius of the circular filter. By applying the averaging filter
to matrices U and V, we obtain the matrices Uaveraged and
Vaveraged. Recomposing the image solely from the averaged
matrices, leads to poor visual quality, as portrayed in Figure 2.
From Figure 2 we notice that the output images are degraded
beyond recognition. In order to counterbalance this effect, only
a percentage of the values from the new matrices is used. The
final matrices UCA and VCA utilized to calculate the output
image are given by the following equations:

UCA =
α ∗Uaveraged +U

1 + α
(7)

and
VCA =

α ∗Vaveraged +V

1 + α
, (8)

where the parameter α adjusts the equilibrium between vi-
sual quality and privacy protection. Similarly to the previous
method, this step also introduces a darkening effect in the
resulting image. This effect is adjusted as in the first step.
The visual result of equations (7), (8) is displayed in Figure
3, individually for SVD-CA with added luminosity 100.

C. SVD Modified Sobel Filtering (SVD-MSF)

The final step utilizes a modified Sobel filter in order
to manipulate matrices UCA and VCA. Sobel filtering is

Fig. 4. Left: Result for SVD-MSF d = 0.2, Right: Result for SVD-MSF
d = 1.0

generally used for edge detection in images. Edge detection
is used to remove part of the previous blurring, while mixing
the coefficient values even further.This modified filter, contains
values different from the classic Sobel filter. More specifically,
the filter G used is a 3× 3 matrix of the form:

G =




d 2d d
0 0 0
−d −2d −d


 (9)

where the parameter d was empirically determined to be in
the range [0.2, 0.8]. Edge detection when applied to matrices
UCA and VCA results in matrices Ufinal and Vfinal. Similar
to the SVD-CA step, only a percentage of the resulting matrix
is used in computing the output image according to (7), (8).
The output of this individual step is shown in Figure 4. After
applying the above steps, the output image P is calculated,
through the matrices Ufinal, SCZ and Vfinal using the
formula:

P = UfinalSCZV
T
final (10)

In the following, this series of steps will be referred to as the
SVD-DID method.

IV. EXPERIMENTAL RESULTS

A. Database Description

The experiments where run on the XM2VTS and the Yale
B facial image databases. From the XM2VTS database, 16
individuals where selected and used in the experimental pro-
cess from the first recording. These individuals are facing the
camera with a neutral background. The frontal images where
isolated, and cropped to the face area. Finally, the images
where converted to grayscale. This process resulted in a dataset
with 388 train and 265 test samples from the 16 videos.
Each sample has 128721 dimensions (401 × 321), with both
test and train samples converted in vertexes with dimensions
1 × 128721. The Extended Yale B database includes images
from 38 individuals under different lighting conditions. Train
and test cases where defined having 1209 and 1205 samples,
respectively, by randomly selecting half the images of each
individuals. Each image has 1200 dimensions (30×40). These
train and test samples where used to train classifiers in order
to measure the efficiency of the proposed method. The two
classifiers used are the K-Nearest Neighbor (KNN) Classifier
with 3 neighbors and the Naive Bayes Classifier (NBC).
These classifiers base recognition on the image texture. Other
classifiers exist that employ information for the facial image
structure based on the detection of a set of fiducial points.
These classifiers do not perform as well as texture-based
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classifiers. However, we still expect the proposed method
to affect these classifiers since the accurate detection of the
fiducial points will be hindered from texture manipulation.

B. Significance of each step in de-identification accuracy

In this section, we present and analyze the results from
training and testing the efficiency of each of the steps described
in Section III. The results are presented for each step with error
percentages and the mean Mean Square Error (mMSE) for the
test set of images, compared to the initial set.

To calculate the mMSE we assume that the images are in
vector form with dimensions np× 1, where np is the number
of pixels in each image. With this in mind, this metric, is
calculated using the following formula:

mMSE =
1

Nim

Nim∑
i=1


 1

np

np∑
j=1

(
Mi(j)− M̂i(j)

)2


 , (11)

where Nim is the total number of images, np is the number
of image pixels, Mi is the ith original image and finally M̂i

is the ith output image of the applied method. All calculations
for the mMSE are done with the images having values in the
range [0, 1], after they where divided by 255.

As mentioned above, the necessity to increase the luminos-
ity of all pixels in the final image arises in order to counterbal-
ance the darkening effect introduced by the algorithm steps.
In the experiments, the values 0, 100 and 150 were used for
reducing the darkening effect.

1) Results for SVD-CZ: Experimental results of setting the
N largest singular values to zero are depicted in Tables I and
II. It can be observed that, the increase of the number of zeroed
singular values tends to increase the mMSE while, at the same
time, the error rate is increased for both classifiers. Altering
the number of nearest neighbors in the KNN classifier such as
1 and 5, yields the same results. These results are displayed
for different number of zeroed coefficients and for different
amounts of brightness added to the final image. Visual results
can be seen in Figure 1. It can be easily seen from these
figures that this method alone does not provide an acceptable
output image, since too many visual artifacts are introduced
that decrease the overall image quality, even by zeroing only
a couple of the first singular values.

2) Results for SVD-CA: For the circular averaging filter,
the error rates are displayed in Tables III and IV. The error
rates where calculated in relation with the radius r of the
circular filter and the amount of brightness that is applied for
both databases. The mMSE in this case does not increase by
increasing radius r. However, is shows a relevance to the added
luminosity as well. On the other hand, error rates increase by
increasing the radius value. Resulting images can be seen in
Figure 3.

For this step, it was mentioned that only a percentage of the
newly calculated matrices is used. By varying parameter α, we
obtain the results in Table V. We conclude that parameter α
affects the error rate of both classifiers. The parameters where
r = 10, α = 0.8. From this table it can be observed that by

TABLE V
ERROR RATES FOR SVD-CA r = 10

Param. α KNN (K=3) Naive Bayes mMSE
α = 0.5 52.08 % 68.30 % 0.0549
α = 0.8 53.21 % 83.02 % 0.0477
α = 1.0 59.25 % 86.79 % 0.0468

TABLE VIII
ERROR RATES FOR SVD-MSF d = 0.5

Param. α KNN (K=3) Naive Bayes mMSE
α = 0.5 52.08 % 68.30 % 0.0512
α = 0.8 50.56 % 86.79 % 0.0454
α = 1.0 55.47 % 90.57 % 0.0453

increasing parameter α the mMSE increases along with the
error rate of the classifiers.

3) Results for SVD-MSF: Applying the modified Sobel
filter to the matrices, we obtain the error rates displayed in
Tables VI and VII. The results are related with parameter d
and the added luminosity. By increasing the value of parameter
d we obtain higher mMSE but, generally, the error rates remain
unchanged. As before, parameter α was set to 0.8. Image
results of the method are displayed in Figure 4 for parameters
d = 0.5, α = 0.8.

In this method, altering parameter α, leads to the error rates
in Table IX. The error rates are for the parameter d value
d = 0.5 and added luminosity 100. In this case, altering α
leads to a decrease of the mMSE and varying error rates.

Summarizing the results for each phase independently, we
observe that some of these phases either degrade image quality
to a great extend, or provide insufficient privacy protection. By
merging all these phases in one method we obtain the results
shown in the following section.

C. Results for SVD-DID

The SVD-DID method as a whole includes the three steps
described in the previous sections (III-A,III-B,III-C). By ap-
plying these in the following order, i.e. SVD-CZ, SVD-CA
and SVD-MSF, we derive this method that encompasses the
advantages of all phases which are image quality and privacy
protection. The defined parameters of this method can be
altered to adjust the equilibrium between image quality and
privacy protection, depending on the purpose of applying this
method. The results for the full application of this method are
displayed in Tables IX and X and Figures 5 and 6. The results
in the tables are displayed in relation with parameter α, added
luminosity and number of zeroed coefficients. Other visual
results are displayed in Figure 7 for higher luminosity added
to the image at 150. Figure 8 shows the result of applying a
circular filter and a modified Sobel filter with inappropriate
parameters.

In the SVD-DID method, numerous parameters are involved
in composing the final image. These parameters give this
method the flexibility required for modern privacy needs. A
parameter that plays major role in the error rates of this method
is the added luminosity. The value of 100 was generally
chosen, since it displayed good visual output and low mMSE.
Increasing luminosity over about 150, leads pixel values over

TABLE I
ERROR RATES FOR NUMBER OF ZEROED COEFFICIENTS (XM2VTS)

Zeroed Luminosity +0 Luminosity +100 Luminosity +150
Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

1 69.34 % 69.34 % 0.1903 55.47 % 55.47 % 0.0484 52.45 % 52.45 % 0.0927
2 90.57 % 90.57 % 0.1959 72.45 % 72.45 % 0.0523 72.45 % 72.45 % 0.0959
4 90.57 % 90.57 % 0.2001 83.02 % 83.02 % 0.0552 78.49 % 78.49 % 0.0981
8 93.21 % 93.21 % 0.2023 93.21 % 93.21 % 0.0569 79.25 % 79.25 % 0.0996

TABLE II
ERROR RATES FOR NUMBER OF ZEROED COEFFICIENTS (YALEB)

Zeroed Luminosity +0 Luminosity +100 Luminosity +150
Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

1 92.53 % 96.43 % 11.373 e-4 79.25 % 92.53 % 5.5735 e-4 90.12 % 97.51 % 13.426 e-4
2 93.61 % 97.34 % 11.910 e-4 97.26 % 96.51 % 6.0820 e-4 93.94 % 97.51 % 13.921 e-4
4 95.60 % 97.34 % 12.187 e-4 97.34 % 96.51 % 6.3574 e-4 95.93 % 97.51 % 14.195 e-4
8 96.93 % 97.34 % 12.312 e-4 97.34 % 97.51 % 6.4748 e-4 97.26 % 97.51 % 14.309 e-4

TABLE III
ERROR RATES FOR CIRCULAR AVERAGING FILTER (XM2VTS)

Filter Luminosity +0 Luminosity +100 Luminosity +150
Radius KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

5 85.66 % 67.55 % 0.0815 49.43 % 83.02 % 0.0518 80.38 % 72.08 % 0.1524
10 86.04 % 69.06 % 0.0895 53.21 % 83.02 % 0.0477 80.38 % 72.08 % 0.1422
20 90.57 % 71.70 % 0.0935 50.06 % 86.79 % 0.0459 80.38 % 72.08 % 0.1375

TABLE IV
ERROR RATES FOR CIRCULAR AVERAGING FILTER (YALEB)

Filter Luminosity +0 Luminosity +100 Luminosity +150
Radius KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

5 94.85 % 96.18 % 1.1050 e-4 90.54 % 97.51 % 1.4683 e-4 97.01 % 97.51 % 4.0146 e-4
10 94.61 % 96.43 % 1.2097 e-4 89.88 % 97.51 % 1.4204 e-4 96.93 % 97.51 % 3.8905 e-4
20 94.77 % 96.43 % 1.2632 e-4 89.88 % 97.51 % 1.3986 e-4 96.85 % 97.51 % 3.8310 e-4

the 255 limit of 8 bit images increasing the mMSE and the
error rates of the classifiers. Hence, the attacker cannot identify
the transformed images by increasing the image luminosity.
Luminosity is dependent on image capture settings and the
value of parameter N , which can be selected depending on
the size of the image as well as the level of target privacy.
Generally, reducing the first four coefficients is sufficient to
achieve high error rates. In the case of parameter α, the value
of 0.8 is preferred. Further increasing α, a larger portion of
the distorted matrix is used to compose the final image. The
value for parameter d should be selected in conjunction with
parameter r. These parameters can be selected in order to
introduce more visual artifacts in the output image (low r,
high d). This can be used to hinder recognition from the
mentioned classifiers as well as others based on fiducial points
giving false negatives on automatic fiducial point recognition
algorithms. The proposed values are 0.5 for d and 10 for
parameter r.

From the above results and discussion, we observe that with
the correct selection of parameter values, we can attain high
levels of privacy, while maintaining acceptable image quality.
Error rates for both classifiers are high for both databases with
maximum error rates at 97.36 % (NBC) for the XM2VTS
database and 97.51 % (NBC) for the YaleB database.

Fig. 5. Left: Result for SVD-DID for N=1, luminosity +100, α=0.5, Right:
Result for SVD-DID for N=1, luminosity +100, α=0.8 (r = 10 and d = 0.5)

Fig. 6. Left: Result for SVD-DID for N=2, luminosity +100, α=0.5, Right:
Result for SVD-DID for N=2, luminosity +100, α=0.8 (r = 10 and d = 0.5)

Fig. 7. Left: Result for SVD-DID for N=2, luminosity +150, α=0.5, Right:
Result for SVD-DID for N=2, luminosity +150, α=0.8 (r = 10 and d = 0.5)
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classifiers. However, we still expect the proposed method
to affect these classifiers since the accurate detection of the
fiducial points will be hindered from texture manipulation.

B. Significance of each step in de-identification accuracy

In this section, we present and analyze the results from
training and testing the efficiency of each of the steps described
in Section III. The results are presented for each step with error
percentages and the mean Mean Square Error (mMSE) for the
test set of images, compared to the initial set.

To calculate the mMSE we assume that the images are in
vector form with dimensions np× 1, where np is the number
of pixels in each image. With this in mind, this metric, is
calculated using the following formula:

mMSE =
1

Nim

Nim∑
i=1


 1

np

np∑
j=1

(
Mi(j)− M̂i(j)

)2


 , (11)

where Nim is the total number of images, np is the number
of image pixels, Mi is the ith original image and finally M̂i

is the ith output image of the applied method. All calculations
for the mMSE are done with the images having values in the
range [0, 1], after they where divided by 255.

As mentioned above, the necessity to increase the luminos-
ity of all pixels in the final image arises in order to counterbal-
ance the darkening effect introduced by the algorithm steps.
In the experiments, the values 0, 100 and 150 were used for
reducing the darkening effect.

1) Results for SVD-CZ: Experimental results of setting the
N largest singular values to zero are depicted in Tables I and
II. It can be observed that, the increase of the number of zeroed
singular values tends to increase the mMSE while, at the same
time, the error rate is increased for both classifiers. Altering
the number of nearest neighbors in the KNN classifier such as
1 and 5, yields the same results. These results are displayed
for different number of zeroed coefficients and for different
amounts of brightness added to the final image. Visual results
can be seen in Figure 1. It can be easily seen from these
figures that this method alone does not provide an acceptable
output image, since too many visual artifacts are introduced
that decrease the overall image quality, even by zeroing only
a couple of the first singular values.

2) Results for SVD-CA: For the circular averaging filter,
the error rates are displayed in Tables III and IV. The error
rates where calculated in relation with the radius r of the
circular filter and the amount of brightness that is applied for
both databases. The mMSE in this case does not increase by
increasing radius r. However, is shows a relevance to the added
luminosity as well. On the other hand, error rates increase by
increasing the radius value. Resulting images can be seen in
Figure 3.

For this step, it was mentioned that only a percentage of the
newly calculated matrices is used. By varying parameter α, we
obtain the results in Table V. We conclude that parameter α
affects the error rate of both classifiers. The parameters where
r = 10, α = 0.8. From this table it can be observed that by

TABLE V
ERROR RATES FOR SVD-CA r = 10

Param. α KNN (K=3) Naive Bayes mMSE
α = 0.5 52.08 % 68.30 % 0.0549
α = 0.8 53.21 % 83.02 % 0.0477
α = 1.0 59.25 % 86.79 % 0.0468

TABLE VIII
ERROR RATES FOR SVD-MSF d = 0.5

Param. α KNN (K=3) Naive Bayes mMSE
α = 0.5 52.08 % 68.30 % 0.0512
α = 0.8 50.56 % 86.79 % 0.0454
α = 1.0 55.47 % 90.57 % 0.0453

increasing parameter α the mMSE increases along with the
error rate of the classifiers.

3) Results for SVD-MSF: Applying the modified Sobel
filter to the matrices, we obtain the error rates displayed in
Tables VI and VII. The results are related with parameter d
and the added luminosity. By increasing the value of parameter
d we obtain higher mMSE but, generally, the error rates remain
unchanged. As before, parameter α was set to 0.8. Image
results of the method are displayed in Figure 4 for parameters
d = 0.5, α = 0.8.

In this method, altering parameter α, leads to the error rates
in Table IX. The error rates are for the parameter d value
d = 0.5 and added luminosity 100. In this case, altering α
leads to a decrease of the mMSE and varying error rates.

Summarizing the results for each phase independently, we
observe that some of these phases either degrade image quality
to a great extend, or provide insufficient privacy protection. By
merging all these phases in one method we obtain the results
shown in the following section.

C. Results for SVD-DID

The SVD-DID method as a whole includes the three steps
described in the previous sections (III-A,III-B,III-C). By ap-
plying these in the following order, i.e. SVD-CZ, SVD-CA
and SVD-MSF, we derive this method that encompasses the
advantages of all phases which are image quality and privacy
protection. The defined parameters of this method can be
altered to adjust the equilibrium between image quality and
privacy protection, depending on the purpose of applying this
method. The results for the full application of this method are
displayed in Tables IX and X and Figures 5 and 6. The results
in the tables are displayed in relation with parameter α, added
luminosity and number of zeroed coefficients. Other visual
results are displayed in Figure 7 for higher luminosity added
to the image at 150. Figure 8 shows the result of applying a
circular filter and a modified Sobel filter with inappropriate
parameters.

In the SVD-DID method, numerous parameters are involved
in composing the final image. These parameters give this
method the flexibility required for modern privacy needs. A
parameter that plays major role in the error rates of this method
is the added luminosity. The value of 100 was generally
chosen, since it displayed good visual output and low mMSE.
Increasing luminosity over about 150, leads pixel values over

TABLE I
ERROR RATES FOR NUMBER OF ZEROED COEFFICIENTS (XM2VTS)

Zeroed Luminosity +0 Luminosity +100 Luminosity +150
Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

1 69.34 % 69.34 % 0.1903 55.47 % 55.47 % 0.0484 52.45 % 52.45 % 0.0927
2 90.57 % 90.57 % 0.1959 72.45 % 72.45 % 0.0523 72.45 % 72.45 % 0.0959
4 90.57 % 90.57 % 0.2001 83.02 % 83.02 % 0.0552 78.49 % 78.49 % 0.0981
8 93.21 % 93.21 % 0.2023 93.21 % 93.21 % 0.0569 79.25 % 79.25 % 0.0996

TABLE II
ERROR RATES FOR NUMBER OF ZEROED COEFFICIENTS (YALEB)

Zeroed Luminosity +0 Luminosity +100 Luminosity +150
Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

1 92.53 % 96.43 % 11.373 e-4 79.25 % 92.53 % 5.5735 e-4 90.12 % 97.51 % 13.426 e-4
2 93.61 % 97.34 % 11.910 e-4 97.26 % 96.51 % 6.0820 e-4 93.94 % 97.51 % 13.921 e-4
4 95.60 % 97.34 % 12.187 e-4 97.34 % 96.51 % 6.3574 e-4 95.93 % 97.51 % 14.195 e-4
8 96.93 % 97.34 % 12.312 e-4 97.34 % 97.51 % 6.4748 e-4 97.26 % 97.51 % 14.309 e-4

TABLE III
ERROR RATES FOR CIRCULAR AVERAGING FILTER (XM2VTS)

Filter Luminosity +0 Luminosity +100 Luminosity +150
Radius KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

5 85.66 % 67.55 % 0.0815 49.43 % 83.02 % 0.0518 80.38 % 72.08 % 0.1524
10 86.04 % 69.06 % 0.0895 53.21 % 83.02 % 0.0477 80.38 % 72.08 % 0.1422
20 90.57 % 71.70 % 0.0935 50.06 % 86.79 % 0.0459 80.38 % 72.08 % 0.1375

TABLE IV
ERROR RATES FOR CIRCULAR AVERAGING FILTER (YALEB)

Filter Luminosity +0 Luminosity +100 Luminosity +150
Radius KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE

5 94.85 % 96.18 % 1.1050 e-4 90.54 % 97.51 % 1.4683 e-4 97.01 % 97.51 % 4.0146 e-4
10 94.61 % 96.43 % 1.2097 e-4 89.88 % 97.51 % 1.4204 e-4 96.93 % 97.51 % 3.8905 e-4
20 94.77 % 96.43 % 1.2632 e-4 89.88 % 97.51 % 1.3986 e-4 96.85 % 97.51 % 3.8310 e-4

the 255 limit of 8 bit images increasing the mMSE and the
error rates of the classifiers. Hence, the attacker cannot identify
the transformed images by increasing the image luminosity.
Luminosity is dependent on image capture settings and the
value of parameter N , which can be selected depending on
the size of the image as well as the level of target privacy.
Generally, reducing the first four coefficients is sufficient to
achieve high error rates. In the case of parameter α, the value
of 0.8 is preferred. Further increasing α, a larger portion of
the distorted matrix is used to compose the final image. The
value for parameter d should be selected in conjunction with
parameter r. These parameters can be selected in order to
introduce more visual artifacts in the output image (low r,
high d). This can be used to hinder recognition from the
mentioned classifiers as well as others based on fiducial points
giving false negatives on automatic fiducial point recognition
algorithms. The proposed values are 0.5 for d and 10 for
parameter r.

From the above results and discussion, we observe that with
the correct selection of parameter values, we can attain high
levels of privacy, while maintaining acceptable image quality.
Error rates for both classifiers are high for both databases with
maximum error rates at 97.36 % (NBC) for the XM2VTS
database and 97.51 % (NBC) for the YaleB database.

Fig. 5. Left: Result for SVD-DID for N=1, luminosity +100, α=0.5, Right:
Result for SVD-DID for N=1, luminosity +100, α=0.8 (r = 10 and d = 0.5)

Fig. 6. Left: Result for SVD-DID for N=2, luminosity +100, α=0.5, Right:
Result for SVD-DID for N=2, luminosity +100, α=0.8 (r = 10 and d = 0.5)

Fig. 7. Left: Result for SVD-DID for N=2, luminosity +150, α=0.5, Right:
Result for SVD-DID for N=2, luminosity +150, α=0.8 (r = 10 and d = 0.5)
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TABLE VI
ERROR RATES FOR MODIFIED SOBEL FILTERING (XM2VTS)

Value Luminosity +0 Luminosity +100 Luminosity +150
of d KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0.2 90.57 % 67.17 % 0.0978 50.57 % 86.79 % 0.0447 84.53 % 72.08 % 0.1335
0.5 90.57 % 67.17 % 0.0988 50.57 % 86.79 % 0.0447 85.66 % 72.08 % 0.1342
1.0 69.43 % 67.17 % 0.1041 49.81 % 86.79 % 0.0509 85.66 % 72.08 % 0.1397

TABLE VII
ERROR RATES FOR MODIFIED SOBEL FILTERING (YALEB)

Value Luminosity +0 Luminosity +100 Luminosity +150
of d KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0.2 94.11 % 96.35 % 1.3880 e-4 89.38 % 97.51 % 1.4197 e-4 96.85 % 97.51 % 3.8252 e-4
0.5 95.19 % 96.10 % 1.6637 e-4 90.04 % 97.34 % 1.7403 e-4 96.93 % 97.51 % 4.1433 e-4
1.0 95.52 % 95.44 % 4.4246 e-4 90.04 % 97.01 % 4.4916 e-4 96.93 % 97.51 % 6.8898 e-4

TABLE IX
ERROR RATES FOR SVD-DID (XM2VTS)

Luminosity +0 Luminosity +100
Zeroed α = 0.5 α = 0.8 α = 0.5 α = 0.8

Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0 65.66 % 59.25 % 0.0631 90.57 % 87.92 % 0.0977 52.83 % 68.30 % 0.0507 50.57 % 86.79 % 0.0447
1 90.57 % 97.36 % 0.1947 90.57 % 93.74 % 0.1971 76.60 % 93.21 % 0.0508 90.57 % 93.21 % 0.0527
2 90.57 % 97.36 % 0.1985 90.57 % 97.36 % 0.2000 90.57 % 93.21 % 0.0539 90.57 % 93.21 % 0.0551
4 93.21 % 97.36 % 0.2014 93.71 % 97.36 % 0.2022 93.21 % 93.21 % 0.0562 93.21 % 93.21 % 0.0569

TABLE X
ERROR RATES FOR SVD-DID (YALEB)

Luminosity +0 Luminosity +100
Zeroed α = 0.5 α = 0.8 α = 0.5 α = 0.8

Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0 93.03 % 93.94 % 8.3750 e-4 92.78 % 93.86 % 8.3746 e-4 89.21 % 97.51 % 1.5260 e-4 89.13 % 97.51 % 1.5266 e-4
1 93.53 % 97.34 % 2.5675 e-4 94.85 % 97.34 % 2.6036 e-4 97.01 % 97.18 % 1.2868 e-4 97.34 % 97.51 % 1.3220 e-4
2 95.85 % 97.34 % 2.6490 e-4 95.93 % 97.34 % 2.6653 e-4 97.34 % 97.51 % 1.3655 e-4 97.34 % 97.51 % 1.3814 e-4
4 96.68 % 97.34 % 2.6912 e-4 96.76 % 97.34 % 2.6972 e-4 97.34 % 97.51 % 1.4075 e-4 97.34 % 97.51 % 1.4131 e-4

Fig. 8. Left: Result for SVD-DID for N=1, luminosity +100, α=0.8, r = 10
and d = 5 Right: Result for SVD-DID for N=1, luminosity +100, α=0.8,
r = 10 and d = 10

V. CONCLUSIONS

We have proposed method that aims to limit the effective-
ness of face identification methods, while retaining part of the
initial visual quality. From the results above, it can be deducted
that using the appropriate parameter values in each step, a
high level of privacy can be attained. In the YaleB database,
the highest error rate achieved was 97.51% and the highest
error rate for the XM2VTS database was 97.36%. Despite
the high error rate, the end product of these methods can be
characterized as acceptable for everyday use.

This method, when applied to the initial images, tend to
have a smoothing effect on the image, while introducing visual
artifacts. Also, by applying the various methods and filters
there exists the tendency to darken the image, which is coun-
terbalanced, by adding a constant value to the output image,
in order to preserve adequate visual information so that the
faces can be identified by human viewers. The combination of
these effects reduces the identification accuracy of automatic
face identity classifiers.

From the error rates and visual results we can conclude
that the proposed SVD-DID method serves the purpose of
protecting privacy and providing a visually acceptable output.
A drawback of the proposed SVD-DID method is that it is
irreversible, i.e., once the image is filtered it cannot return
to its original form. Future work is directed towards the
implementation of reversible de-identification methods.
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Abstract—Publicly captured surveillance videos and images
serve as a rich source of biometric identifiers. Of these, the
face is the one most frequently used for the identification of
people. In order to protect a person’s identity, whenever it is not
absolutely required, the face should be de-identified. One of the
problems that any naturalness-preserving face de-identification
method should address is the variation in the face pose. In this
paper we build several active appearance face models on the
database of face images and then use them to detect face pose as
well as a gallery of faces that is then used for the de-identification.
The results can be seen as a first step to the face de-identification
in video.

Key words: Face de-identification, active appearance models,
pose variation, identity concealment

I. INTRODUCTION

Recent advances in audio and video acquisition technology
have led to the production of a large amount of multimedia
content. Once captured, this multimedia content can be stored,
analysed, shared or published. It is a rich source of infor-
mation, which is used for entertainment, news dissemination,
surveillance or control in industrial production. It could con-
tain sensitive data that is targeted only at a certain group,
or public data meant to be observed by anyone. Almost all
multimedia content is digitally stored on various distributed
computer systems or computer clouds, and the components of
those systems are publicly accessible through the web, social
networks and special web services (like Google Street View,
YouTube and Picasa). The availability of multimedia content
that is captured in public places by surveillance equipment
or occasional filming, has raised concerns about privacy and
the subsequent use of this content. This is especially true if
the images were captured from people who were not aware
of being recorded and never were not asked for their consent
afterwards.

Without any doubt, video surveillance is the largest producer
of many such records that are almost always related to
security. It is also one of the main targets of the public revolt
that arises due to its use. The reasons are justified because
video surveillance records are such a rich source of biometric
identifiers (such as face, silhouette, gait, and gesture). Among
those identifiers, the face is the most commonly used. The
face identifier contains important features that can be used by
automatic recognition systems or observed by humans for the
purpose of identifying an individual. The face identifier also

conveys information about the person’s emotional state, lip
movement or head posture, and this info can be used to analyse
what this person is saying or looking at. All these features are
a reason why video surveillance is intrusive with respect to an
individual’s privacy, and to protect it whenever the identity
is not absolutely needed, we need to at least de-identify
a face. This desire to de-identify the faces in multimedia
content is also motivated by the EU’s Data Protection Directive
(95/46/EC), which is primarily concerned with the introduction
of appropriate measures aimed at protecting personal data. In
July 2008, this directive was reviewed and updated by the
Information Commissioner’s Office (ICO) in order to comply
with the recent technological changes and the trend of moving
towards a globally networked society.

In this paper, we propose an approach to face de-
identification in still images where the faces appear in different
poses. The approach can be viewed as the first step in face
de-identification in video, if instead of still images it is applied
to the frames from a video sequence. In the approach we also
pay special attention to the preservation of naturalness.

II. FACE DE-IDENTIFICATION

Face de-identification is the process of altering raw face
images obtained from surveillance data by replacing the faces
with their modified representations. The goal of effective face
de-identification is not to completely remove the facial char-
acteristics, but to obfuscate and degrade them in appearance to
make their recognition by either machine or human unreliable.
There are two de-identification function types (figure 1). The
first type of de-identification function takes a raw face image
Ii and maps it into a de-identified face image Idi , such that
if the raw images Ii and Ij belong to different people (
Ii �= Ij), then the de-identified face images will be different
(Idi �= Idj ). The second type of de-identification function
takes n raw face images of n people and produces their de-
identified versions such that all the de-identified images are
the same. Formally, the set {I1, I2, . . . , In} is mapped to a
multiset {Id, Id, . . . , Id}, where the image Id appears exactly
n times. Some sort of raw face averaging usually achieves
this. There are benefits and drawbacks to using each of the de-
identification function types. The first type of de-identification
function takes a raw image as an input and checks whether
the person’s face image is in the gallery (or has already
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TABLE VI
ERROR RATES FOR MODIFIED SOBEL FILTERING (XM2VTS)

Value Luminosity +0 Luminosity +100 Luminosity +150
of d KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0.2 90.57 % 67.17 % 0.0978 50.57 % 86.79 % 0.0447 84.53 % 72.08 % 0.1335
0.5 90.57 % 67.17 % 0.0988 50.57 % 86.79 % 0.0447 85.66 % 72.08 % 0.1342
1.0 69.43 % 67.17 % 0.1041 49.81 % 86.79 % 0.0509 85.66 % 72.08 % 0.1397

TABLE VII
ERROR RATES FOR MODIFIED SOBEL FILTERING (YALEB)

Value Luminosity +0 Luminosity +100 Luminosity +150
of d KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0.2 94.11 % 96.35 % 1.3880 e-4 89.38 % 97.51 % 1.4197 e-4 96.85 % 97.51 % 3.8252 e-4
0.5 95.19 % 96.10 % 1.6637 e-4 90.04 % 97.34 % 1.7403 e-4 96.93 % 97.51 % 4.1433 e-4
1.0 95.52 % 95.44 % 4.4246 e-4 90.04 % 97.01 % 4.4916 e-4 96.93 % 97.51 % 6.8898 e-4

TABLE IX
ERROR RATES FOR SVD-DID (XM2VTS)

Luminosity +0 Luminosity +100
Zeroed α = 0.5 α = 0.8 α = 0.5 α = 0.8

Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0 65.66 % 59.25 % 0.0631 90.57 % 87.92 % 0.0977 52.83 % 68.30 % 0.0507 50.57 % 86.79 % 0.0447
1 90.57 % 97.36 % 0.1947 90.57 % 93.74 % 0.1971 76.60 % 93.21 % 0.0508 90.57 % 93.21 % 0.0527
2 90.57 % 97.36 % 0.1985 90.57 % 97.36 % 0.2000 90.57 % 93.21 % 0.0539 90.57 % 93.21 % 0.0551
4 93.21 % 97.36 % 0.2014 93.71 % 97.36 % 0.2022 93.21 % 93.21 % 0.0562 93.21 % 93.21 % 0.0569

TABLE X
ERROR RATES FOR SVD-DID (YALEB)

Luminosity +0 Luminosity +100
Zeroed α = 0.5 α = 0.8 α = 0.5 α = 0.8

Coefficients KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE KNN NBC mMSE
0 93.03 % 93.94 % 8.3750 e-4 92.78 % 93.86 % 8.3746 e-4 89.21 % 97.51 % 1.5260 e-4 89.13 % 97.51 % 1.5266 e-4
1 93.53 % 97.34 % 2.5675 e-4 94.85 % 97.34 % 2.6036 e-4 97.01 % 97.18 % 1.2868 e-4 97.34 % 97.51 % 1.3220 e-4
2 95.85 % 97.34 % 2.6490 e-4 95.93 % 97.34 % 2.6653 e-4 97.34 % 97.51 % 1.3655 e-4 97.34 % 97.51 % 1.3814 e-4
4 96.68 % 97.34 % 2.6912 e-4 96.76 % 97.34 % 2.6972 e-4 97.34 % 97.51 % 1.4075 e-4 97.34 % 97.51 % 1.4131 e-4

Fig. 8. Left: Result for SVD-DID for N=1, luminosity +100, α=0.8, r = 10
and d = 5 Right: Result for SVD-DID for N=1, luminosity +100, α=0.8,
r = 10 and d = 10

V. CONCLUSIONS

We have proposed method that aims to limit the effective-
ness of face identification methods, while retaining part of the
initial visual quality. From the results above, it can be deducted
that using the appropriate parameter values in each step, a
high level of privacy can be attained. In the YaleB database,
the highest error rate achieved was 97.51% and the highest
error rate for the XM2VTS database was 97.36%. Despite
the high error rate, the end product of these methods can be
characterized as acceptable for everyday use.

This method, when applied to the initial images, tend to
have a smoothing effect on the image, while introducing visual
artifacts. Also, by applying the various methods and filters
there exists the tendency to darken the image, which is coun-
terbalanced, by adding a constant value to the output image,
in order to preserve adequate visual information so that the
faces can be identified by human viewers. The combination of
these effects reduces the identification accuracy of automatic
face identity classifiers.

From the error rates and visual results we can conclude
that the proposed SVD-DID method serves the purpose of
protecting privacy and providing a visually acceptable output.
A drawback of the proposed SVD-DID method is that it is
irreversible, i.e., once the image is filtered it cannot return
to its original form. Future work is directed towards the
implementation of reversible de-identification methods.
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I. INTRODUCTION

Recent advances in audio and video acquisition technology
have led to the production of a large amount of multimedia
content. Once captured, this multimedia content can be stored,
analysed, shared or published. It is a rich source of infor-
mation, which is used for entertainment, news dissemination,
surveillance or control in industrial production. It could con-
tain sensitive data that is targeted only at a certain group,
or public data meant to be observed by anyone. Almost all
multimedia content is digitally stored on various distributed
computer systems or computer clouds, and the components of
those systems are publicly accessible through the web, social
networks and special web services (like Google Street View,
YouTube and Picasa). The availability of multimedia content
that is captured in public places by surveillance equipment
or occasional filming, has raised concerns about privacy and
the subsequent use of this content. This is especially true if
the images were captured from people who were not aware
of being recorded and never were not asked for their consent
afterwards.

Without any doubt, video surveillance is the largest producer
of many such records that are almost always related to
security. It is also one of the main targets of the public revolt
that arises due to its use. The reasons are justified because
video surveillance records are such a rich source of biometric
identifiers (such as face, silhouette, gait, and gesture). Among
those identifiers, the face is the most commonly used. The
face identifier contains important features that can be used by
automatic recognition systems or observed by humans for the
purpose of identifying an individual. The face identifier also

conveys information about the person’s emotional state, lip
movement or head posture, and this info can be used to analyse
what this person is saying or looking at. All these features are
a reason why video surveillance is intrusive with respect to an
individual’s privacy, and to protect it whenever the identity
is not absolutely needed, we need to at least de-identify
a face. This desire to de-identify the faces in multimedia
content is also motivated by the EU’s Data Protection Directive
(95/46/EC), which is primarily concerned with the introduction
of appropriate measures aimed at protecting personal data. In
July 2008, this directive was reviewed and updated by the
Information Commissioner’s Office (ICO) in order to comply
with the recent technological changes and the trend of moving
towards a globally networked society.

In this paper, we propose an approach to face de-
identification in still images where the faces appear in different
poses. The approach can be viewed as the first step in face
de-identification in video, if instead of still images it is applied
to the frames from a video sequence. In the approach we also
pay special attention to the preservation of naturalness.

II. FACE DE-IDENTIFICATION

Face de-identification is the process of altering raw face
images obtained from surveillance data by replacing the faces
with their modified representations. The goal of effective face
de-identification is not to completely remove the facial char-
acteristics, but to obfuscate and degrade them in appearance to
make their recognition by either machine or human unreliable.
There are two de-identification function types (figure 1). The
first type of de-identification function takes a raw face image
Ii and maps it into a de-identified face image Idi , such that
if the raw images Ii and Ij belong to different people (
Ii �= Ij), then the de-identified face images will be different
(Idi �= Idj ). The second type of de-identification function
takes n raw face images of n people and produces their de-
identified versions such that all the de-identified images are
the same. Formally, the set {I1, I2, . . . , In} is mapped to a
multiset {Id, Id, . . . , Id}, where the image Id appears exactly
n times. Some sort of raw face averaging usually achieves
this. There are benefits and drawbacks to using each of the de-
identification function types. The first type of de-identification
function takes a raw image as an input and checks whether
the person’s face image is in the gallery (or has already
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been seen by the system) and then produces its de-identified
version. This is a benefit since adding a new de-identified
face is independent of all the other face images that have
been previously de-identified, which as a result requires less
processing time.

The second type of de-identification function is more pri-
vacy preserving. When all the de-identified faces are changed
using the same face, there is no reversible function that can
reconstruct the original identities. However, we can easily see
two drawbacks. First, all the de-identified face images look the
same, which is very unnatural. Second, if all the identities are
used to produce a de-identified image from the raw images,
adding a new identity or removing an existing one requires a
new computation of the de-identified images, which takes a
great deal of processing time. We can also see that if there are
more images in the gallery representing the same person, the
security is reduced.

I1 Id1

I2 Id2

...
...

In Idn

Type 1

I1

I2 Id

...

In

Type 2

Fig. 1: De-identification function types

Therefore, in the face datasets where the same identity
appears multiple times or in the video sequences obtained from
the video surveillance where new faces appear very often, it
is more convenient to use the first type of de-identification
function, as it does not require knowledge about the other
identities detected so far (it is more scalable and computes
faster). We use this type of function in our experiment.

A. Related work

Face de-identification in images and videos is probably the
best known by pixelated or blurred faces, or faces covered
by a black box [1]. These methods are called ad-hoc de-
identification methods. They are not exclusively used for
hiding faces but also for hiding other biometrical identifiers
or even objects. It has been shown that such approaches are
liable to identity breaches especially if attacked using the
Parrot recognition approach [2]. In this regard, more organised
approaches have been proposed. In [3], the face image quality
is reduced by PCA projections. By lowering the number of
the eigenfaces during the face reconstruction, face details are
lost and the image becomes harder to recognise. The method
easily produces very unnatural images, but still keeps some
of the facial characteristics that can be used for automatic
recognition. The k-same based face de-identification methods
that are based on the k-anonymity model were introduced in

[2]. These methods divide a set of input face images into
subsets with at least k images, and replace each image in the
subset by the subset average. The methods are irreversible,
and at the beginning there were problems with preserving
data utility and ghosting (due to image misalignment). The
utility problem was later addressed by the introduction of a
utility function that groups images according to their similarity
prior their averaging [4], and Active Appearance Models
(AAMs) that provide the correct image alignment [5]. The
k-same methods were used on galleries where one person
can appear only once, and only in the frontal face position.
In [6] two face images are aligned to a common coordinate
frame and the face de-identification is performed by face
swapping. The silhouette de-identification (which includes the
face) in a video is described in [7]. The people are first
detected using a Histogram of Oriented Gradients (HOG)
based detector. The GrabCut segmentation is used to separate
a person from the background and also extract its silhouette.
The resulting silhouettes are segmented using voxel-based
segmentation and in the end they are blurred by an exponential
blur or a line integral convolution. So far, face de-identification
in different poses or in surveillance videos was not addressed
directly. Following the idea from [4] where the images are
grouped before de-identification to preserve facial expression
and gender, our approach uses a similar technique to group
images according to their pose. This grouping is not done by
an utility function but by using face models.

III. FACE DE-IDENTIFICATION IN DIFFERENT POSES

In still images or video frames people’s faces are captured
in arbitrary poses. Face poses that can potentially be used for
face recognition (and for the same reason for de-identification)
vary from a full left profile to a full right profile (yaw angle
from −90◦ to +90◦), a pitch from −90◦ to +90◦ while the roll
is usually more restricted (people rarely appear in the upside-
down position). When all the rotation angles are set to 0◦ the
face is in a frontal face view. The methods based on the active
appearance models (AAMs) have proved to be very successful
in synthesising facial images that possibly appear in unseen
poses [8]. These models are trained on the set of face images
in different poses and then applied to another set of images.

The active appearance models were originally proposed by
T. F. Cootes [8] and used in numerous applications, among
which, the face modelling and synthesis are the most frequent.
The models became very popular since they were able to
synthesize very natural images in a relatively short time. The
main problem with AAMs was the slow model fitting because
the solution of the linear regression technique during param-
eter adjustment was computationally expensive. Meanwhile,
several new fitting techniques were proposed, among which
was the Inverse Compositional Image Alignment technique
[9] that performed the computation of the Hessian matrix
only once. This provided a significant speed-up and made the
AAMs usable in real time applications. An overview of the
optimisation techniques created for fitting AAMs is available
in [10].

After the face detection, the face pose is estimated in order
to obtain the correct image alignment needed for the process
of face recognition. The same pose estimation and image
alignment are also needed in face de-identification. A de-
identified face should be in the same pose as the original in
order to remain natural with the rest of the body. So far, the
best pose-estimation results are obtained by using face models
that are trained to correctly capture and represent specific face
poses, and, if possible, synthesise unseen ones. In our approach
we also use face models. Simply described, the approach uses
several face models, each trained to capture and synthesise
specific face poses. Then, by fitting each of the models to a raw
face image the face pose (from the model with the best fit) is
selected, and at the same time the face region is captured. This
region is then swapped with some other face taken from the
training dataset that was used to build that best fit model. Now,
we describe the approach in a more detailed and illustrative
manner. In order to de-identify a raw face image given as
an input and at the same time preserve its naturalness, the
approach takes the following steps:

To effectively determine the face pose, we need to build
a face model for each of the poses Pi, i = 1, 2, . . . , k. The
i-th face model is built on a gallery Gi of face images with
manually labeled landmarks that preserve the correspondences
among all the poses. The process of model building is based on
active appearance models (AAMs) [8] AAMi, i = 1, 2, . . . , k.
A raw face image I that is needed to be de-identified is
matched with each of the models AAMi. The model with
the best fit (based on shape and texture differences) is chosen
to represent the pose of the raw face image. We can designate
it as a model AAMj , where 1 ≤ j ≤ k. Then from the
images in the gallery Gj that were used to build the selected
model AAMj we choose one image to replace the texture
of the raw face image I . The texture of each face image
Ij,1, Ij,2, . . . , Ij,m from the gallery Gj (where m is a number
of images in the gallery Gj) is warped to the shape of the
raw face image I (using the shape parameters determined
during model fitting). The appearance of the face image Ij,t,
1 ≤ t ≤ m, that is the closest to the raw appearance
is chosen for the texture swapping in the process of de-
identification. This means that the shape of the de-identified
face image remains the same as it was detected during the
model fitting, but the texture is changed. Note that in order
to enhance the privacy protection, instead of using the most
similar appearance for image Ij,t, we used the appearance of
image Ij,q , 1 ≤ q ≤ m that is far enough from Ij,t. Let us call
it q-far from Ij,t . The distance is based on Euclidean metrics.
Note that in the process of model building the face images
of the people to be de-identified were not used (we avoid the
trap to replace one person’s face with his or her own). The
approach described above is illustrated in Figure 2.

IV. AAM MODEL TRAINING AND EXPERIMENTS

The face AAM building and de-identification experiments
were conducted on the IMM face dataset [11]. The whole
IMM dataset contains 240 images (40 people, 6 images per
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Fig. 2: (a) The raw face image in a frontal face position;
(b),(c),(d) model shapes (for 3 different poses) that are used
for fitting to the raw image; The appearance (e) corresponding
to the shape on (c); (f),(g),(h) After model fitting we obtain
the face representation of the starting raw face image by each
of the 3 models. The best fitting model is the middle one
which corresponds to the frontal face (on the image (c));
(i),(j),(k),(l),(m) From the gallery of the frontal face model, for
example, 5 different faces and their textures are warped using
the best fit model parameters; (n) The resulting de-identified
image using the texture (m).
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been seen by the system) and then produces its de-identified
version. This is a benefit since adding a new de-identified
face is independent of all the other face images that have
been previously de-identified, which as a result requires less
processing time.

The second type of de-identification function is more pri-
vacy preserving. When all the de-identified faces are changed
using the same face, there is no reversible function that can
reconstruct the original identities. However, we can easily see
two drawbacks. First, all the de-identified face images look the
same, which is very unnatural. Second, if all the identities are
used to produce a de-identified image from the raw images,
adding a new identity or removing an existing one requires a
new computation of the de-identified images, which takes a
great deal of processing time. We can also see that if there are
more images in the gallery representing the same person, the
security is reduced.
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Fig. 1: De-identification function types

Therefore, in the face datasets where the same identity
appears multiple times or in the video sequences obtained from
the video surveillance where new faces appear very often, it
is more convenient to use the first type of de-identification
function, as it does not require knowledge about the other
identities detected so far (it is more scalable and computes
faster). We use this type of function in our experiment.

A. Related work

Face de-identification in images and videos is probably the
best known by pixelated or blurred faces, or faces covered
by a black box [1]. These methods are called ad-hoc de-
identification methods. They are not exclusively used for
hiding faces but also for hiding other biometrical identifiers
or even objects. It has been shown that such approaches are
liable to identity breaches especially if attacked using the
Parrot recognition approach [2]. In this regard, more organised
approaches have been proposed. In [3], the face image quality
is reduced by PCA projections. By lowering the number of
the eigenfaces during the face reconstruction, face details are
lost and the image becomes harder to recognise. The method
easily produces very unnatural images, but still keeps some
of the facial characteristics that can be used for automatic
recognition. The k-same based face de-identification methods
that are based on the k-anonymity model were introduced in

[2]. These methods divide a set of input face images into
subsets with at least k images, and replace each image in the
subset by the subset average. The methods are irreversible,
and at the beginning there were problems with preserving
data utility and ghosting (due to image misalignment). The
utility problem was later addressed by the introduction of a
utility function that groups images according to their similarity
prior their averaging [4], and Active Appearance Models
(AAMs) that provide the correct image alignment [5]. The
k-same methods were used on galleries where one person
can appear only once, and only in the frontal face position.
In [6] two face images are aligned to a common coordinate
frame and the face de-identification is performed by face
swapping. The silhouette de-identification (which includes the
face) in a video is described in [7]. The people are first
detected using a Histogram of Oriented Gradients (HOG)
based detector. The GrabCut segmentation is used to separate
a person from the background and also extract its silhouette.
The resulting silhouettes are segmented using voxel-based
segmentation and in the end they are blurred by an exponential
blur or a line integral convolution. So far, face de-identification
in different poses or in surveillance videos was not addressed
directly. Following the idea from [4] where the images are
grouped before de-identification to preserve facial expression
and gender, our approach uses a similar technique to group
images according to their pose. This grouping is not done by
an utility function but by using face models.

III. FACE DE-IDENTIFICATION IN DIFFERENT POSES

In still images or video frames people’s faces are captured
in arbitrary poses. Face poses that can potentially be used for
face recognition (and for the same reason for de-identification)
vary from a full left profile to a full right profile (yaw angle
from −90◦ to +90◦), a pitch from −90◦ to +90◦ while the roll
is usually more restricted (people rarely appear in the upside-
down position). When all the rotation angles are set to 0◦ the
face is in a frontal face view. The methods based on the active
appearance models (AAMs) have proved to be very successful
in synthesising facial images that possibly appear in unseen
poses [8]. These models are trained on the set of face images
in different poses and then applied to another set of images.

The active appearance models were originally proposed by
T. F. Cootes [8] and used in numerous applications, among
which, the face modelling and synthesis are the most frequent.
The models became very popular since they were able to
synthesize very natural images in a relatively short time. The
main problem with AAMs was the slow model fitting because
the solution of the linear regression technique during param-
eter adjustment was computationally expensive. Meanwhile,
several new fitting techniques were proposed, among which
was the Inverse Compositional Image Alignment technique
[9] that performed the computation of the Hessian matrix
only once. This provided a significant speed-up and made the
AAMs usable in real time applications. An overview of the
optimisation techniques created for fitting AAMs is available
in [10].

After the face detection, the face pose is estimated in order
to obtain the correct image alignment needed for the process
of face recognition. The same pose estimation and image
alignment are also needed in face de-identification. A de-
identified face should be in the same pose as the original in
order to remain natural with the rest of the body. So far, the
best pose-estimation results are obtained by using face models
that are trained to correctly capture and represent specific face
poses, and, if possible, synthesise unseen ones. In our approach
we also use face models. Simply described, the approach uses
several face models, each trained to capture and synthesise
specific face poses. Then, by fitting each of the models to a raw
face image the face pose (from the model with the best fit) is
selected, and at the same time the face region is captured. This
region is then swapped with some other face taken from the
training dataset that was used to build that best fit model. Now,
we describe the approach in a more detailed and illustrative
manner. In order to de-identify a raw face image given as
an input and at the same time preserve its naturalness, the
approach takes the following steps:

To effectively determine the face pose, we need to build
a face model for each of the poses Pi, i = 1, 2, . . . , k. The
i-th face model is built on a gallery Gi of face images with
manually labeled landmarks that preserve the correspondences
among all the poses. The process of model building is based on
active appearance models (AAMs) [8] AAMi, i = 1, 2, . . . , k.
A raw face image I that is needed to be de-identified is
matched with each of the models AAMi. The model with
the best fit (based on shape and texture differences) is chosen
to represent the pose of the raw face image. We can designate
it as a model AAMj , where 1 ≤ j ≤ k. Then from the
images in the gallery Gj that were used to build the selected
model AAMj we choose one image to replace the texture
of the raw face image I . The texture of each face image
Ij,1, Ij,2, . . . , Ij,m from the gallery Gj (where m is a number
of images in the gallery Gj) is warped to the shape of the
raw face image I (using the shape parameters determined
during model fitting). The appearance of the face image Ij,t,
1 ≤ t ≤ m, that is the closest to the raw appearance
is chosen for the texture swapping in the process of de-
identification. This means that the shape of the de-identified
face image remains the same as it was detected during the
model fitting, but the texture is changed. Note that in order
to enhance the privacy protection, instead of using the most
similar appearance for image Ij,t, we used the appearance of
image Ij,q , 1 ≤ q ≤ m that is far enough from Ij,t. Let us call
it q-far from Ij,t . The distance is based on Euclidean metrics.
Note that in the process of model building the face images
of the people to be de-identified were not used (we avoid the
trap to replace one person’s face with his or her own). The
approach described above is illustrated in Figure 2.

IV. AAM MODEL TRAINING AND EXPERIMENTS

The face AAM building and de-identification experiments
were conducted on the IMM face dataset [11]. The whole
IMM dataset contains 240 images (40 people, 6 images per
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Fig. 2: (a) The raw face image in a frontal face position;
(b),(c),(d) model shapes (for 3 different poses) that are used
for fitting to the raw image; The appearance (e) corresponding
to the shape on (c); (f),(g),(h) After model fitting we obtain
the face representation of the starting raw face image by each
of the 3 models. The best fitting model is the middle one
which corresponds to the frontal face (on the image (c));
(i),(j),(k),(l),(m) From the gallery of the frontal face model, for
example, 5 different faces and their textures are warped using
the best fit model parameters; (n) The resulting de-identified
image using the texture (m).
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person) in three different poses: yaw rotation angles −30◦,
0◦ and +30◦. Every image in the data is manually annotated
using 58 distinct landmarks. Those landmarks were used to
build the AAM models. To deal with the full 180 rotation
(left to right profile view) only five AAM models are required
[12]. The models are trained with the face images where the
face yaw rotation angles are roughly −90◦,−45◦,0◦,45◦ and
90◦ (the 0◦ degrees yaw angle corresponds to the frontal face
view). The number of models can be reduced to just three
if we suppose mirroring symmetry (between −90◦ and 90◦

or −45◦ and 45◦) [12]. In fact, based on the dataset being
used, we have concluded that three models are enough. To
build those three models we used 180 images (30 people, all
6 images) and the kept remaining 60 images for the face de-
identification testing (10 people, 6 images per person). All 180
images (used for the model building) were manually grouped
into three galleries according to the face yaw angle rotations:
G1 (yaw ∈ [−30◦,−15◦]) (look left), G2 (yaw ∈ [−15◦, 15◦])
(frontal view) and G3 (yaw ∈ [15◦, 30◦]) (look right). This
image grouping was not perform exclusively, so that the
images for which the yaw angles were hard to estimate (yaw
around + − 15◦) were assigned to the both galleries G1 and
G2 in the case of −15◦ and G2 and G3 in the case of +15◦.
In the end each gallery contained approximately 70 images.

A. AAM models training

In each gallery Gi, i = 1, 2, 3, we have built the
AAMi model as follows: The landmarks of the image
Ik ∈ Gi were arranged into a shape vector s′k =
(x1, y1, x2, y2, . . . , x58, y58)

t, where xi and yi represent the
coordinates of each landmark. We compute a mean shape
s0 as a mean vector of all the shapes s′k. In general, the
shapes are first normalised using a Procrustes analysis [8] to
eliminate rigid shape deformations; however, we have avoided
this step since all the images were taken from the same
distance and the faces were positioned in the center of the
image, so that the size and translation variations were small.
In general, this step is necessary where translation, rotation
and scaling differences between detected faces are present.
Principal Component Analysis (PCA) is performed on all the
shapes s′k in order to reduce the number of parameters used
for the shape representation and to obtain an eigenshape vector
basis for a general shape representation:

s = s0 +

m∑
j=1

pjsj ,

where sj , j = 1, 2, . . . ,m are the eigenshapes and pj are real
parameters. With a 0.95 variance retained, we have obtained
only four eigenshapes out of approximately 70 original shape
vectors. A Delaunay triangulation was performed on the mean
shape s0 of the frontal face view model (AAM2) and used
as a triangulation sequence for all the shapes in all three
AMMs to maintain the correspondence between the shapes
(figure 3). This correspondence is important as it enables affine
and inverse affine warps between each face image, even though

the images belong to different AAMs (this property is used for
the image texture warping in the later steps).

The appearance/texture is analysed in a similar manner to
the shapes. As usual, only the part of the image Ik bounded
by the triangles of the shape s′k is taken into account (it is a
convex region), while the rest of the image is neglected. Then
affine warps from each triangle of s′k to the corresponding
triangle of s0 are computed and the appearance of s′k is copied
onto s0. To avoid possible gaps in the appearance (due to
the differences in the triangle area sizes), backward warps are
performed (the inverse of the computed affine warps). This
step is usually called appearance normalisation to the mean
shape s0. The PCA is performed again on each appearance
A′

k to obtain a general expression for the appearances:

A = A0 +

n∑
j=1

λjAj ,

(A0 is a mean texture, Aj are eigen textures and λj are
real parameters). In our experiments each of the three AAMs
contained around 50 eigentextures. The hape and appearance
parameters can be combined into a single parameter vector
c = (p1, p2, . . . , pm, λ1, λ2, . . . , λn); however, here we use
them independently. After the AAMi is built, automatic fitting
is applied to any new unlabelled image I . The fitting is a linear
regression problem:

∑
x∈s0

[A0(x) +
n∑

i=1

λiAi(x)− I(W (x; p))]2,

where x is a pixel location within the shape s0 (Ai(x)
is a pixel intensity at the location x), W is a piecewise
affine warp that computes the coordinates of the pixel y
(y = W (x; p)) that correspond to the model pixel x (I(y)
is a pixel intensity). The goal of the fitting is to determine the
parameters p = (p1, p2, . . . , pm) and λ = (λ1, λ2, . . . , λn)
that minimise the equation. Initially, the minimisation process
starts with both the shape and appearance parameters set to 0
(p = (0, 0, . . . , 0) and λ = (0, 0, . . . , 0)) and iteratively adjusts
their values. When both the shape and appearance parameters
are 0, the current model’s appearance is only the mean shape
s0 and the mean texture A0. If it finishes successfully, the
model shape will fit the face position in the image I and its
appearance will be almost identical to the face. The Inverse
Compositional Algorithm [9] that we use in our experiments
simultaneously adjusts the parameters p and λ by projecting
shapes in the subspace where the appearance parameters can
be ignored. It computes the Hessian matrix only once (time
complexity O(m2N), m is the number of shape parameters, N
is the number of pixels in A0) and then in each iteration it takes
O(m3 +mN) operations to adjust the parameters p. Luckily,
the number of shape parameters is small (m = 4 in our case),
so the minimisation process is very quick (we estimate around
5ms per image on a typical 2.5Gz processor where the mean
A0 face from each AAMi fits into a N = 200×200 bounding
box). The termination criterion is usually the iteration limit
(we use 20).

Fig. 3: Sample images from each of the galleries G1, G2 and G3 with marked shapes. All the shapes use the same triangulation
order to maintain mutual correspondences.

B. Model testing and de-identification

To test our approach to face de-identification, we have used
all the remaining 60 images from the IMM that were not used
during the models building. Since there are six images per
person, we can randomly chose one of them and fit it using
each of the models to determine the face pose. After the best
fit, the model AAMj was chosen and all the images from the
gallery Gj warped to the input face shape. The q-far image
from gallery Gj is used for the texture swapping. The more
distant a face is from the Ij,t used for the texture swapping,
the better is the de-identification, but it requires additional
enhancements (lighting, skin tone) to match the rest of the
face and thus remains natural in appearance. Figure 4. shows
several results displaying a raw image, a de-identified image
and an image from the gallery that was used for the face
swapping.

C. Face recognition experiment

A necessary step after the face de-identification is its eval-
uation by some face recognition technique. For this purpose,
we have used two well-known face recognition methods: the
eigenfaces method that is based on the PCA [13] and the
Local Discriminant Analysis (LDA) method [14]. The PCA
method is suitable for small datasets, while the LDA method is
suitable in scenarios where the variance in the data is generated
by an external source, such as lighting conditions [15]. The
IMM dataset has the both properties: it is relatively small
(240 images), and the images are taken under varying lighting
conditions.

Face detection was not necessary because the IMM dataset
is annotated (we have used these landmarks to build the
AMMs). A bounding box that circumscribe each face is easily
computed by selecting minimum and maximum x and y
coordinates in each annotation. Each bounding box is resized
to 200 × 200, so that all face images have an equal size.
Before the recognition, all the images were de-identified. Each
image from the IMM was de-identified three times for the
varying q-far values: 1-far (the most similar to the raw), 10-
far (10th most similar) and 30-far (30th most similar). That
produced additional 240 images in each turn (for the each face
image, three corresponding de-identified face were produced).
We stated earlier, that images that were used to build AMMs

(a) (b) 1-far (c)

(d) (e) 3-far (f)

(g) (h) 35-far (i)

Fig. 4: Experimental results. In each row the first image is
raw image, the second is de-identified image, and the third is
the image that was used for the face swapping. How far in
visual appearance was the selected image, is denoted below
each de-identified image (q-far, q = 1 is closest, q = 35 the
most distant).

were not de-identified themselves, but only images that were
selected for the de-identification (60 images out of 240).
To get all the images de-identified, we have rebuild AMMs
three more times each time taking 60 other images for de-
identification. On larger datasets, this is not necessary.

The face recognition algorithms were trained by the raw,
unaltered faces (galleries), while the de-identified faces were
used as a probe set. To avoid low recognition rates due to
the differences in pose, the training images were grouped into
three galleries (G1, G2 and G3) according to the face yaw
rotation angle (in a similar way they were grouped during
the AAM building). Each of the galleries Gi contained 80
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person) in three different poses: yaw rotation angles −30◦,
0◦ and +30◦. Every image in the data is manually annotated
using 58 distinct landmarks. Those landmarks were used to
build the AAM models. To deal with the full 180 rotation
(left to right profile view) only five AAM models are required
[12]. The models are trained with the face images where the
face yaw rotation angles are roughly −90◦,−45◦,0◦,45◦ and
90◦ (the 0◦ degrees yaw angle corresponds to the frontal face
view). The number of models can be reduced to just three
if we suppose mirroring symmetry (between −90◦ and 90◦

or −45◦ and 45◦) [12]. In fact, based on the dataset being
used, we have concluded that three models are enough. To
build those three models we used 180 images (30 people, all
6 images) and the kept remaining 60 images for the face de-
identification testing (10 people, 6 images per person). All 180
images (used for the model building) were manually grouped
into three galleries according to the face yaw angle rotations:
G1 (yaw ∈ [−30◦,−15◦]) (look left), G2 (yaw ∈ [−15◦, 15◦])
(frontal view) and G3 (yaw ∈ [15◦, 30◦]) (look right). This
image grouping was not perform exclusively, so that the
images for which the yaw angles were hard to estimate (yaw
around + − 15◦) were assigned to the both galleries G1 and
G2 in the case of −15◦ and G2 and G3 in the case of +15◦.
In the end each gallery contained approximately 70 images.

A. AAM models training

In each gallery Gi, i = 1, 2, 3, we have built the
AAMi model as follows: The landmarks of the image
Ik ∈ Gi were arranged into a shape vector s′k =
(x1, y1, x2, y2, . . . , x58, y58)

t, where xi and yi represent the
coordinates of each landmark. We compute a mean shape
s0 as a mean vector of all the shapes s′k. In general, the
shapes are first normalised using a Procrustes analysis [8] to
eliminate rigid shape deformations; however, we have avoided
this step since all the images were taken from the same
distance and the faces were positioned in the center of the
image, so that the size and translation variations were small.
In general, this step is necessary where translation, rotation
and scaling differences between detected faces are present.
Principal Component Analysis (PCA) is performed on all the
shapes s′k in order to reduce the number of parameters used
for the shape representation and to obtain an eigenshape vector
basis for a general shape representation:

s = s0 +

m∑
j=1

pjsj ,

where sj , j = 1, 2, . . . ,m are the eigenshapes and pj are real
parameters. With a 0.95 variance retained, we have obtained
only four eigenshapes out of approximately 70 original shape
vectors. A Delaunay triangulation was performed on the mean
shape s0 of the frontal face view model (AAM2) and used
as a triangulation sequence for all the shapes in all three
AMMs to maintain the correspondence between the shapes
(figure 3). This correspondence is important as it enables affine
and inverse affine warps between each face image, even though

the images belong to different AAMs (this property is used for
the image texture warping in the later steps).

The appearance/texture is analysed in a similar manner to
the shapes. As usual, only the part of the image Ik bounded
by the triangles of the shape s′k is taken into account (it is a
convex region), while the rest of the image is neglected. Then
affine warps from each triangle of s′k to the corresponding
triangle of s0 are computed and the appearance of s′k is copied
onto s0. To avoid possible gaps in the appearance (due to
the differences in the triangle area sizes), backward warps are
performed (the inverse of the computed affine warps). This
step is usually called appearance normalisation to the mean
shape s0. The PCA is performed again on each appearance
A′

k to obtain a general expression for the appearances:

A = A0 +

n∑
j=1

λjAj ,

(A0 is a mean texture, Aj are eigen textures and λj are
real parameters). In our experiments each of the three AAMs
contained around 50 eigentextures. The hape and appearance
parameters can be combined into a single parameter vector
c = (p1, p2, . . . , pm, λ1, λ2, . . . , λn); however, here we use
them independently. After the AAMi is built, automatic fitting
is applied to any new unlabelled image I . The fitting is a linear
regression problem:

∑
x∈s0

[A0(x) +
n∑

i=1

λiAi(x)− I(W (x; p))]2,

where x is a pixel location within the shape s0 (Ai(x)
is a pixel intensity at the location x), W is a piecewise
affine warp that computes the coordinates of the pixel y
(y = W (x; p)) that correspond to the model pixel x (I(y)
is a pixel intensity). The goal of the fitting is to determine the
parameters p = (p1, p2, . . . , pm) and λ = (λ1, λ2, . . . , λn)
that minimise the equation. Initially, the minimisation process
starts with both the shape and appearance parameters set to 0
(p = (0, 0, . . . , 0) and λ = (0, 0, . . . , 0)) and iteratively adjusts
their values. When both the shape and appearance parameters
are 0, the current model’s appearance is only the mean shape
s0 and the mean texture A0. If it finishes successfully, the
model shape will fit the face position in the image I and its
appearance will be almost identical to the face. The Inverse
Compositional Algorithm [9] that we use in our experiments
simultaneously adjusts the parameters p and λ by projecting
shapes in the subspace where the appearance parameters can
be ignored. It computes the Hessian matrix only once (time
complexity O(m2N), m is the number of shape parameters, N
is the number of pixels in A0) and then in each iteration it takes
O(m3 +mN) operations to adjust the parameters p. Luckily,
the number of shape parameters is small (m = 4 in our case),
so the minimisation process is very quick (we estimate around
5ms per image on a typical 2.5Gz processor where the mean
A0 face from each AAMi fits into a N = 200×200 bounding
box). The termination criterion is usually the iteration limit
(we use 20).

Fig. 3: Sample images from each of the galleries G1, G2 and G3 with marked shapes. All the shapes use the same triangulation
order to maintain mutual correspondences.

B. Model testing and de-identification

To test our approach to face de-identification, we have used
all the remaining 60 images from the IMM that were not used
during the models building. Since there are six images per
person, we can randomly chose one of them and fit it using
each of the models to determine the face pose. After the best
fit, the model AAMj was chosen and all the images from the
gallery Gj warped to the input face shape. The q-far image
from gallery Gj is used for the texture swapping. The more
distant a face is from the Ij,t used for the texture swapping,
the better is the de-identification, but it requires additional
enhancements (lighting, skin tone) to match the rest of the
face and thus remains natural in appearance. Figure 4. shows
several results displaying a raw image, a de-identified image
and an image from the gallery that was used for the face
swapping.

C. Face recognition experiment

A necessary step after the face de-identification is its eval-
uation by some face recognition technique. For this purpose,
we have used two well-known face recognition methods: the
eigenfaces method that is based on the PCA [13] and the
Local Discriminant Analysis (LDA) method [14]. The PCA
method is suitable for small datasets, while the LDA method is
suitable in scenarios where the variance in the data is generated
by an external source, such as lighting conditions [15]. The
IMM dataset has the both properties: it is relatively small
(240 images), and the images are taken under varying lighting
conditions.

Face detection was not necessary because the IMM dataset
is annotated (we have used these landmarks to build the
AMMs). A bounding box that circumscribe each face is easily
computed by selecting minimum and maximum x and y
coordinates in each annotation. Each bounding box is resized
to 200 × 200, so that all face images have an equal size.
Before the recognition, all the images were de-identified. Each
image from the IMM was de-identified three times for the
varying q-far values: 1-far (the most similar to the raw), 10-
far (10th most similar) and 30-far (30th most similar). That
produced additional 240 images in each turn (for the each face
image, three corresponding de-identified face were produced).
We stated earlier, that images that were used to build AMMs

(a) (b) 1-far (c)

(d) (e) 3-far (f)

(g) (h) 35-far (i)

Fig. 4: Experimental results. In each row the first image is
raw image, the second is de-identified image, and the third is
the image that was used for the face swapping. How far in
visual appearance was the selected image, is denoted below
each de-identified image (q-far, q = 1 is closest, q = 35 the
most distant).

were not de-identified themselves, but only images that were
selected for the de-identification (60 images out of 240).
To get all the images de-identified, we have rebuild AMMs
three more times each time taking 60 other images for de-
identification. On larger datasets, this is not necessary.

The face recognition algorithms were trained by the raw,
unaltered faces (galleries), while the de-identified faces were
used as a probe set. To avoid low recognition rates due to
the differences in pose, the training images were grouped into
three galleries (G1, G2 and G3) according to the face yaw
rotation angle (in a similar way they were grouped during
the AAM building). Each of the galleries Gi contained 80
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Fig. 5: Recognition results. LDA method shows better score than PCA, mostly due to the varying lighting conditions.

images, 2 images per person. After that, training and testing
was separately performed on each of the galleries and the final
match scores were combined into the cumulative match score
(mean value of the three scores). The recognition results are
shown at the Figure 5. The results are in accordance with
expectations. When the 1-far de-identification is used, that is
the original face is swapped by the most similar from the
dataset, rank-1 match score is almost equal to zero. After that,
the match score increases rapidly as the correct identity is most
likely contained within several few matches (if we take five
best matches, we are almost certain that the correct identity
is contained within). For the 10-far de-identification, match
score starts to increase as we approach rank-10, and for the
30-far de-identification as we approach rank-30.

V. CONCLUSIONS

The approach we presented in this work shows a great
potential to its application on video sequences. The AAMs
are very fast and accurately capture the face pose. If we
suppose a real-time video with a speed of 30 frames/s and
the time needed for the AAM fitting and pose estimation to
be around 5ms, then the rest time (around 25ms) can be used
for the face detection (tracking), face de-identification and
naturalness adjustment. This is very important for real-time
video surveillance. Next, this approach overcomes some of the
drawbacks of the k-Same methods (like one image per person,
with all the images being in the frontal face position). In this
relation the naturalness of the de-identified images is probably
the most significant, since it is unnatural to see several of the
same faces in a de-identified image or video. The experimental
results of the face de-identification are subjectively evaluated
on the basis of their appearance. The results were also verified
by an automatic face recognition system. If the face that is
used for swapping is too similar to the original face, the de-
identified face image looks more natural, but recognition score
is too high (security is low). If the de-identified face is too
different, the naturalness is low but security is high. Bigger
galleries provide more candidates for the face swapping and
thus maintain better naturalness and relatively high security.
In future work we plan to apply this approach to video, where
face tracking will increase the naturalness (different people in
the same frame will have different de-identified faces).
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Fig. 5: Recognition results. LDA method shows better score than PCA, mostly due to the varying lighting conditions.

images, 2 images per person. After that, training and testing
was separately performed on each of the galleries and the final
match scores were combined into the cumulative match score
(mean value of the three scores). The recognition results are
shown at the Figure 5. The results are in accordance with
expectations. When the 1-far de-identification is used, that is
the original face is swapped by the most similar from the
dataset, rank-1 match score is almost equal to zero. After that,
the match score increases rapidly as the correct identity is most
likely contained within several few matches (if we take five
best matches, we are almost certain that the correct identity
is contained within). For the 10-far de-identification, match
score starts to increase as we approach rank-10, and for the
30-far de-identification as we approach rank-30.

V. CONCLUSIONS

The approach we presented in this work shows a great
potential to its application on video sequences. The AAMs
are very fast and accurately capture the face pose. If we
suppose a real-time video with a speed of 30 frames/s and
the time needed for the AAM fitting and pose estimation to
be around 5ms, then the rest time (around 25ms) can be used
for the face detection (tracking), face de-identification and
naturalness adjustment. This is very important for real-time
video surveillance. Next, this approach overcomes some of the
drawbacks of the k-Same methods (like one image per person,
with all the images being in the frontal face position). In this
relation the naturalness of the de-identified images is probably
the most significant, since it is unnatural to see several of the
same faces in a de-identified image or video. The experimental
results of the face de-identification are subjectively evaluated
on the basis of their appearance. The results were also verified
by an automatic face recognition system. If the face that is
used for swapping is too similar to the original face, the de-
identified face image looks more natural, but recognition score
is too high (security is low). If the de-identified face is too
different, the naturalness is low but security is high. Bigger
galleries provide more candidates for the face swapping and
thus maintain better naturalness and relatively high security.
In future work we plan to apply this approach to video, where
face tracking will increase the naturalness (different people in
the same frame will have different de-identified faces).
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Abstract - De-identification is a process which can be used 
to ensure privacy by concealing the identity of individuals 
captured by video surveillance systems. one important 
challenge is to make the obfuscation process reversible so 
that the original image/video can be recovered by persons in 
possession of the right security credentials. This work 
presents a novel reversible De-identification method that 
can be used in conjunction with any obfuscation process. 
The residual information needed to reverse the obfuscation 
process is compressed, authenticated, encrypted and 
embedded within the obfuscated image using a two-level 
reversible Watermarking scheme. The proposed method 
ensures an overall single-pass embedding capacity of       
1.25 bpp, where 99.8% of the images considered required 
less than 0.8 bpp while none of them required more than    
1.1 bpp. experimental results further demonstrate that the 
proposed method managed to recover and authenticate all 
images considered. 

I. INTRODUCTION 
Video surveillance cameras are becoming ubiquitous 

in many developed countries. This has raised several 
privacy concerns which have pushed policy makers to 
regulate their use. One approach to provide privacy is to 
obfuscate sensitive regions within an image/video which 
prevents the identification of the persons being captured. 
The authors in [1,2] have proposed an irreversible 
obfuscation method which however, prevents the use of 
the captured videos from aiding criminal investigation or 
to be used as evidence in court [3]. 

Reversible De-Identification is a process which, while 
still concealing the identity of individuals, enables persons 
in possession of high security credentials to recover the 
original multimedia content containing private 
information. The authors in [4] encode the region of 
interest (ROI) and background in separate data layers 
using JPEG2000. On the other hand, the authors in [5,6] 
employ encryption strategies directly on the pixel 
intensities of the ROI. However, these methods 
completely destroy the naturalness of the captured video. 

 A ROI transform-domain scrambling technique was 
presented in [7,8,9] for different image/video compression 
standards. The scrambling process better maintains the 
naturalness of the video. However this method is less 
secure since it reveals the intensity levels of the original 
content. Moreover, the obfuscation and reversibility 
processes are dependent on each other, and thus cannot be 
used in conjunction with other obfuscation methods. Non-

reversible watermarking was adopted in [3,10] to solve the 
latter issue and embed the information needed to recover 
the De-Identified region within the video itself. However, 
both these schemes are irreversible since the noise 
introduced by the watermark embedding process is 
permanent. Moreover, these schemes have registered a 
substantial reduction in compression efficiency. The 
authors in [11] employ reversible watermarking to solve 
the former issue. However, this method induces 
significant distortions within the obfuscated image 
themselves. 

This work presents a Reversible De-Identification 
method for lossless images. This approach adopts 
Reversible Watermarking to make the system reversible. 
The proposed solution is completely independent from the 
obfuscation process, and is thus generic. Nonetheless, this 
work employs the k-Same obfuscation process, which 
ensures k-anonymity, to obfuscate the face of frontal 
images. The difference between the original and 
obfuscated image is compressed, authenticated, encrypted 
and embedded within the obfuscated image itself. This 
method keeps the naturalness of the obfuscated images 
while the original image can only be recovered by 
individuals having the proper encryption key. The 
Reversible Watermarking schemes adopted in this work 
were found to outperform existing state-of-the-art 
schemes. Furthermore, experimental results demonstrate 
that the proposed scheme can recover and authenticate all 
obfuscated images considered. 

This paper is organized as follows: Section II provides 
a high-level description of the proposed system and 
introduces the notation used in the latter sections. The 
Forward and Inverse Reversible De-Identification 
processes are explained in more detail in sections III and 
IV with the experimental results delivered in section V. 
The final comments and concluding remarks are drawn in 
section VI. 

II. SYSTEM OVERVIEW 
Fig. 1 illustrates the schematic diagram of the 

Forward Reversible De-Identification process which 
receives the original image I and conceals the face of the 
person using the Face Obfuscation process to generate an 
obfuscated image Iϴ. This work considers color images 
using the YCbCr color space. The coordinates of the top 
left corner and bottom right corner of the De-identified 
region is enclosed within the bounding box β, which is 
passed to both ROI Extraction processes to extract the 
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face image F and the obfuscated face image Fϴ. The face 
images are then subtracted to derive the difference face 
image D.  

The Payload Generator process is then used to 
convert the difference face image D and bounding box β 
into a  packet pe

a which is authenticated and encrypted.  
The packet pe

a is then embedded within the obfuscated 
image Iϴ using the Integer Wavelet Transform  (IWT) 
Reversible Watermark Embedding process (1st level) 
which generates the embedded image IθW, the auxiliary 
information A and the residual bitstream e. This method 
provides a good compromise between capacity and 
distortion. However, additional information might be 
needed at the receiver to resolve overflow and underflow 
issues. The Reversible Contrast Mapping Embedding 
process (2nd level) is therefore used to embed this 
information (A and e) within the embedded image IθW, 
which usually corresponds to few bits, and generates the 
second level embedded obfuscated image ÎθW. This 
method is ideal since it does not need additional 
information to resolve overflow/underflow issues. 
Moreover, the distortions introduced at low bitrates is 
generally negligible. However, its performance 
significantly degrades at higher bitrates and is therefore 
not suitable to embed large payloads. 

Fig. 2 depicts the schematic diagram of the Inverse 
Reversible De-Identification process. The second order 
embedded obfuscated image ÎθW is inputted to the 
Reversible Contrast Mapping Extraction process which 
extracts the first level embedded obfuscated image IθW 
together with the auxiliary information A and the residual 
bitstream e. The IWT Reversible Watermark Extraction 
process is then used to extract the original payload pe

a and 
original obfuscated image Iϴ. The Inverse Payload 
Generator reverses the process of the Payload Generator 
and recovers the difference image D and the bounding 
box β, which is used by the ROI Extractor process to 
extract the obfuscated face Fϴ. The difference image D 
and obfuscated face Fϴ are then summed to derive the 
original face F, which is used by the ROI Replacement 
process to recover the original image Irec. 

It is important to notice at this stage that the packet pe
a 

is authenticated and encrypted, and therefore the 
difference image D and bounding box β can only be 
recovered correctly by persons in possession of the 
correct security key. The embedding processes are chosen 

in order to provide minimal distortion so that it maintains 
the naturalness of the obfuscated image. Moreover, the 
authentication process ensures that the original image is 
recovered and ensures that the image is not modified.  

III. FORWARD REVERSIBLE DE-IDENTIFICATION 

A. Face Obfuscation 
The Face Obfuscation process receives the original 

image I and detects the face region and eye locations 
using the ground truth information available in the color 
FERET dataset. This can be automated using the face 
detector in [12] and the eye detector in [13] which ensure 
high accuracies. However, the main contribution of this 
work is to present a Reversible De-Identification method 
which is independent from the obfuscation process. Thus, 
the automation of the face and eye detectors is not in the 
scope of this work. 

The upper left and bottom right coordinates of the 
face region are included in the bounding box β and used 
to extract the face F which is aligned using affine 
transformations [14]. The aligned face image F is then 
concealed using the k-same algorithm, which computes 
the average face derived over the k closest aligned faces 
in Eigen-space, to generate the obfuscated aligned face 
image Fϴ. More information on the k-same algorithm can 
be found in [2]. The obfuscated face image Fϴ is then re-
aligned to match the orientation of the original face image 
F using affine transformations and then overwrites the 
face region in the original image I to derive the 
obfuscated image Iϴ. 

B. ROI Extraction 
The ROI Extraction process is a simple algorithm 

which employs the bounding box coordinates β to 
identify the region to be cropped from the input image I 
(or Iϴ). The cropped sub-image is then stored in the face 
image F (or obfuscated face image Fϴ). 

C. Payload Generator 
The Payload Generator Process receives the 

difference image D which is compressed using the 
predictive coding method presented in [15] followed by 
the Deflate algorithm [16]. The original image I is 
authenticated using SHA-1 which generates a 20-Byte 
Hash. The Hash will be used by the Inverse Reversible 
De-Identification process to ensure that it recovers the 

 
Figure 1. Schematic diagram of the Forward Reversible De-
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Figure 2. Schematic diagram of the Inverse Reversible De-Identifcation 

Process 

original image I, and is thus appended to the Payload. The 
bounding box coordinates β are also required at the 
receiver to identify the face region and are therefore 
included as information within the header. The resulting 
packet pa, illustrated in Fig. 3, was then encrypted using 
AES-128 to generate the encrypted packet pe

a. 

D. IWT Reversible Watermarking Embedding 
 The IWT Reversible Watermarking Embedding 

process first derives the number of decompositions Ndec 
needed to embed the packet pe

a within Iϴ using   
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where M indicates the maximum number of 
decomposition allowed and C represents the capacity 
needed to embed pe

a bits and is computed using    

HWCh
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where represents the cardinality of the set, W and H 
represent the number of columns and rows in the image 
and Ch represents the number of color channels (in our 
case 3). This process then adopts the CDF(2,2) integer 
wavelet transform specified in [17] to decompose the 
image. This method employs Forward Integer Wavelet 
Expansion to embed the actual information while a novel 
Threshold Selection strategy is used to identify the set of 
thresholds which provide enough capacity while 
minimize the overall distortions. More information is 
provided in the following subsections. 

1) Threshold Selection 
The proposed Threshold Selection method is based on 

the observation that different sub-bands provide different 
levels of distortions [18]. However, in order to reduce the 
complexity of the optimization function, the following 
assumptions were made 

 The chrominance sub-bands have similar 
properties and thus share the same threshold. 

 The HL and LH sub-bands  within the same 
color channel (luminance or chrominance) are 
assumed to have similar characteristics and therefore 
have the same threshold.  

The number of thresholds to be considered by the 
Threshold Selection process is given by 

 decT NN  12 
In order to clarify this, consider a single level of 

decomposition. In this case NT = 4 where T1 is the 
threshold for coefficients in sub-band HH1 of the 
luminance component, T2 is the threshold for coefficients 
in sub-band HL1 and LH1  of the luminance component, 
T3 is the threshold for coefficients in sub-band HH1 in the 
chrominance components (Cb and Cr) and T4 is the 

threshold for coefficients in sub-bands HL1 and LH1 in 
the chrominance components. Note that the subscript for 
the sub-bands represents the level of decomposition. The 
thresholds corresponding to sub-bands at higher level of 
decomposition are considered to be the same for the same 
color component. Therefore, if we consider a second 
level of decomposition (NT = 6), the additional threshold 
T5 controls the coefficients in sub-bands HH2, HL2 and 
LH2 for the luminance component while threshold T6 is 
responsible for the coefficients in sub-bands HH2, HL2 
and LH2 for the chrominance components. The same 
happens for higher levels of decompositions. 

One naive approach is to use exhaustive search to find 
the optimal set of thresholds. However, this has a time 
complexity of the order of O(nN

T) where n represents the 
search range. An alternative approach is to use a meta-
heuristic approach to solve this optimization problem. 
This work employs Differential Evolution (DE) [19], 
which is a population based optimization algorithm, to 
derive the set of threshold which minimize a distortion 
criterion while ensuring that the capacity of the proposed 
system is sufficient to embed the message s. The time 
complexity provided by this scheme is of the order of 
O(G×NP×NT), where NP is the population size and G 
corresponds to the number of generations. 

Differential Evolution starts with a random set of 
possible solutions and tries to find better solutions 
through mutation and cross-over. The set of potential 
thresholds Δ is a list of threshold NP vectors which are 
initialized using a uniformly distributed random number 
generator. The threshold vectors iΔT  which do not 
provide enough capacity are pruned and replaced by 
another random vector which satisfies it. The population 
of thresholds evolves over a number of generations using 
mutation and cross-over. The mutation process generates 
a mutant vector for every threshold vector contained 
within the population of NP vectors using 

 321 rrri ΔΔΔv   
where {r1,r2,r3}  [0,NP-1] are mutually different 
integers which are different from index i, while α is a 
mutation factor that controls the magnitude of the 
differential variation. The cross-over process is then used 
to increase the diversity of the mutated vectors, and are 
included in another list of potential thresholds 

iΔ according to 
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where  is a uniformly distributed random number [0,1] 
and  represents the cross-over probability which has a 
constant value. The potential thresholds vectors iΔ which 
do not provide enough capacity are pruned from the list. 

The initial threshold vectors iΔ and mutated threshold 

vectors iΔ are then used to embed the bitstream s, where 
each time the threshold set T is included in the header of 
s (see Fig. 4). The distortion between the obfuscated 
image Iϴ and the resulting expanded obfuscated image IθW 
is computed using the weighted Peak Signal-to-Noise 
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face image F and the obfuscated face image Fϴ. The face 
images are then subtracted to derive the difference face 
image D.  

The Payload Generator process is then used to 
convert the difference face image D and bounding box β 
into a  packet pe

a which is authenticated and encrypted.  
The packet pe

a is then embedded within the obfuscated 
image Iϴ using the Integer Wavelet Transform  (IWT) 
Reversible Watermark Embedding process (1st level) 
which generates the embedded image IθW, the auxiliary 
information A and the residual bitstream e. This method 
provides a good compromise between capacity and 
distortion. However, additional information might be 
needed at the receiver to resolve overflow and underflow 
issues. The Reversible Contrast Mapping Embedding 
process (2nd level) is therefore used to embed this 
information (A and e) within the embedded image IθW, 
which usually corresponds to few bits, and generates the 
second level embedded obfuscated image ÎθW. This 
method is ideal since it does not need additional 
information to resolve overflow/underflow issues. 
Moreover, the distortions introduced at low bitrates is 
generally negligible. However, its performance 
significantly degrades at higher bitrates and is therefore 
not suitable to embed large payloads. 

Fig. 2 depicts the schematic diagram of the Inverse 
Reversible De-Identification process. The second order 
embedded obfuscated image ÎθW is inputted to the 
Reversible Contrast Mapping Extraction process which 
extracts the first level embedded obfuscated image IθW 
together with the auxiliary information A and the residual 
bitstream e. The IWT Reversible Watermark Extraction 
process is then used to extract the original payload pe

a and 
original obfuscated image Iϴ. The Inverse Payload 
Generator reverses the process of the Payload Generator 
and recovers the difference image D and the bounding 
box β, which is used by the ROI Extractor process to 
extract the obfuscated face Fϴ. The difference image D 
and obfuscated face Fϴ are then summed to derive the 
original face F, which is used by the ROI Replacement 
process to recover the original image Irec. 

It is important to notice at this stage that the packet pe
a 

is authenticated and encrypted, and therefore the 
difference image D and bounding box β can only be 
recovered correctly by persons in possession of the 
correct security key. The embedding processes are chosen 

in order to provide minimal distortion so that it maintains 
the naturalness of the obfuscated image. Moreover, the 
authentication process ensures that the original image is 
recovered and ensures that the image is not modified.  

III. FORWARD REVERSIBLE DE-IDENTIFICATION 

A. Face Obfuscation 
The Face Obfuscation process receives the original 

image I and detects the face region and eye locations 
using the ground truth information available in the color 
FERET dataset. This can be automated using the face 
detector in [12] and the eye detector in [13] which ensure 
high accuracies. However, the main contribution of this 
work is to present a Reversible De-Identification method 
which is independent from the obfuscation process. Thus, 
the automation of the face and eye detectors is not in the 
scope of this work. 

The upper left and bottom right coordinates of the 
face region are included in the bounding box β and used 
to extract the face F which is aligned using affine 
transformations [14]. The aligned face image F is then 
concealed using the k-same algorithm, which computes 
the average face derived over the k closest aligned faces 
in Eigen-space, to generate the obfuscated aligned face 
image Fϴ. More information on the k-same algorithm can 
be found in [2]. The obfuscated face image Fϴ is then re-
aligned to match the orientation of the original face image 
F using affine transformations and then overwrites the 
face region in the original image I to derive the 
obfuscated image Iϴ. 

B. ROI Extraction 
The ROI Extraction process is a simple algorithm 

which employs the bounding box coordinates β to 
identify the region to be cropped from the input image I 
(or Iϴ). The cropped sub-image is then stored in the face 
image F (or obfuscated face image Fϴ). 

C. Payload Generator 
The Payload Generator Process receives the 

difference image D which is compressed using the 
predictive coding method presented in [15] followed by 
the Deflate algorithm [16]. The original image I is 
authenticated using SHA-1 which generates a 20-Byte 
Hash. The Hash will be used by the Inverse Reversible 
De-Identification process to ensure that it recovers the 
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original image I, and is thus appended to the Payload. The 
bounding box coordinates β are also required at the 
receiver to identify the face region and are therefore 
included as information within the header. The resulting 
packet pa, illustrated in Fig. 3, was then encrypted using 
AES-128 to generate the encrypted packet pe

a. 

D. IWT Reversible Watermarking Embedding 
 The IWT Reversible Watermarking Embedding 

process first derives the number of decompositions Ndec 
needed to embed the packet pe

a within Iϴ using   
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where M indicates the maximum number of 
decomposition allowed and C represents the capacity 
needed to embed pe

a bits and is computed using    
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where represents the cardinality of the set, W and H 
represent the number of columns and rows in the image 
and Ch represents the number of color channels (in our 
case 3). This process then adopts the CDF(2,2) integer 
wavelet transform specified in [17] to decompose the 
image. This method employs Forward Integer Wavelet 
Expansion to embed the actual information while a novel 
Threshold Selection strategy is used to identify the set of 
thresholds which provide enough capacity while 
minimize the overall distortions. More information is 
provided in the following subsections. 

1) Threshold Selection 
The proposed Threshold Selection method is based on 

the observation that different sub-bands provide different 
levels of distortions [18]. However, in order to reduce the 
complexity of the optimization function, the following 
assumptions were made 

 The chrominance sub-bands have similar 
properties and thus share the same threshold. 

 The HL and LH sub-bands  within the same 
color channel (luminance or chrominance) are 
assumed to have similar characteristics and therefore 
have the same threshold.  

The number of thresholds to be considered by the 
Threshold Selection process is given by 

 decT NN  12 
In order to clarify this, consider a single level of 

decomposition. In this case NT = 4 where T1 is the 
threshold for coefficients in sub-band HH1 of the 
luminance component, T2 is the threshold for coefficients 
in sub-band HL1 and LH1  of the luminance component, 
T3 is the threshold for coefficients in sub-band HH1 in the 
chrominance components (Cb and Cr) and T4 is the 

threshold for coefficients in sub-bands HL1 and LH1 in 
the chrominance components. Note that the subscript for 
the sub-bands represents the level of decomposition. The 
thresholds corresponding to sub-bands at higher level of 
decomposition are considered to be the same for the same 
color component. Therefore, if we consider a second 
level of decomposition (NT = 6), the additional threshold 
T5 controls the coefficients in sub-bands HH2, HL2 and 
LH2 for the luminance component while threshold T6 is 
responsible for the coefficients in sub-bands HH2, HL2 
and LH2 for the chrominance components. The same 
happens for higher levels of decompositions. 

One naive approach is to use exhaustive search to find 
the optimal set of thresholds. However, this has a time 
complexity of the order of O(nN

T) where n represents the 
search range. An alternative approach is to use a meta-
heuristic approach to solve this optimization problem. 
This work employs Differential Evolution (DE) [19], 
which is a population based optimization algorithm, to 
derive the set of threshold which minimize a distortion 
criterion while ensuring that the capacity of the proposed 
system is sufficient to embed the message s. The time 
complexity provided by this scheme is of the order of 
O(G×NP×NT), where NP is the population size and G 
corresponds to the number of generations. 

Differential Evolution starts with a random set of 
possible solutions and tries to find better solutions 
through mutation and cross-over. The set of potential 
thresholds Δ is a list of threshold NP vectors which are 
initialized using a uniformly distributed random number 
generator. The threshold vectors iΔT  which do not 
provide enough capacity are pruned and replaced by 
another random vector which satisfies it. The population 
of thresholds evolves over a number of generations using 
mutation and cross-over. The mutation process generates 
a mutant vector for every threshold vector contained 
within the population of NP vectors using 

 321 rrri ΔΔΔv   
where {r1,r2,r3}  [0,NP-1] are mutually different 
integers which are different from index i, while α is a 
mutation factor that controls the magnitude of the 
differential variation. The cross-over process is then used 
to increase the diversity of the mutated vectors, and are 
included in another list of potential thresholds 

iΔ according to 
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where  is a uniformly distributed random number [0,1] 
and  represents the cross-over probability which has a 
constant value. The potential thresholds vectors iΔ which 
do not provide enough capacity are pruned from the list. 

The initial threshold vectors iΔ and mutated threshold 

vectors iΔ are then used to embed the bitstream s, where 
each time the threshold set T is included in the header of 
s (see Fig. 4). The distortion between the obfuscated 
image Iϴ and the resulting expanded obfuscated image IθW 
is computed using the weighted Peak Signal-to-Noise 
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Ratio (wPSNR) and is used to represent the fitness of the 
threshold T [20]. The NP threshold vectors which have 
the largest fitness values from the two sets are then 
grouped to replace the initial set Δ . The iterative process 
is terminated when either the maximum number of 
generations Gmax is reached or else when the difference 
between the largest and smallest wPSNR within the list of 
thresholdsΔ is smaller than some constant Φ.  

2) Forward Integer Wavelet Expansion 
The Forward Integer Wavelet Expansion process 

receives the set of thresholds T which are derived by the 
Threshold Selection process and encapsulates the packet 
pe

a shown in Fig. 3 to generate the packet s to be 
embedded (Fig. 4). The field Ndec is a  M2log  bit field 
which specifies the number of decompositions used by 
the embedding process, T is a variable length field which 
specifies the threshold adopted (8-bit per threshold) and L 
is a 10-bit field which specifies the cardinality of pe

a in 
bytes. This information is inserted as header information 
since the decoder needs it to reverse the process. 

The packet s is inserted within the high frequency 
sub-bands of the integer wavelet coefficients. During the 
embedding process, a wavelet coefficient wµ,j in sub-band 
µ is selected at random following a random permutation 
generated using the encryption key. A wavelet coefficient 
wµ,j  is considered for embedding if its magnitude is 
smaller than the threshold responsible of sub-band µ. A 
bit b is embedded using 

bww jj   ,, 2 
The other wavelet coefficients are not considered for 

embedding. However, in order to prevent ambiguities at 
the receiver, they are expanded using 
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where Tµ is the threshold responsible for sub-band µ.This 
process is terminated once all the bits in s are embedded. 
In the rare event where this process fails to embed all 
bits, these bits are stored in a bit-sequence e. The 
expanded obfuscated image IθW is then obtained using the 
inverse integer wavelet transform. The coordinates of 
pixels which encounter underflow/overflow issues and 
their corresponding values are included within the list of 
auxiliary information A.  

E. Reversible Contrast Mapping 
The only problem with the proposed Forward Integer 

Wavelet Expansion process is that sometimes A and e are 
not empty. This work adopts the syntax shown in Fig. 5 to 
represent this information r to be embedded. The Flag is a 
2-bit field which indicates whether A and e are empty or 
not. In case that one of them (or both) are not empty, the 
number of bits needed to embed the information in A (or 
e) is signaled in NA (or Ne). The fields NA and Ne are 
encoded using 8-bits each while the size of A and e are 
variable length. 

This work adopts the Reversible Contrast Mapping 
(RCM) [21] to embed the packet r within the watermarked 
obfuscated image IθW. The main advantage of using RCM 
is that it embeds all information within the image without 
any ambiguities and provides an additional capacity of   
0.5 bpp. However, the main limitation of the RCM is its 
limited capacity and that the distortion can become 
significant when embedding large payloads. However, the 
packet size r is expected to be very low (generally 2-bits). 

The forward RCM transforms two neighboring pixel 
pairs (x, y) into (x', y') using 

xyyyxx  2' ,2' 
To prevent overflow and underflow, the transform is 

restricted to a sub-domain defined by the pixels which 
satisfy the conditions 

25520 ,25520  xyyx 
The RCM scheme replaces the least significant bits 

(LSBs) of the transformed pairs (x', y'). The LSB of x' is 
used to indicate whether information is embedded within 
y' or not. A value of '1' indicates that information is 
embedded while a value of '0' can indicate two things. It 
can be that both pixel pair values (x, y) were odd or else 
that the pair are ambiguous and cannot be used for 
embedding. In the former case, the information bit is still 
embedded within the LSB of y'. On the other hand, the 
latter case cannot be used to embed information and thus 
the LSB of y' is not changed, while the true value of the 
LSB of x is inserted within the bit-sequence being 
embedded. More information about the RCM scheme can 
be found in [21]. 

IV. INVERSE REVERSIBLE DE-IDENTIFICATION 

A. Reversible Contrast Mapping Extraction 
The Reversible Contrast Mapping Extraction process 

receives the image ÎθW and recovers IθW and r. The 
information bit can be extracted from the LSB of y' when 
the LSB of x' is '1'. However, in the event when the LSB 
of x' is '0', both LSBs of x' and y' are forced to be odd and 
condition (9) is checked. If the condition is satisfied it 
then represents an odd pixel pair while if it does not it 
indicates that y = y' and the original LSB value of x is 
extracted from the bitstream. More information about this 
is available in [21]. The auxiliary information A and 
residual bitstream e are then extracted from the packet r. 
The original pixel values are recovered using  
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Figure 4. The actual bit stream to be embedded s. 

 
Figure 5. The packet r to be embedded within IθW. 

B. IWT Reversible Watermarking Extraction 
The IWT Reversible Watermarking Extraction reverses 

the IWT Reversible Watermarking Embedding process and 
extracts the payload information pe

a and the original 
obfuscated image Iϴ. It must be noted here that initially, 
the decoder has no knowledge about the number of 
decompositions employed Ndec and the threshold values T. 
The decoder thus assumes that a single decomposition is 
employed and that the threshold values are set to zero. 
These values are then updated once they are extracted 
from the header information of s. It is important that the 
encoder does the same thing during embedding in order to 
ensure synchronization between the encoder and decoder.   

The watermarked obfuscated image IθW is then 
decomposed into Ndec levels using the CDF(2,2) integer 
wavelet transform and the wavelet coefficients of the high 
frequency sub-bands are scanned using the random 
permutation index generated using the encryption key. 
The bits of the packet are extracted from coefficients 
which satisfy the condition jjj TwT ,,, 212    and 
are extracted from the LSB of jw ,

 while the original 
wavelet coefficient is recovered using 
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The remaining coefficients are not used for embedding 
and are recovered using 
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This method terminates once all the L bytes are 
extracted. The resulting image is then inverse CDF(2,2) 
transformed to recover the original obfuscated image Iϴ. 
The auxiliary information (if any) is then used to recover 
ambiguous pixel values while the residual bitstream e (if 
any) is appended to the recovered payload.  

C. ROI Replacement 
The ROI Replacement process replaces the region 

marked by the bounding box β with the recovered face 
image F. The image Irec can be authenticated by 
comparing the hash derived by computing the SHA-1 on 
Irec to the Hash value present in the tail of the packet pa.  

V. SIMULATION RESULTS 
The results presented in this section consider two 

different sets of images. The first set was composed of 
the standard test images Lena, Barbara, Aircraft and 
Mandrill while the second set consisted of 2000 frontal 
images from the color FERET dataset. All images 
considered in this work were converted in the YCbCr 
color space using 4:4:4 sampling. The standard test 
images were used to evaluate the effectiveness of the 
proposed Threshold Selection process while the frontal 
images were used to evaluate the whole system. 

The proposed algorithm has set the maximum number 
of decompositions M to 3 which ensures a single pass 
embedding capacity offered by the first level of 
watermarking of 0.9844 bpp. The Difference Expansion 

method was configured using values suggested in [19] 
and thus adopted α = 0.5, NP  = 100 and Γ = 0.3. This 
paper does not claim that this corresponds to an optimal 
configuration, but claims that it provides performance 
superior to state of the art IWT threshold selection 
schemes such as [17] (see Fig. 6). These results clearly 
demonstrate that the proposed scheme manages to 
provide better quality of the stego image IθWat different 
capacities. Simulation results further demonstrate that the 
proposed scheme needs on average 20 generations to 
converge. This correspond to 2000 invocations of the 
fitness function which is significantly less than the 255NT 
invocations needed by exhaustive search. 

Fig. 7  demonstrates the cumulative density function 
(CDF) of the capacity needed to embed packet s within 
the obfuscated image using the set of 2000 frontal images 
from the color FERET dataset. It can be seen that a 
capacity smaller than 0.8 bpp is needed 99.8% of the time 
while they never require more than 1.1 bpp. It must be 
mentioned that the proposed scheme has a single-pass 
embedding capacity close to 1.25 bpp and is thus able to 
embed the information necessary to recover all images 
considered in this test. It is important to mention here that 
frontal images represent a very difficult scenario for our 
system since the area covered by the ROI is large in 
relation to the background. Lower capacities are expected 
when considering common surveillance scenarios. 
Simulation results further demonstrate that the residual 
bitstream e was empty for 99.8% of the time and the 
Auxiliary information A was empty for 99.85% of the 
time. This result confirms that most of the time the RCM 
reversible watermarking scheme embeds just 2-bits 
within the obfuscated image. Moreover, the additional 
capacity needed in these circumstances was at most 
0.015bpp, which is very small and provides negligible 
distortions. 

The images in Fig. 8 demonstrate the superiority of 
the proposed method in relation to other state of the art 
methods. It can be seen that the encryption [5] and 
scrambling [8] processes provide images which are not 
natural. Moreover, it can be seen that the reversible de-
identification process presented in this work, which 
embeds the information using  reversible watermarking, 
manages to keep the image natural. It is important to 
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Selection methods for (a) Aircraft, (b) Barbara, (c) Lena and (d) 

Mandrill test images. 

(a) (b) 

(c) (d) 

BiForD 201436



Ratio (wPSNR) and is used to represent the fitness of the 
threshold T [20]. The NP threshold vectors which have 
the largest fitness values from the two sets are then 
grouped to replace the initial set Δ . The iterative process 
is terminated when either the maximum number of 
generations Gmax is reached or else when the difference 
between the largest and smallest wPSNR within the list of 
thresholdsΔ is smaller than some constant Φ.  

2) Forward Integer Wavelet Expansion 
The Forward Integer Wavelet Expansion process 

receives the set of thresholds T which are derived by the 
Threshold Selection process and encapsulates the packet 
pe

a shown in Fig. 3 to generate the packet s to be 
embedded (Fig. 4). The field Ndec is a  M2log  bit field 
which specifies the number of decompositions used by 
the embedding process, T is a variable length field which 
specifies the threshold adopted (8-bit per threshold) and L 
is a 10-bit field which specifies the cardinality of pe

a in 
bytes. This information is inserted as header information 
since the decoder needs it to reverse the process. 

The packet s is inserted within the high frequency 
sub-bands of the integer wavelet coefficients. During the 
embedding process, a wavelet coefficient wµ,j in sub-band 
µ is selected at random following a random permutation 
generated using the encryption key. A wavelet coefficient 
wµ,j  is considered for embedding if its magnitude is 
smaller than the threshold responsible of sub-band µ. A 
bit b is embedded using 

bww jj   ,, 2 
The other wavelet coefficients are not considered for 

embedding. However, in order to prevent ambiguities at 
the receiver, they are expanded using 
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where Tµ is the threshold responsible for sub-band µ.This 
process is terminated once all the bits in s are embedded. 
In the rare event where this process fails to embed all 
bits, these bits are stored in a bit-sequence e. The 
expanded obfuscated image IθW is then obtained using the 
inverse integer wavelet transform. The coordinates of 
pixels which encounter underflow/overflow issues and 
their corresponding values are included within the list of 
auxiliary information A.  

E. Reversible Contrast Mapping 
The only problem with the proposed Forward Integer 

Wavelet Expansion process is that sometimes A and e are 
not empty. This work adopts the syntax shown in Fig. 5 to 
represent this information r to be embedded. The Flag is a 
2-bit field which indicates whether A and e are empty or 
not. In case that one of them (or both) are not empty, the 
number of bits needed to embed the information in A (or 
e) is signaled in NA (or Ne). The fields NA and Ne are 
encoded using 8-bits each while the size of A and e are 
variable length. 

This work adopts the Reversible Contrast Mapping 
(RCM) [21] to embed the packet r within the watermarked 
obfuscated image IθW. The main advantage of using RCM 
is that it embeds all information within the image without 
any ambiguities and provides an additional capacity of   
0.5 bpp. However, the main limitation of the RCM is its 
limited capacity and that the distortion can become 
significant when embedding large payloads. However, the 
packet size r is expected to be very low (generally 2-bits). 

The forward RCM transforms two neighboring pixel 
pairs (x, y) into (x', y') using 

xyyyxx  2' ,2' 
To prevent overflow and underflow, the transform is 

restricted to a sub-domain defined by the pixels which 
satisfy the conditions 

25520 ,25520  xyyx 
The RCM scheme replaces the least significant bits 

(LSBs) of the transformed pairs (x', y'). The LSB of x' is 
used to indicate whether information is embedded within 
y' or not. A value of '1' indicates that information is 
embedded while a value of '0' can indicate two things. It 
can be that both pixel pair values (x, y) were odd or else 
that the pair are ambiguous and cannot be used for 
embedding. In the former case, the information bit is still 
embedded within the LSB of y'. On the other hand, the 
latter case cannot be used to embed information and thus 
the LSB of y' is not changed, while the true value of the 
LSB of x is inserted within the bit-sequence being 
embedded. More information about the RCM scheme can 
be found in [21]. 

IV. INVERSE REVERSIBLE DE-IDENTIFICATION 

A. Reversible Contrast Mapping Extraction 
The Reversible Contrast Mapping Extraction process 

receives the image ÎθW and recovers IθW and r. The 
information bit can be extracted from the LSB of y' when 
the LSB of x' is '1'. However, in the event when the LSB 
of x' is '0', both LSBs of x' and y' are forced to be odd and 
condition (9) is checked. If the condition is satisfied it 
then represents an odd pixel pair while if it does not it 
indicates that y = y' and the original LSB value of x is 
extracted from the bitstream. More information about this 
is available in [21]. The auxiliary information A and 
residual bitstream e are then extracted from the packet r. 
The original pixel values are recovered using  
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Figure 4. The actual bit stream to be embedded s. 

 
Figure 5. The packet r to be embedded within IθW. 

B. IWT Reversible Watermarking Extraction 
The IWT Reversible Watermarking Extraction reverses 

the IWT Reversible Watermarking Embedding process and 
extracts the payload information pe

a and the original 
obfuscated image Iϴ. It must be noted here that initially, 
the decoder has no knowledge about the number of 
decompositions employed Ndec and the threshold values T. 
The decoder thus assumes that a single decomposition is 
employed and that the threshold values are set to zero. 
These values are then updated once they are extracted 
from the header information of s. It is important that the 
encoder does the same thing during embedding in order to 
ensure synchronization between the encoder and decoder.   

The watermarked obfuscated image IθW is then 
decomposed into Ndec levels using the CDF(2,2) integer 
wavelet transform and the wavelet coefficients of the high 
frequency sub-bands are scanned using the random 
permutation index generated using the encryption key. 
The bits of the packet are extracted from coefficients 
which satisfy the condition jjj TwT ,,, 212    and 
are extracted from the LSB of jw ,

 while the original 
wavelet coefficient is recovered using 
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The remaining coefficients are not used for embedding 
and are recovered using 
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This method terminates once all the L bytes are 
extracted. The resulting image is then inverse CDF(2,2) 
transformed to recover the original obfuscated image Iϴ. 
The auxiliary information (if any) is then used to recover 
ambiguous pixel values while the residual bitstream e (if 
any) is appended to the recovered payload.  

C. ROI Replacement 
The ROI Replacement process replaces the region 

marked by the bounding box β with the recovered face 
image F. The image Irec can be authenticated by 
comparing the hash derived by computing the SHA-1 on 
Irec to the Hash value present in the tail of the packet pa.  

V. SIMULATION RESULTS 
The results presented in this section consider two 

different sets of images. The first set was composed of 
the standard test images Lena, Barbara, Aircraft and 
Mandrill while the second set consisted of 2000 frontal 
images from the color FERET dataset. All images 
considered in this work were converted in the YCbCr 
color space using 4:4:4 sampling. The standard test 
images were used to evaluate the effectiveness of the 
proposed Threshold Selection process while the frontal 
images were used to evaluate the whole system. 

The proposed algorithm has set the maximum number 
of decompositions M to 3 which ensures a single pass 
embedding capacity offered by the first level of 
watermarking of 0.9844 bpp. The Difference Expansion 

method was configured using values suggested in [19] 
and thus adopted α = 0.5, NP  = 100 and Γ = 0.3. This 
paper does not claim that this corresponds to an optimal 
configuration, but claims that it provides performance 
superior to state of the art IWT threshold selection 
schemes such as [17] (see Fig. 6). These results clearly 
demonstrate that the proposed scheme manages to 
provide better quality of the stego image IθWat different 
capacities. Simulation results further demonstrate that the 
proposed scheme needs on average 20 generations to 
converge. This correspond to 2000 invocations of the 
fitness function which is significantly less than the 255NT 
invocations needed by exhaustive search. 

Fig. 7  demonstrates the cumulative density function 
(CDF) of the capacity needed to embed packet s within 
the obfuscated image using the set of 2000 frontal images 
from the color FERET dataset. It can be seen that a 
capacity smaller than 0.8 bpp is needed 99.8% of the time 
while they never require more than 1.1 bpp. It must be 
mentioned that the proposed scheme has a single-pass 
embedding capacity close to 1.25 bpp and is thus able to 
embed the information necessary to recover all images 
considered in this test. It is important to mention here that 
frontal images represent a very difficult scenario for our 
system since the area covered by the ROI is large in 
relation to the background. Lower capacities are expected 
when considering common surveillance scenarios. 
Simulation results further demonstrate that the residual 
bitstream e was empty for 99.8% of the time and the 
Auxiliary information A was empty for 99.85% of the 
time. This result confirms that most of the time the RCM 
reversible watermarking scheme embeds just 2-bits 
within the obfuscated image. Moreover, the additional 
capacity needed in these circumstances was at most 
0.015bpp, which is very small and provides negligible 
distortions. 

The images in Fig. 8 demonstrate the superiority of 
the proposed method in relation to other state of the art 
methods. It can be seen that the encryption [5] and 
scrambling [8] processes provide images which are not 
natural. Moreover, it can be seen that the reversible de-
identification process presented in this work, which 
embeds the information using  reversible watermarking, 
manages to keep the image natural. It is important to 
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notice that the person de-identified using k-same is not 
recognizable from his facial features since eyes, nose and 
mouth features are modified and that the distortion 
introduced by the watermark is almost negligible. This 
work can be extended to other soft biometrics, such as 
hear. The system was also tested using erroneous 
encryption keys at the receiver. In all tests conducted the 
receiver failed to recover the original image when the 
wrong encryption key is used. 

VI. CONLUSION 
This work presents a novel Reversible De-

Identification method for lossless compressed images. The 
proposed scheme is generic and can be employed with 
other obfuscation strategies other than k-Same. A two-
level Reversible-Watermarking scheme was adopted 
which uses Differential Evolution to find the optimal set 
of thresholds and provides a single-pass embedding 
capacity close to 1.25 bpp. Simulation results have shown 
that this method is able to recover the original image if the 
correct encryption key is employed. It further shows that 
0.8 bpp were sufficient to cater for 99.8% of the frontal 
images considered and none of the image needed more 
than 1.1 bpp. Future work will focus on the extension of 
this algorithm for lossy image and video compression 
standards. 

REFERENCES 
 

[1] A. Senior, S. Pankanti, A. Hampapur, L. Brown, Y. Li Tian and A. 
Ekin, "Blinkering Surveillance: Enabling video privacy through 
Computer Vision," IBM Research Report, vol. 22886, 2003. 

[2] E.M. Newton, L. Sweeney and B. Malin, "Preserving privacy by 
de-identifying face images," IEEE Trans. on Knowl. and Data 
Eng., vol. 17, no. 2, pp. 232-243, Feb. 2005. 

[3] W. Zhang, S.S. Cheung and M. Chen, "Hiding privacy 
information in video surveillance systems," in IEEE Int. Conf. on 
Image Processing, Genoa, Italy, Sep. 2005. 

[4] I. Martinez-Ponte, X. Desumont, J. Meessen and J.F. Delaigle, 
"Robust Human Face Hiding ensuring Privacy," in Proc. of Int. 
Workshop on Image Analysis for Multimedia Services, Montreux, 
Switzerland, Apr. 2005. 

[5] T.E. Boult, "Pico: Privacy throough invertible cryptographic 
obscuration," in IEEE Proc. of the Computer Vision for Interactive 
Intelligent Environment, Whashington DC, USA, Nov. 2005. 

[6] K. Martin and K.N. Plataniotis, "Privacy protected surveillance 
using secure visual object coding," IEEE Trans. Circuits and 
System for Video Technol., vol. 18, no. 8, pp. 1152-1162, Aug. 
2008. 

[7] F. Dufaux, M. Ouaret, Y. Abdeljaoued, A. Navarro, F. 
Bergnenegre and T. Ebrahimi, "Privacy Enabling Technology for 
Video Surveillance," in SPIE Mobile Multimedia/Image 
Processing for Military and Security Applications, Orlando, 
Florida, May 2006. 

[8] F. Dufaux and T. Ebrahimi Scrambling for privacy protection in 
video surveillance systems, "Scrambling for privacy protection in 
video surveillance systems," in IEEE Trans on Circuits and 
Systems for Video Technol., vol. 18, no. 8, pp. 1168-1178, Aug. 
2008. 

[9] H. Sohn, W. De Neve and Y-M. Ro, "Privacy protection in video 
surveillance systems: Analysis of subband-adaptive scrambling in 
JPEG XR," in IEEE Trans. Circuits and Systems for Video 
Technol., vol. 21, no. 2, pp. 170-177, Feb. 2011. 

[10] J. Meuel, M. Chaumont and W. Puech, "Data hiding in H.264 
video for lossless reconstruction of region of interest," in 
European Signal Processing Conf., Poznan, Poland, Sep. 2007. 

[11] S.S. Cheung, J.K. Panichuri and T.P. Nguyen, "Managing privacy 
data in pervasive camera networks," in IEEE Int. Conf. on Image 
Processing, San Diego, California, USA, Oct. 2008. 

[12] P. Viola and M. Jones, "Rapid object detection using a boosted 
cascade of simple features," in IEEE Proc. Computer Vision and 
Pattern Recognition,Kauai, USA, Dec. 2001. 

[13] F. Hahmann, G. Boer and H. Schramm, "Combination of Facial 
Landmarks for Robust Eye Localization using the Discriminative 
Generalized Hough Transform," in Int. Conf. of the Biometrics 
Special Interest Group, Darmstadt, Germany, Sep. 2013. 

[14] R. C. Gonzalez and R.E. Woods, Digital Image Processing, 
Second Edition, Prentice Hall, 2001. 

[15] M. Weinberger, G. Seroussi and G. Sapiro, "LOCO-I: A Low 
Complexity, Context-Based, Lossless Image Compression 
Algorithm," in Proc. IEEE Data Compression Conf., Washington 
DC., USA, Apr. 1996. 

[16] P. Deutsch, DEFLAGE Compressed Data Format Specification 
version 1.3, RFC1951 (International), May 1996. 

[17]  G. Xuan, Y.Q. Shi, P. Chai, X. Cui, Z. Ni and X. Tong, 
"Optimum Histogram Pair based image Lossless Data 
Embedding," in Proc. Int. Workshop on Digital Watermarking, 
Berlin, Germany, 2008. 

[18] Z. Wang, E.P. Simoncelli and A.C. Bovik, "Multi-Scale Structural 
Similarity for Image Quality Assessment, in IEEE Proc.Asilomar 
Conf. on Signals, Systems and Computers, Pacific Grove, CA, 
USA, Nov. 2003. 

[19] R. Storn, K. Price, "Differential Evolution: A simple and efficient 
heuristic for global optimization over continuous spaces," J. on 
Global Optimization, vol.11, no. 4, pp. 341-359, Dec. 1997. 

[20] F. De Simone, M. Ouaret, F. Dufaux, A.G. Tescher and T. 
Ebrahimi, "A Comparative study of JPEG2000, AVC/H.264 and 
HD Photo," in Proc. SPIE Optics and Photonics, Applications of 
Digital Image, San Diego, USA, Aug. 2007. 

[21] D. Coltuc and J-M. Chassery, "Very Fast Watermarking by 
reversible Contrast Mapping," IEEE Sig. Proc. Letters, vol. 14, no. 
4, Apr. 2007. 

[22] T. Ahonen, A. Hadid and M. Pietikainen, "Face Description with 
Local Binary Patterns: Application to Face Recognition," in IEEE 
Trans. on Pattern Analysis and Machine Intelligence, vol. 28, no. 
12, pp. 2037-2041, Dec. 2006. 

 
Figure 7. CDF of the capacity needed to embed s at different 

obfuscation levels (a) k = 2, (b) k = 5, (c) k = 10 and (d) k = 20. 

    

Figure 8. Comparing the resulting reversible de-identified images (a) 
Original Image, (b) Scrambling of DCT coefficients [8], (c) Encryption 

of pixel values [5] and (d) proposed method. 
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Abstract—Speaker de-identification is the process by which
speech is transformed in a way that the speaker identity is
masked, while at the same time the transformed speech preserves
acoustic information that contributes to the intelligibility, natur-
alness and clarity. Systems that perform speech de-identification
could be used in voice driven applications (for example in call
centres) where the speaker’s identity has to be hidden.

The paper describes the experiments we have performed in
order to de-identify speech using GMM based voice transforma-
tion techniques and speaker identification using freely available
tools.

We propose a method by which speakers whose speech has
not been used to build voice transformations (for training) can
be efficiently de-identified online.

The proposed method is evaluated using a speech database of
read speech and a small set of speakers.

The results we present show that the proposed de-identification
method performs similarly as a closed-set de-identification pro-
cedure that requires previous enrolment and can efficiently be
used for online speaker de-identification.

Index Terms—speaker de-identification, voice transformation,
online de-identification

I. INTRODUCTION
In recent times many useful services have become available

via the web or over the telephone. With the increased usage
of such services, the users are also becoming more aware of
privacy implications of their use. Therefore applications that
can assure that users can protect their privacy are becoming
more attractive. Methods concerning person de-identification
in still images or video have already been proposed [1], and
try to mask identification features such as faces, silhouettes,
posture, gait etc.

There is also a need for de-identification technologies in
voice driven applications. For example, conversations may be
recorded in call centres for various purposes, such as analysis
of operator mistakes, making the communication protocol
more efficient in general or to prove a call has actually been
made in case of complaints etc. In many cases, the identity of
the caller is not important for the given purpose, and customers
may legitimately wonder why it should be recorded and kept.

These concerns could be addressed by using a speaker de-
identification process, where speech is altered in such a way
that the identity of the speaker cannot be determined from the
acoustic features, but speech itself remains intelligible. Voice
transformation methods could be used for de-identification of
speech, with appropriate selection of the target speaker. Voice
transformation is used to make speech from one source speaker
sound like it was uttered by another, target speaker.

In a commonly used GMM-based voice transformation
scheme, speech from both source and target speakers has to be
available to train the transformation, which can then be applied
to novel speech from the source speaker and transformed into
speech that sounds like the target speaker had uttered it. For
the purpose of de-identification, it would be desirable that the
target speaker is not a real person, as that could itself pose
privacy problems for that person, but a synthetic surrogate
speaker whose voice does not belong to any single individual.

In [6], [5] voice transformations were implemented to
de-identify a small set of speakers and tested with auto-
matic speaker identification systems. Voice transformation
was successful in concealing identities of source speakers
against the GMM-based speaker identification system, and
a modified scheme was also successful with phonetic-based
speaker identification (SID). However in those experiments,
speech samples from each person to be de-identified had to
be available in advance in order to estimate the transformation
parameters. In addition, those samples were parallel utterances,
with the same text spoken by source and target speakers. Also,
to de-identify a speaker, his identity has to be known first, so
that his corresponding voice transformation can be used for
de-identification. This may also be a limitation in some cases,
where the user doesn’t want to identify with the system at all,
such as in cases of anonymous police or help lines.

In a scenario with a closed set of speakers to be de-
identified, this may be acceptable, but for applications like call
centres etc., it would not be practical. In that case, the number
of potential users of the system is extremely large, and many
users will only use the system once. A requirement that the
user has to supply a number of speech samples simply to use
the system would be inconvenient. For a practical application
in such systems, it would be desirable that any new user can
use the system immediately, without having to enrol with the
system first in any way or to identify himself, even for the
purpose of de-identification.

In this paper, we propose a novel scheme for speaker de-
identification where a set of pre-calculated voice transforma-
tions is used to de-identify new, unseen users’ speech. Auto-
matic speaker identification within this set is used to select the
appropriate transform, which is then used to de-identify speech
from the new user. We test the effectivnes of this method using
automatic speaker identification and compare it with results of
de-identification with previous enrolment.

The rest of the paper is organized as follows: In the
next section we describe the speech database used in the

BiForD 201438



notice that the person de-identified using k-same is not 
recognizable from his facial features since eyes, nose and 
mouth features are modified and that the distortion 
introduced by the watermark is almost negligible. This 
work can be extended to other soft biometrics, such as 
hear. The system was also tested using erroneous 
encryption keys at the receiver. In all tests conducted the 
receiver failed to recover the original image when the 
wrong encryption key is used. 

VI. CONLUSION 
This work presents a novel Reversible De-

Identification method for lossless compressed images. The 
proposed scheme is generic and can be employed with 
other obfuscation strategies other than k-Same. A two-
level Reversible-Watermarking scheme was adopted 
which uses Differential Evolution to find the optimal set 
of thresholds and provides a single-pass embedding 
capacity close to 1.25 bpp. Simulation results have shown 
that this method is able to recover the original image if the 
correct encryption key is employed. It further shows that 
0.8 bpp were sufficient to cater for 99.8% of the frontal 
images considered and none of the image needed more 
than 1.1 bpp. Future work will focus on the extension of 
this algorithm for lossy image and video compression 
standards. 

REFERENCES 
 

[1] A. Senior, S. Pankanti, A. Hampapur, L. Brown, Y. Li Tian and A. 
Ekin, "Blinkering Surveillance: Enabling video privacy through 
Computer Vision," IBM Research Report, vol. 22886, 2003. 

[2] E.M. Newton, L. Sweeney and B. Malin, "Preserving privacy by 
de-identifying face images," IEEE Trans. on Knowl. and Data 
Eng., vol. 17, no. 2, pp. 232-243, Feb. 2005. 

[3] W. Zhang, S.S. Cheung and M. Chen, "Hiding privacy 
information in video surveillance systems," in IEEE Int. Conf. on 
Image Processing, Genoa, Italy, Sep. 2005. 

[4] I. Martinez-Ponte, X. Desumont, J. Meessen and J.F. Delaigle, 
"Robust Human Face Hiding ensuring Privacy," in Proc. of Int. 
Workshop on Image Analysis for Multimedia Services, Montreux, 
Switzerland, Apr. 2005. 

[5] T.E. Boult, "Pico: Privacy throough invertible cryptographic 
obscuration," in IEEE Proc. of the Computer Vision for Interactive 
Intelligent Environment, Whashington DC, USA, Nov. 2005. 

[6] K. Martin and K.N. Plataniotis, "Privacy protected surveillance 
using secure visual object coding," IEEE Trans. Circuits and 
System for Video Technol., vol. 18, no. 8, pp. 1152-1162, Aug. 
2008. 

[7] F. Dufaux, M. Ouaret, Y. Abdeljaoued, A. Navarro, F. 
Bergnenegre and T. Ebrahimi, "Privacy Enabling Technology for 
Video Surveillance," in SPIE Mobile Multimedia/Image 
Processing for Military and Security Applications, Orlando, 
Florida, May 2006. 

[8] F. Dufaux and T. Ebrahimi Scrambling for privacy protection in 
video surveillance systems, "Scrambling for privacy protection in 
video surveillance systems," in IEEE Trans on Circuits and 
Systems for Video Technol., vol. 18, no. 8, pp. 1168-1178, Aug. 
2008. 

[9] H. Sohn, W. De Neve and Y-M. Ro, "Privacy protection in video 
surveillance systems: Analysis of subband-adaptive scrambling in 
JPEG XR," in IEEE Trans. Circuits and Systems for Video 
Technol., vol. 21, no. 2, pp. 170-177, Feb. 2011. 

[10] J. Meuel, M. Chaumont and W. Puech, "Data hiding in H.264 
video for lossless reconstruction of region of interest," in 
European Signal Processing Conf., Poznan, Poland, Sep. 2007. 

[11] S.S. Cheung, J.K. Panichuri and T.P. Nguyen, "Managing privacy 
data in pervasive camera networks," in IEEE Int. Conf. on Image 
Processing, San Diego, California, USA, Oct. 2008. 

[12] P. Viola and M. Jones, "Rapid object detection using a boosted 
cascade of simple features," in IEEE Proc. Computer Vision and 
Pattern Recognition,Kauai, USA, Dec. 2001. 

[13] F. Hahmann, G. Boer and H. Schramm, "Combination of Facial 
Landmarks for Robust Eye Localization using the Discriminative 
Generalized Hough Transform," in Int. Conf. of the Biometrics 
Special Interest Group, Darmstadt, Germany, Sep. 2013. 

[14] R. C. Gonzalez and R.E. Woods, Digital Image Processing, 
Second Edition, Prentice Hall, 2001. 

[15] M. Weinberger, G. Seroussi and G. Sapiro, "LOCO-I: A Low 
Complexity, Context-Based, Lossless Image Compression 
Algorithm," in Proc. IEEE Data Compression Conf., Washington 
DC., USA, Apr. 1996. 

[16] P. Deutsch, DEFLAGE Compressed Data Format Specification 
version 1.3, RFC1951 (International), May 1996. 

[17]  G. Xuan, Y.Q. Shi, P. Chai, X. Cui, Z. Ni and X. Tong, 
"Optimum Histogram Pair based image Lossless Data 
Embedding," in Proc. Int. Workshop on Digital Watermarking, 
Berlin, Germany, 2008. 

[18] Z. Wang, E.P. Simoncelli and A.C. Bovik, "Multi-Scale Structural 
Similarity for Image Quality Assessment, in IEEE Proc.Asilomar 
Conf. on Signals, Systems and Computers, Pacific Grove, CA, 
USA, Nov. 2003. 

[19] R. Storn, K. Price, "Differential Evolution: A simple and efficient 
heuristic for global optimization over continuous spaces," J. on 
Global Optimization, vol.11, no. 4, pp. 341-359, Dec. 1997. 

[20] F. De Simone, M. Ouaret, F. Dufaux, A.G. Tescher and T. 
Ebrahimi, "A Comparative study of JPEG2000, AVC/H.264 and 
HD Photo," in Proc. SPIE Optics and Photonics, Applications of 
Digital Image, San Diego, USA, Aug. 2007. 

[21] D. Coltuc and J-M. Chassery, "Very Fast Watermarking by 
reversible Contrast Mapping," IEEE Sig. Proc. Letters, vol. 14, no. 
4, Apr. 2007. 

[22] T. Ahonen, A. Hadid and M. Pietikainen, "Face Description with 
Local Binary Patterns: Application to Face Recognition," in IEEE 
Trans. on Pattern Analysis and Machine Intelligence, vol. 28, no. 
12, pp. 2037-2041, Dec. 2006. 

 
Figure 7. CDF of the capacity needed to embed s at different 

obfuscation levels (a) k = 2, (b) k = 5, (c) k = 10 and (d) k = 20. 

    

Figure 8. Comparing the resulting reversible de-identified images (a) 
Original Image, (b) Scrambling of DCT coefficients [8], (c) Encryption 

of pixel values [5] and (d) proposed method. 

 

(c) 

(b) 

(a) 

(a) 

(d) 

(a) 

(a) (b) (c) (d) 

Online speaker de-identification using voice
transformation

M. Pobar, I. Ipšić
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Abstract—Speaker de-identification is the process by which
speech is transformed in a way that the speaker identity is
masked, while at the same time the transformed speech preserves
acoustic information that contributes to the intelligibility, natur-
alness and clarity. Systems that perform speech de-identification
could be used in voice driven applications (for example in call
centres) where the speaker’s identity has to be hidden.

The paper describes the experiments we have performed in
order to de-identify speech using GMM based voice transforma-
tion techniques and speaker identification using freely available
tools.

We propose a method by which speakers whose speech has
not been used to build voice transformations (for training) can
be efficiently de-identified online.

The proposed method is evaluated using a speech database of
read speech and a small set of speakers.

The results we present show that the proposed de-identification
method performs similarly as a closed-set de-identification pro-
cedure that requires previous enrolment and can efficiently be
used for online speaker de-identification.

Index Terms—speaker de-identification, voice transformation,
online de-identification

I. INTRODUCTION
In recent times many useful services have become available

via the web or over the telephone. With the increased usage
of such services, the users are also becoming more aware of
privacy implications of their use. Therefore applications that
can assure that users can protect their privacy are becoming
more attractive. Methods concerning person de-identification
in still images or video have already been proposed [1], and
try to mask identification features such as faces, silhouettes,
posture, gait etc.

There is also a need for de-identification technologies in
voice driven applications. For example, conversations may be
recorded in call centres for various purposes, such as analysis
of operator mistakes, making the communication protocol
more efficient in general or to prove a call has actually been
made in case of complaints etc. In many cases, the identity of
the caller is not important for the given purpose, and customers
may legitimately wonder why it should be recorded and kept.

These concerns could be addressed by using a speaker de-
identification process, where speech is altered in such a way
that the identity of the speaker cannot be determined from the
acoustic features, but speech itself remains intelligible. Voice
transformation methods could be used for de-identification of
speech, with appropriate selection of the target speaker. Voice
transformation is used to make speech from one source speaker
sound like it was uttered by another, target speaker.

In a commonly used GMM-based voice transformation
scheme, speech from both source and target speakers has to be
available to train the transformation, which can then be applied
to novel speech from the source speaker and transformed into
speech that sounds like the target speaker had uttered it. For
the purpose of de-identification, it would be desirable that the
target speaker is not a real person, as that could itself pose
privacy problems for that person, but a synthetic surrogate
speaker whose voice does not belong to any single individual.

In [6], [5] voice transformations were implemented to
de-identify a small set of speakers and tested with auto-
matic speaker identification systems. Voice transformation
was successful in concealing identities of source speakers
against the GMM-based speaker identification system, and
a modified scheme was also successful with phonetic-based
speaker identification (SID). However in those experiments,
speech samples from each person to be de-identified had to
be available in advance in order to estimate the transformation
parameters. In addition, those samples were parallel utterances,
with the same text spoken by source and target speakers. Also,
to de-identify a speaker, his identity has to be known first, so
that his corresponding voice transformation can be used for
de-identification. This may also be a limitation in some cases,
where the user doesn’t want to identify with the system at all,
such as in cases of anonymous police or help lines.

In a scenario with a closed set of speakers to be de-
identified, this may be acceptable, but for applications like call
centres etc., it would not be practical. In that case, the number
of potential users of the system is extremely large, and many
users will only use the system once. A requirement that the
user has to supply a number of speech samples simply to use
the system would be inconvenient. For a practical application
in such systems, it would be desirable that any new user can
use the system immediately, without having to enrol with the
system first in any way or to identify himself, even for the
purpose of de-identification.

In this paper, we propose a novel scheme for speaker de-
identification where a set of pre-calculated voice transforma-
tions is used to de-identify new, unseen users’ speech. Auto-
matic speaker identification within this set is used to select the
appropriate transform, which is then used to de-identify speech
from the new user. We test the effectivnes of this method using
automatic speaker identification and compare it with results of
de-identification with previous enrolment.

The rest of the paper is organized as follows: In the
next section we describe the speech database used in the
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Figure 1. System block diagram.

Table I
SUMMARY OF DATA PER SPEAKER.

Speaker

m01 m02 m03 m04 m05

Duration (m:s) 29:44 0:18 10:04 32:30 21:24

train. utts. 269 6 82 307 170

test utts. 66 1 20 76 42

Speaker

m06 m07 m08 m09 m10

Duration (m:s) 1:26 2:22 34:40 28:40 24:49

train. utts. 21 45 293 253 213

test utts. 5 10 73 62 52

experiments and the setup of the speaker identification and
voice transformation systems. Next we describe the performed
de-identification experiments and present the results. Finally
we give some conclusions and suggest future work.

II. EXPERIMENTAL SETUP AND RESULTS

A. Database description

In our experiments, we used a subset of the VEPRAD [8]
database of spoken Croatian radio news containing both read
and spontaneous speech. This is a multi-speaker database with
male and female speakers, but we only used speech from
10 male speakers in this experiment, labelled m01-m10. 7
speakers have more than 20 minutes of speech, two have about
2 minutes and one speaker has only 20 seconds of data. Table
1 shows the statistics per speaker of used data. The speech is
sampled with 16000 kHz and at 16 bit resolution.

For the synthetic voice, used as the target for voice trans-
formation, we used 17 minutes of synthesized utterances from
the same domain as the natural speech.

B. Voice transformation

The goal of voice transformation (VT) systems is to modify
speech from one speaker (source speaker) so that it sounds
like it was uttered by another (target) speaker. These systems
learn a transformation function from speech data of source
and target speakers. In most cases, the systems need a parallel
corpus containing recordings of same sentences uttered by
both source and target speakers, so that the recordings have
the same phonetic content. The aligned speech data is used
to calculate the transformation function that maps the source
speaker’s acoustic space into the target speaker space. The

requirement for parallel corpus is too limiting for practical
application in de-identification, as new users that need to
be de-identified would first have to enrol in the system by
providing the recordings of those specific sentences. In our
experiment, we use a pool of pre-calculated transformations
trained on data from an initial set of enrolled speakers, so we
only need data for those speakers, which is not a demanding
task, performed off line in the training phase. Speech from new
users is de-identified using one of the transformations from this
set, without additional training data from the new speaker.
Avoiding the need for parallel corpus even for training of
this initial set of transformations however additionally has an
advantage, as during the system’s usage data from new, unseen
speakers can be used to train new transformation functions and
thus expand the pool of available transformations. This could
potentially improve the performance of the de-identification
system. Data collected during the use of the system most cer-
tainly won’t contain the same utterances as the target training
corpus. With this in mind, we chose a voice transformation
system that can train the transformation functions on non-
parallel corpora.

We used a freely available voice transformation system [3],
[4] based on GMM mapping and harmonic plus stochastic
models (HSM) [9].

The target speaker was a synthetic HMM-based voice
trained with the HTS [11] system. The target voice was
trained using speech from four different male speakers from
the VEPRAD database. Two of these speakers were also used
for training the UBM for speaker identification, and are tested
for de-identification, while speech from the other two speakers
is only used for the average voice. Duration of training
data for the target speaker is 17min 29s. Speaker adaptive
training [10] was used to obtain the average voice. Normally,
in speech synthesis this voice is then adapted to a desired
speaker’s identity, but for the purpose of de-identification, the
“averageness” of the voice was actually desirable. Figure 1
depicts the architecture of the online de-identification system.

To train the transforms, audio data was first processed to
obtain the HSM parameters, using the tools provided with the
VT system. For this task pitch marks were required for each
audio file, which were generated using the DYPSA [7] pitch
extraction algorithm.

C. Speaker identification

We used the open-source Alize/SpkDet [2] platform for
speaker recognition in our experiments. The system was used
in two ways.

First, to verify the success of de-identification, so if the
speaker identification system could correctly identify the ori-
ginal speaker from the speech transformed via VT, the de-
identification would not be successful.

The same system was also used to select the most appropri-
ate voice transform to use for de-identification, by choosing
the transform belonging to the “most similar” speaker to the
(unknown) speaker of a utterance to be de-identified. Speech
from 10 male speakers was used to train 10 voice transform-
ations between each speaker and the synthetic target speaker.
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experiments and the setup of the speaker identification and
voice transformation systems. Next we describe the performed
de-identification experiments and present the results. Finally
we give some conclusions and suggest future work.

II. EXPERIMENTAL SETUP AND RESULTS

A. Database description

In our experiments, we used a subset of the VEPRAD [8]
database of spoken Croatian radio news containing both read
and spontaneous speech. This is a multi-speaker database with
male and female speakers, but we only used speech from
10 male speakers in this experiment, labelled m01-m10. 7
speakers have more than 20 minutes of speech, two have about
2 minutes and one speaker has only 20 seconds of data. Table
1 shows the statistics per speaker of used data. The speech is
sampled with 16000 kHz and at 16 bit resolution.

For the synthetic voice, used as the target for voice trans-
formation, we used 17 minutes of synthesized utterances from
the same domain as the natural speech.

B. Voice transformation

The goal of voice transformation (VT) systems is to modify
speech from one speaker (source speaker) so that it sounds
like it was uttered by another (target) speaker. These systems
learn a transformation function from speech data of source
and target speakers. In most cases, the systems need a parallel
corpus containing recordings of same sentences uttered by
both source and target speakers, so that the recordings have
the same phonetic content. The aligned speech data is used
to calculate the transformation function that maps the source
speaker’s acoustic space into the target speaker space. The

requirement for parallel corpus is too limiting for practical
application in de-identification, as new users that need to
be de-identified would first have to enrol in the system by
providing the recordings of those specific sentences. In our
experiment, we use a pool of pre-calculated transformations
trained on data from an initial set of enrolled speakers, so we
only need data for those speakers, which is not a demanding
task, performed off line in the training phase. Speech from new
users is de-identified using one of the transformations from this
set, without additional training data from the new speaker.
Avoiding the need for parallel corpus even for training of
this initial set of transformations however additionally has an
advantage, as during the system’s usage data from new, unseen
speakers can be used to train new transformation functions and
thus expand the pool of available transformations. This could
potentially improve the performance of the de-identification
system. Data collected during the use of the system most cer-
tainly won’t contain the same utterances as the target training
corpus. With this in mind, we chose a voice transformation
system that can train the transformation functions on non-
parallel corpora.

We used a freely available voice transformation system [3],
[4] based on GMM mapping and harmonic plus stochastic
models (HSM) [9].

The target speaker was a synthetic HMM-based voice
trained with the HTS [11] system. The target voice was
trained using speech from four different male speakers from
the VEPRAD database. Two of these speakers were also used
for training the UBM for speaker identification, and are tested
for de-identification, while speech from the other two speakers
is only used for the average voice. Duration of training
data for the target speaker is 17min 29s. Speaker adaptive
training [10] was used to obtain the average voice. Normally,
in speech synthesis this voice is then adapted to a desired
speaker’s identity, but for the purpose of de-identification, the
“averageness” of the voice was actually desirable. Figure 1
depicts the architecture of the online de-identification system.

To train the transforms, audio data was first processed to
obtain the HSM parameters, using the tools provided with the
VT system. For this task pitch marks were required for each
audio file, which were generated using the DYPSA [7] pitch
extraction algorithm.

C. Speaker identification

We used the open-source Alize/SpkDet [2] platform for
speaker recognition in our experiments. The system was used
in two ways.

First, to verify the success of de-identification, so if the
speaker identification system could correctly identify the ori-
ginal speaker from the speech transformed via VT, the de-
identification would not be successful.

The same system was also used to select the most appropri-
ate voice transform to use for de-identification, by choosing
the transform belonging to the “most similar” speaker to the
(unknown) speaker of a utterance to be de-identified. Speech
from 10 male speakers was used to train 10 voice transform-
ations between each speaker and the synthetic target speaker.

The speaker recognition system was trained to recognize the
same 10 speakers, using the data specified in Table 1. When
a sample of speech from a speaker who is unknown to the
system has to be de-identifed, we first run it through the
speaker recognition system. The system is forced to identify
the speech as produced by one of the 10 known speakers,
and we apply the transformation trained on that speaker to
the speech sample. Due to limited data, we used the same
speakers to train the voice transformations and to test the
de-identification performance. For this reason, we actually
used 9 possible transformations for each tested speaker, as
we excluded that speaker’s transformation from consideration.
It is assumed that the speaker whose speech is to be de-
identified sounds similar enough to the chosen speaker so that
the transformation both de-identifies the speaker and keeps the
intelligibility.

The system was used in a classical Gaussian mixture model
(GMM) configuration.

The UBM was trained using data from 6 speakers (m02,
m04, m05, m06, m07 and m10), with total duration of 1h
35 min. The individual GMMs were trained using 80% of
data from each speaker. The same training set was used for
training the GMMs for speaker identification and for training
the voice transformations in the previous step, while the test
set was used only in the de-identification tests.

We used filter-bank based cepstral features, with 24 filters in
the filter bank. Along with 19 cepstral coefficients, log energy,
and first and second order derivatives of features were used.
Pre-emphasis coefficient was 0.97 and liftering value was 22.
The UBM model is composed of 32 Gaussian components
with diagonal covariance matrices.

D. Experiments and results

Each sample utterance from the test set was first fed into
the speaker identification system unmodified, to determine the
baseline performance of the speaker identification system. Out
of 407 samples, 397 were correctly recognized, or 97.54%.
Only those speech samples that were correctly recognized
were used in subsequent de-identification experiments. The
confusion matrix for the case of unmodified speech is shown
in Table II. The speakers are labelled m01-m10, and the target
speaker for de-identification is labelled target. The rows in the
matrix represent the true speaker of an utterance, while the
columns represent the hypothesized speaker as output from the
speaker identification system. The values in each cell represent
the number of test utterances.

In the first de-identification experiment, we transformed the
voices of the 10 source speakers to the target synthetic speaker
and performed the automatic speaker identification using the
GMMs trained on natural speech from these speakers. To
transform each source speaker, transformation trained with
that speaker’s data was used. This is similar to the scenario
investigated in [6], where a closed set of speakers whose
transforms had been trained from their own data can be de-
identified. This case is our high baseline. Our assumption was
that with the second approach that allows de-identification of
unknown speakers we could achieve the same de-identification

Table II
CONFUSION MATRIX, UNMODIFIED SPEECH.

Hypothesized speaker

target m01 m02 m03 m04 m05 m06 m07 m08 m09 m10

target 0 0 0 0 0 0 0 0 0 0 0

m01 0 62 0 1 1 0 0 0 0 0 2

m02 0 0 1 0 0 0 0 0 0 0 0

m03 0 0 0 20 0 0 0 0 0 0 0

m04 0 0 0 0 75 0 0 0 1 0 0

m05 0 0 0 0 0 41 0 1 0 0 0

m06 0 0 0 0 0 0 5 0 0 0 0

m07 0 0 0 1 0 0 1 6 1 0 1

m08 0 0 0 0 0 0 0 0 73 0 0

m09 0 0 0 0 0 0 0 0 0 62 0

m10 0 0 0 0 0 0 0 0 0 0 52

True 
speaker

efficiency as with the baseline. For the baseline case, the SID
system correctly identified the real speaker in 9% of cases
after de-identification, giving de-identification rate of 91%.
Further broken down, in 72% of cases when the original
speaker is successfully de-identified, the detected speaker is
the target (synthetic) speaker, and in 28% of the cases some
other speaker from the closed set has the highest likelihood
score. The full confusion matrix is given in Table III.

The second experiment concerns our proposed procedure,
where de-identification of speech from a novel speaker is
done with transforms trained on data from another speaker.
The de-identification scheme consists of voice transformation
system with a set of transformations trained from data of
multiple speakers, and a speaker identification system trained
to recognize the same speakers whose data was used to train
the voice transformation parameters. When a novel speech
sample from an unknown speaker is presented to the whole
system, first the transformation to be applied is chosen based
on speaker identification results. The speaker whose model
has the highest log-likelihood ratio of having produced that
sample is selected, and the transformation learned from that
speaker’s data is applied to the speech sample of the unknown
speaker.

Due to a small number of speakers in the experiment,
we used a leave-one-out scheme and used the data from
the same speakers for training the transformations and for
testing the de-identification. For each speech sample, the
GMM corresponding to that speaker was excluded from the
SID system, so that the speaker identification system could not
identify the real speaker but had to choose from one of the
remaining 9. The corresponding transform was applied to each
sample to de-identify it. Then, all samples were fed again into
the speaker identification system to verify the success of de-
identification. For verification, all GMMs including the one for
the speaker chosen for de-identification were used in the SID
system. De-identification was successful in 87.41% of samples
in this case. Out of all these de-identified samples, 70% were
identified as the target (synthetic) speaker, and 30% as some
other, wrong speaker, the same as in case of de-identification
with previous enrolment. Full confusion matrix is shown in
Table IV.
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Table III
CONFUSION MATRIX, CLOSED-SET DE-IDENTIFICATION.

Hypothesized speaker

target m01 m02 m03 m04 m05 m06 m07 m08 m09 m10

target 0 0 0 0 0 0 0 0 0 0 0

m01 20 0 0 19 0 0 1 0 0 22 0

m02 1 0 0 0 0 0 0 0 0 0 0

m03 6 0 0 14 0 0 0 0 0 0 0

m04 44 0 0 12 0 1 0 7 0 11 0

m05 28 0 0 2 0 0 1 0 0 10 0

m06 5 0 0 0 0 0 0 0 0 0 0

m07 5 0 0 0 0 0 0 1 0 0 0

m08 63 0 0 5 0 0 3 2 0 0 0

m09 42 0 0 0 0 0 0 0 0 20 0

m10 47 0 0 0 0 0 1 0 0 4 0

True 
speaker

Table IV
CONFUSION MATRIX, ONLINE DE-IDENTIFICATION.

Hypothesized speaker

target m01 m02 m03 m04 m05 m06 m07 m08 m09 m10

target 0 0 0 0 0 0 0 0 0 0 0

m01 19 1 0 18 0 0 0 0 0 24 0

m02 1 0 0 0 0 0 0 0 0 0 0

m03 5 0 0 15 0 0 0 0 0 0 0

m04 52 0 1 5 1 0 5 7 0 4 0

m05 32 0 0 2 0 0 1 0 0 6 0

m06 5 0 0 0 0 0 0 0 0 0 0

m07 4 0 0 0 0 0 1 1 0 0 0

m08 59 0 0 3 0 0 0 0 11 0 0

m09 41 0 0 0 0 0 0 0 0 21 0

m10 27 0 0 2 0 0 1 1 0 21 0

True 
speaker

III. CONCLUSIONS AND FUTURE WORK
In the paper we examined a novel scheme for speaker de-

identification built upon the idea of using voice transformation
for de-identification. The method does not require enrolment of
speakers for de-identification thus greatly extending possible
applications of the system. The results show that the proposed
method gives similar de-identification rate in comparison with
previously available research, but with added flexibility. The
system was tested using 10 speakers, and was able to suc-
cessfully de-identify speakers in 87.4% of the tested cases.
The performance is very close to the baseline de-identification
system that requires previous enrolment of users, which was
successful in fooling the speaker identification system in 91%
of the tested cases.

In [6] some improvements to baseline voice transformation
were proposed. These modifications should be tested within
the proposed framework to examine if the performance of the
new framework will scale similarly as in the closed set case.

The system can be extended to improve itself with usage
if speech from new users using the system is used to train
additional transforms, in effect expanding the available pool

of transforms. That way, each new unseen speaker has a better
chance of being more close acoustically to a known speaker
and the corresponding transform may fit better to the purpose
of de-identification.

Since promising de-identification results were obtained us-
ing the small test database, we plan to test the system with both
more speakers (male and female) and more data per speaker.
In that case, more data will be used to train the speaker
identification system, which should make de-identification
harder, while data for training the transformations will be
varied to keep the scenario for online de-identification valid.

The naturalness and intelligibility of the de-identified speech
depends on the quality of voice transformation and of the
target speaker, which was in this case a synthetic average
voice of several speakers. Listening to the de-identified speech
we conclude that it is intelligible and has a certain amount
of vocoded buzzy character that was also present in the
target speaker’s speech. However, a detailed formal subjective
evaluation of de-identified speech with more listeners will also
be performed to verify that the intelligibility of de-identified
speech is not significantly degraded.
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Abstract—Remote speaker verification services typically rely
on the system having access to the users recordings, or features
derived from them, and/or a model for the users voice. This
conventional approach raises several privacy concerns. In this
work, we address this privacy problem in the context of a
speaker verification system using a factor analysis based front-
end extractor, the so-called i-vectors. Preserving privacy in our
context means that neither the system observes voice samples or
speech models from the user, nor the user observes the universal
model owned by the system. This is achieved by transforming
speaker i-vectors to bit strings in a way that allows for the
computation of approximate distances, instead of exact ones.
The key to the transformation uses a hashing scheme known
as secure binary embeddings. Then, an SVM classifier with a
modified kernel operates on the hashes. Experiments showed
that the secure system yielded similar results as its non-private
counterpart. The approach may be extended to other types of
biometric authentication.

I. INTRODUCTION

The exponential increase of storage capability over the
Internet has lead to the dissemination of a variety of online ser-
vices, such as e-banking, mobile commerce, social networks,
image and video organizers, online games, etc. The common
aspect among all of them is that users must first register with
them and receive a unique user ID and a written password
with which they can authenticate themselves to the system.
In many situations, an attractive alternative is to authenticate
users by their voice instead, since it is a more natural way of
communication.

Nevertheless, voice-based authentication systems, also
called speaker verification systems, have significant privacy
concerns. Current systems require access to recordings of
a user’s voice (or at least parameterized versions of it). A
malicious system, or a hacker who has compromised the
system, could edit the recordings to impersonate the user. Even
if the user only transmits features extracted from his voice,
such that a recording cannot be synthesized from them, other
risks remain. An individual’s voice also carries information
about their gender, nationality, etc., all of which would also be
available for the services to use as they please, e.g. they could
sell this information. Ideally, the service should not have access
to such information, although it seems nearly paradoxical to
require that a system not have access to many of the key voice
characteristics that themselves help establish the user’s identity.

In order to protect the user, the system must store both
his voice and the parameters representing it in an obfuscated

manner, such that neither the system nor a hacker can extract
undesired information from them or use them to impersonate
the user. This aspect of speaker authentication has been largely
ignored until recently, and literature on the topic remains min-
imal. In [1] homomorphic encryption methods were employed
to ensure that the system only sees encrypted data from the
user, and only stores encrypted models that it cannot decrypt by
itself. To successfully perform speaker authentication, it must
engage in secure multiparty computation (SMC) [2] protocols
requiring repeated encryption and decryption, with significant
computational participation by the user. In [3] an alternate
scheme based on locality-sensitive hashing (LSH) [4] was
proposed, that converts voice recordings to a password-like
string. Authentication is performed based on perfect matches
of the password-like strings derived from the voice to stored
templates. Both procedures have their drawbacks: on one hand
cryptographic methods pose an unacceptably high computa-
tional load, while on the other hand the LSH-based method
compromises system accuracy to achieve speed, although it
is very secure. A more recent approach was presented in [5],
where a new technique called secure binary embeddings (SBE)
[6] was successfully used for obtaining not only an almost
negligible degradation in classification results (when compared
to a baseline using supervectors) but also a computational
overhead similar to the one required by LSH.

In this paper we further explore the combination of speaker
recognition with SBE for privacy-preserving speaker authenti-
cation. In particular, we aim to analyze if the previous approach
in [5] scales properly across different speaker verification
techniques. Thus, we propose a new privacy-preserving scheme
using a factor analysis based front-end extractor, the so-called
i-vectors, which is the current de facto standard for speaker
verification.

The remaining of this paper is structured as follows. In
Section II we briefly present the speaker verification techniques
considered in this paper. Section III describes secure binary
embeddings and their properties. In Section IV we present
experiments on the speaker verification task. Then we discuss
data privacy issues in Section V and finally we present some
conclusions.

II. SPEAKER VERIFICATION

In conventional text-independent speaker verification sys-
tems, a user wishing to authenticate himself provides the
system voice samples during an enrollment phase. The system
then employs these samples to build a “model” for the user.
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Table III
CONFUSION MATRIX, CLOSED-SET DE-IDENTIFICATION.

Hypothesized speaker

target m01 m02 m03 m04 m05 m06 m07 m08 m09 m10

target 0 0 0 0 0 0 0 0 0 0 0

m01 20 0 0 19 0 0 1 0 0 22 0

m02 1 0 0 0 0 0 0 0 0 0 0

m03 6 0 0 14 0 0 0 0 0 0 0

m04 44 0 0 12 0 1 0 7 0 11 0

m05 28 0 0 2 0 0 1 0 0 10 0

m06 5 0 0 0 0 0 0 0 0 0 0

m07 5 0 0 0 0 0 0 1 0 0 0

m08 63 0 0 5 0 0 3 2 0 0 0

m09 42 0 0 0 0 0 0 0 0 20 0

m10 47 0 0 0 0 0 1 0 0 4 0

True 
speaker

Table IV
CONFUSION MATRIX, ONLINE DE-IDENTIFICATION.

Hypothesized speaker

target m01 m02 m03 m04 m05 m06 m07 m08 m09 m10

target 0 0 0 0 0 0 0 0 0 0 0

m01 19 1 0 18 0 0 0 0 0 24 0

m02 1 0 0 0 0 0 0 0 0 0 0

m03 5 0 0 15 0 0 0 0 0 0 0

m04 52 0 1 5 1 0 5 7 0 4 0

m05 32 0 0 2 0 0 1 0 0 6 0

m06 5 0 0 0 0 0 0 0 0 0 0

m07 4 0 0 0 0 0 1 1 0 0 0

m08 59 0 0 3 0 0 0 0 11 0 0

m09 41 0 0 0 0 0 0 0 0 21 0

m10 27 0 0 2 0 0 1 1 0 21 0

True 
speaker

III. CONCLUSIONS AND FUTURE WORK
In the paper we examined a novel scheme for speaker de-

identification built upon the idea of using voice transformation
for de-identification. The method does not require enrolment of
speakers for de-identification thus greatly extending possible
applications of the system. The results show that the proposed
method gives similar de-identification rate in comparison with
previously available research, but with added flexibility. The
system was tested using 10 speakers, and was able to suc-
cessfully de-identify speakers in 87.4% of the tested cases.
The performance is very close to the baseline de-identification
system that requires previous enrolment of users, which was
successful in fooling the speaker identification system in 91%
of the tested cases.

In [6] some improvements to baseline voice transformation
were proposed. These modifications should be tested within
the proposed framework to examine if the performance of the
new framework will scale similarly as in the closed set case.

The system can be extended to improve itself with usage
if speech from new users using the system is used to train
additional transforms, in effect expanding the available pool

of transforms. That way, each new unseen speaker has a better
chance of being more close acoustically to a known speaker
and the corresponding transform may fit better to the purpose
of de-identification.

Since promising de-identification results were obtained us-
ing the small test database, we plan to test the system with both
more speakers (male and female) and more data per speaker.
In that case, more data will be used to train the speaker
identification system, which should make de-identification
harder, while data for training the transformations will be
varied to keep the scenario for online de-identification valid.

The naturalness and intelligibility of the de-identified speech
depends on the quality of voice transformation and of the
target speaker, which was in this case a synthetic average
voice of several speakers. Listening to the de-identified speech
we conclude that it is intelligible and has a certain amount
of vocoded buzzy character that was also present in the
target speaker’s speech. However, a detailed formal subjective
evaluation of de-identified speech with more listeners will also
be performed to verify that the intelligibility of de-identified
speech is not significantly degraded.
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Abstract—Remote speaker verification services typically rely
on the system having access to the users recordings, or features
derived from them, and/or a model for the users voice. This
conventional approach raises several privacy concerns. In this
work, we address this privacy problem in the context of a
speaker verification system using a factor analysis based front-
end extractor, the so-called i-vectors. Preserving privacy in our
context means that neither the system observes voice samples or
speech models from the user, nor the user observes the universal
model owned by the system. This is achieved by transforming
speaker i-vectors to bit strings in a way that allows for the
computation of approximate distances, instead of exact ones.
The key to the transformation uses a hashing scheme known
as secure binary embeddings. Then, an SVM classifier with a
modified kernel operates on the hashes. Experiments showed
that the secure system yielded similar results as its non-private
counterpart. The approach may be extended to other types of
biometric authentication.

I. INTRODUCTION

The exponential increase of storage capability over the
Internet has lead to the dissemination of a variety of online ser-
vices, such as e-banking, mobile commerce, social networks,
image and video organizers, online games, etc. The common
aspect among all of them is that users must first register with
them and receive a unique user ID and a written password
with which they can authenticate themselves to the system.
In many situations, an attractive alternative is to authenticate
users by their voice instead, since it is a more natural way of
communication.

Nevertheless, voice-based authentication systems, also
called speaker verification systems, have significant privacy
concerns. Current systems require access to recordings of
a user’s voice (or at least parameterized versions of it). A
malicious system, or a hacker who has compromised the
system, could edit the recordings to impersonate the user. Even
if the user only transmits features extracted from his voice,
such that a recording cannot be synthesized from them, other
risks remain. An individual’s voice also carries information
about their gender, nationality, etc., all of which would also be
available for the services to use as they please, e.g. they could
sell this information. Ideally, the service should not have access
to such information, although it seems nearly paradoxical to
require that a system not have access to many of the key voice
characteristics that themselves help establish the user’s identity.

In order to protect the user, the system must store both
his voice and the parameters representing it in an obfuscated

manner, such that neither the system nor a hacker can extract
undesired information from them or use them to impersonate
the user. This aspect of speaker authentication has been largely
ignored until recently, and literature on the topic remains min-
imal. In [1] homomorphic encryption methods were employed
to ensure that the system only sees encrypted data from the
user, and only stores encrypted models that it cannot decrypt by
itself. To successfully perform speaker authentication, it must
engage in secure multiparty computation (SMC) [2] protocols
requiring repeated encryption and decryption, with significant
computational participation by the user. In [3] an alternate
scheme based on locality-sensitive hashing (LSH) [4] was
proposed, that converts voice recordings to a password-like
string. Authentication is performed based on perfect matches
of the password-like strings derived from the voice to stored
templates. Both procedures have their drawbacks: on one hand
cryptographic methods pose an unacceptably high computa-
tional load, while on the other hand the LSH-based method
compromises system accuracy to achieve speed, although it
is very secure. A more recent approach was presented in [5],
where a new technique called secure binary embeddings (SBE)
[6] was successfully used for obtaining not only an almost
negligible degradation in classification results (when compared
to a baseline using supervectors) but also a computational
overhead similar to the one required by LSH.

In this paper we further explore the combination of speaker
recognition with SBE for privacy-preserving speaker authenti-
cation. In particular, we aim to analyze if the previous approach
in [5] scales properly across different speaker verification
techniques. Thus, we propose a new privacy-preserving scheme
using a factor analysis based front-end extractor, the so-called
i-vectors, which is the current de facto standard for speaker
verification.

The remaining of this paper is structured as follows. In
Section II we briefly present the speaker verification techniques
considered in this paper. Section III describes secure binary
embeddings and their properties. In Section IV we present
experiments on the speaker verification task. Then we discuss
data privacy issues in Section V and finally we present some
conclusions.

II. SPEAKER VERIFICATION

In conventional text-independent speaker verification sys-
tems, a user wishing to authenticate himself provides the
system voice samples during an enrollment phase. The system
then employs these samples to build a “model” for the user.
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Later, in the verification phase, new incoming speech signals
are compared to this model to verify the user.

In terms of speech parameterization, speaker verification
systems are typically built upon mel-frequency cepstral co-
efficient (MFCC) vectors. Like in other speech applications,
feature vectors are usually augmented with their derivatives. As
a first step, a large collection of recordings of non-target speak-
ers is used to train a universal background model (UBM). The
UBM is a Gaussian mixture model (GMM) representing the
distribution of speech from all potential imposters. Next, the
Gaussian means of the UBM are adjusted through maximum a
posteriori (MAP) adaptation [7] to the user’s enrollment data to
learn a GMM for that user. In addition to reducing enrollment
data requirements, MAP adaptation also guarantees a one-to-
one correspondence between the Gaussians in the UBM and
those in the user’s model. Given a new recording purported to
be from a target user, the log likelihood assigned to it by the
GMM for the target user is compared to that obtained from
the UBM to determine if the user should be accepted or not
[7].

An alternate equally-successful approach to likelihood ratio
tests obtains a separate GMM for each of multiple enrollment
recordings by the user, through MAP adaptation of the UBM
to the recording. The parameters (usually the means) of the
resulting GMMs are mapped to a high-dimensional vectors
called “supervector” [8], one for each recording. Supervectors
are similarly obtained for recordings by putative imposters. A
support vector machine (SVM) is then trained to distinguish
between the two sets [9]. To verify that a given test recording
was indeed spoken by the user, the supervector derived from
the recording is classified by the SVM.

More recently, additional variations to this GMM-UBM
scheme have resulted in the proliferation of new successful
vector-based methods, such as the joint factor analysis (JFA)
[10] or total variability (TV) [11] based compensation meth-
ods. TV modeling has rapidly emerged as one of the most
powerful approaches for speaker verification and has become
the current de facto standard. In this approach, closely related
to the JFA, the speaker and the channel variabilities of the
high-dimensional GMM supervectors are jointly modeled as a
single low-rank total-variability space. The low-dimensionality
total variability factors extracted from a given speech segment
form a vector, named i-vector, which represents the speech
segment in a very compact and efficient way. Since the i-
vector comprises both speaker and channel variabilities, in
the i-vector framework for speaker verification some sort of
channel compensation or channel modeling technique usually
follows the i-vector extraction process. Regarding channel
compensation, linear discriminant analysis (LDA) or within-
class covariance normalization (WCCN) are typically applied
to compensate for channel nuisance in the i-vector space [12].
Then, the verification score can be obtained either based on
a simple cosine similarity between the target user i-vector
and the the test utterance i-vector, or by evaluating the test
utterance i-vector with a previously trained SVM. In the
latter, cosine kernel is usually preferred. Recently, new channel
modeling techniques for i-vectors, such as probabilistic linear
discriminant analysis (PLDA) [13], have been reported to
overcome classical cosine-distance scoring of i-vectors with
channel compensation.

Fig. 1. 1-bit quantization functions.

In our approach we consider the i-vector technique together
with SVMs (trained on target and impostor i-vectors) for
speaker modeling and scoring. We exploit the total-variability
modeling as a sort of factor analysis based front-end extrac-
tor able to provide compact speaker representations of fixed
length. Moreover, we do not consider any of the previously
mentioned channel compensation methods, since this issue is
out of the scope of the present study. Nevertheless, it would
be straightforward incorporating (at least) LDA and WCCN
compensation without significant alterations of the proposed
scheme.

III. SECURE BINARY EMBEDDINGS

A secure binary embedding (SBE) [6] is a scheme for
converting vectors to bit sequences using band-quantized ran-
dom projections. These bit sequences, which we will refer to
as hashes, possess an interesting property: if the Euclidean
distance between two vectors is lower than a certain threshold,
then the Hamming distance between their hashes is directly
proportional to the Euclidean distance between the vectors; if
it is higher, then the hashes provide no information regarding
the true distance between the two vectors. This scheme is
based on the concept of universal quantization (UQ) [14],
which redefines scalar quantization by forcing the quantization
function to have non-contiguous quantization regions.

Given an L-dimensional vector x ∈ RL, the UQ process
converts it to an M -bit binary sequence, where the mth bit is
given by

qm(x) = Q

(
〈x,am〉+ wm

∆

)
, (1)

where 〈·, ·〉 represents a dot product, am ∈ RL is a random
projection vector comprising L i.i.d samples drawn from
N (µ = 0, σ2), ∆ is a precision parameter, wm is a random
dither drawn from a uniform distribution over [0,∆] and Q(·)
is a quantization function given by Q(x) = �x mod 2�. We
can represent the complete quantization into M bits compactly
in vector form:

q(x) = Q
(
∆−1(Ax+w)

)
, (2)

where q(x) is an M -bit binary vector which we will refer to
as the hash of x, A ∈ RM×L is a matrix composed of the
row vectors am, ∆ is a diagonal matrix with entries ∆ and
w ∈ RM is a vector containing the dither values wm.

The universal 1-bit quantizer of Equation 1 maps the real
line onto 1/0 in a banded manner, where each band is ∆ wide.
Figure 1 compares conventional scalar 1-bit quantization (left
had side panel) with the equivalent universal 1-bit quantization
(right hand side panel).

The binary hash generated by the universal quantizer of
Equation 2 has the following properties [6]: the probability

Fig. 2. SBE behavior as a function of ∆ for two values of M .

that the ith bits qi(x) and qi(x
′) of the hashes of two vectors

x and x′, respectively, are identical depends only on the
Euclidean distance d = ‖x−x′‖ between the two vectors and
not on their actual values. As a consequence, the following
relationship can be shown [6]: given any two vectors x and x′

with a Euclidean distance d, with probability at most e−2t2M

the normalized (per-bit) Hamming distance dH(q(x),q(x′))
between the hashes of x and x′ is bounded by:

1

2
−1

2
e
−
(

πσd√
2∆

)2

−t ≤ dH(q(x),q(x′)) ≤ 1

2
− 4

π2
e
−
(

πσd√
2∆

)2

+t,

where t is a control factor. The importance of this bound is
that the Hamming distance dH(q(x),q(x′)) is correlated to the
Euclidean distance ‖x − x′‖ between the two vectors if and
only if the Euclidean distance between the two vectors is below
a predetermined threshold (depends on ∆). Specifically, for
small d, the expected Hamming distance E[dH(q(x),q(x′))]
can be shown to be bounded from above by

√
2π−1σ∆−1d,

which is linear in d. However, if the distance between x and x′

is greater than this threshold, dH(q(x),q(x′)) is bounded by
0.5 − 4π−2 exp

(
−0.5π2σ2∆−2d2

)
, which rapidly converges

to 0.5 and effectively gives us no information whatsoever about
the true distance between x and x′.

In order to better illustrate how this scheme works, we
randomly generated samples in a high-dimensional space
(L = 1024) and plotted the normalized Hamming distance
between their hashes against the Euclidean distance between
the respective samples. This is presented in Figure 2. The
number of bits in the hash is also shown in the figures. We note
that in all cases, once the normalized distance exceeds ∆, the
Hamming distance between the hashes of two vectors ceases to
provide any information about the true distance between the
vectors. We will find this property useful in developing our
privacy-preserving speaker verification system. We also note
that changing the value of the precision parameter ∆ allows
us to adjust the distance threshold until which the Hamming
distance is informative. Moreover, increasing the number of
bits M leads to a reduction of the variance of the Hamming
distance.

A converse property of the embeddings is that for all
x′ except the ones that lie within a small radius of any x,
dH(q(x),q(x′)) provides little information about how close
x′ and x are. It can, in fact, be shown that the embedding
provides information theoretic security beyond this radius, if
the embedding parameters A and w remain unknown to the
potential eavesdropper. Any algorithm attempting to recover a
signal x from its embedding q(x) or to infer anything about
the relationship between two signals sufficiently far apart using
only their embeddings will fail to do so. Furthermore, even in

the case where A and w are known, it seems computationally
intractable to derive x from q(x), unless one can guess a
starting point very close to x. In effect, it is infeasible to invert
the SBE without strong a priori assumptions about x.

IV. SPEAKER VERIFICATION USING SBE

The application of the SBE to speaker verification systems
is quite straightforward: if the classifier could be made to
operate on SBE hashes of supervectors/i-vectors rather than on
the supervectors/i-vectors themselves, speaker verification may
be performed without exposing the user’s data. In this work,
we consider non-private reference speaker verification systems
that use SVMs for speaker modeling. Then, in order to achieve
a privacy-preserving scheme, SVM kernels must be modi-
fied to work with Hamming distances between SBE hashes:
k(x,x′) = e−γ·d2

H(q(x),q(x′)). Note that for a given A and
w, the modified kernel closely approximates the conventional
RBF for small d(x,x′), but shows significant differences for
larger d(x,x′). While it does not satisfy Mercer’s conditions
and cannot be considered a true kernel, in practice it is effective
as we shall see in the experiments below. For comparison sake,
these experiments include previous work on using supervectors
together with SBE hashes for performing privacy-preserving
speaker verification, fully described in [5], as well as our
current approach using i-vectors together with SBE hashes for
addressing the same task.

The implementation of a privacy-preserving speaker veri-
fication system is as follows: the user communicates with the
server through a smartphone or computation-capable device.
In the enrollment phase, the supervectors/i-vectors for both the
enrollment recordings and imposter recordings are computed
by the user. Imposter recordings may be obtained from any
public resource. The user computes SBE hashes from the
supervectors/i-vectors and transmits them to the server. He
retains the parameters A and w employed by the SBE as his
private keys. The system trains an SVM with the obtained SBE
hashes. During verification, the user computes the SBE hash
for the supervector/i-vector obtained from the test recording
and transmits it to the system, which classifies it.

The system never observes the actual speech from the user.
Its model for the user can only be used with the SBE hashes
computed using the private hash key from that specific user,
and is not usable without the user’s participation. Moreover,
an attacker wishing to pose as a specific user must not only
manage to steal the embedding parameters from the user’s
client device, but also gain access to voice recordings from
the same user, as either of these alone are insufficient to
gain unauthorized access to the server. Therefore, our privacy
requirements are satisfied.

A. Experimental Setup

The corpus considered for all experiments is the YOHO
Speaker Verification corpus [15], consisting of short utterances
by 138 speakers. Each utterance contains a set of three two-
digit numbers. The corpus is divided into two sets: enrollment
and verification. The enrollment set (used for training) contains
96 utterances from each speaker, totaling 14.54 hours of audio.
The verification set (used for testing) contains 40 utterances
from each speaker, totaling 6.24 hours of audio. We did
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Later, in the verification phase, new incoming speech signals
are compared to this model to verify the user.

In terms of speech parameterization, speaker verification
systems are typically built upon mel-frequency cepstral co-
efficient (MFCC) vectors. Like in other speech applications,
feature vectors are usually augmented with their derivatives. As
a first step, a large collection of recordings of non-target speak-
ers is used to train a universal background model (UBM). The
UBM is a Gaussian mixture model (GMM) representing the
distribution of speech from all potential imposters. Next, the
Gaussian means of the UBM are adjusted through maximum a
posteriori (MAP) adaptation [7] to the user’s enrollment data to
learn a GMM for that user. In addition to reducing enrollment
data requirements, MAP adaptation also guarantees a one-to-
one correspondence between the Gaussians in the UBM and
those in the user’s model. Given a new recording purported to
be from a target user, the log likelihood assigned to it by the
GMM for the target user is compared to that obtained from
the UBM to determine if the user should be accepted or not
[7].

An alternate equally-successful approach to likelihood ratio
tests obtains a separate GMM for each of multiple enrollment
recordings by the user, through MAP adaptation of the UBM
to the recording. The parameters (usually the means) of the
resulting GMMs are mapped to a high-dimensional vectors
called “supervector” [8], one for each recording. Supervectors
are similarly obtained for recordings by putative imposters. A
support vector machine (SVM) is then trained to distinguish
between the two sets [9]. To verify that a given test recording
was indeed spoken by the user, the supervector derived from
the recording is classified by the SVM.

More recently, additional variations to this GMM-UBM
scheme have resulted in the proliferation of new successful
vector-based methods, such as the joint factor analysis (JFA)
[10] or total variability (TV) [11] based compensation meth-
ods. TV modeling has rapidly emerged as one of the most
powerful approaches for speaker verification and has become
the current de facto standard. In this approach, closely related
to the JFA, the speaker and the channel variabilities of the
high-dimensional GMM supervectors are jointly modeled as a
single low-rank total-variability space. The low-dimensionality
total variability factors extracted from a given speech segment
form a vector, named i-vector, which represents the speech
segment in a very compact and efficient way. Since the i-
vector comprises both speaker and channel variabilities, in
the i-vector framework for speaker verification some sort of
channel compensation or channel modeling technique usually
follows the i-vector extraction process. Regarding channel
compensation, linear discriminant analysis (LDA) or within-
class covariance normalization (WCCN) are typically applied
to compensate for channel nuisance in the i-vector space [12].
Then, the verification score can be obtained either based on
a simple cosine similarity between the target user i-vector
and the the test utterance i-vector, or by evaluating the test
utterance i-vector with a previously trained SVM. In the
latter, cosine kernel is usually preferred. Recently, new channel
modeling techniques for i-vectors, such as probabilistic linear
discriminant analysis (PLDA) [13], have been reported to
overcome classical cosine-distance scoring of i-vectors with
channel compensation.

Fig. 1. 1-bit quantization functions.

In our approach we consider the i-vector technique together
with SVMs (trained on target and impostor i-vectors) for
speaker modeling and scoring. We exploit the total-variability
modeling as a sort of factor analysis based front-end extrac-
tor able to provide compact speaker representations of fixed
length. Moreover, we do not consider any of the previously
mentioned channel compensation methods, since this issue is
out of the scope of the present study. Nevertheless, it would
be straightforward incorporating (at least) LDA and WCCN
compensation without significant alterations of the proposed
scheme.

III. SECURE BINARY EMBEDDINGS

A secure binary embedding (SBE) [6] is a scheme for
converting vectors to bit sequences using band-quantized ran-
dom projections. These bit sequences, which we will refer to
as hashes, possess an interesting property: if the Euclidean
distance between two vectors is lower than a certain threshold,
then the Hamming distance between their hashes is directly
proportional to the Euclidean distance between the vectors; if
it is higher, then the hashes provide no information regarding
the true distance between the two vectors. This scheme is
based on the concept of universal quantization (UQ) [14],
which redefines scalar quantization by forcing the quantization
function to have non-contiguous quantization regions.

Given an L-dimensional vector x ∈ RL, the UQ process
converts it to an M -bit binary sequence, where the mth bit is
given by

qm(x) = Q

(
〈x,am〉+ wm

∆

)
, (1)

where 〈·, ·〉 represents a dot product, am ∈ RL is a random
projection vector comprising L i.i.d samples drawn from
N (µ = 0, σ2), ∆ is a precision parameter, wm is a random
dither drawn from a uniform distribution over [0,∆] and Q(·)
is a quantization function given by Q(x) = �x mod 2�. We
can represent the complete quantization into M bits compactly
in vector form:

q(x) = Q
(
∆−1(Ax+w)

)
, (2)

where q(x) is an M -bit binary vector which we will refer to
as the hash of x, A ∈ RM×L is a matrix composed of the
row vectors am, ∆ is a diagonal matrix with entries ∆ and
w ∈ RM is a vector containing the dither values wm.

The universal 1-bit quantizer of Equation 1 maps the real
line onto 1/0 in a banded manner, where each band is ∆ wide.
Figure 1 compares conventional scalar 1-bit quantization (left
had side panel) with the equivalent universal 1-bit quantization
(right hand side panel).

The binary hash generated by the universal quantizer of
Equation 2 has the following properties [6]: the probability

Fig. 2. SBE behavior as a function of ∆ for two values of M .

that the ith bits qi(x) and qi(x
′) of the hashes of two vectors

x and x′, respectively, are identical depends only on the
Euclidean distance d = ‖x−x′‖ between the two vectors and
not on their actual values. As a consequence, the following
relationship can be shown [6]: given any two vectors x and x′

with a Euclidean distance d, with probability at most e−2t2M

the normalized (per-bit) Hamming distance dH(q(x),q(x′))
between the hashes of x and x′ is bounded by:

1

2
−1

2
e
−
(

πσd√
2∆

)2

−t ≤ dH(q(x),q(x′)) ≤ 1

2
− 4

π2
e
−
(

πσd√
2∆

)2

+t,

where t is a control factor. The importance of this bound is
that the Hamming distance dH(q(x),q(x′)) is correlated to the
Euclidean distance ‖x − x′‖ between the two vectors if and
only if the Euclidean distance between the two vectors is below
a predetermined threshold (depends on ∆). Specifically, for
small d, the expected Hamming distance E[dH(q(x),q(x′))]
can be shown to be bounded from above by

√
2π−1σ∆−1d,

which is linear in d. However, if the distance between x and x′

is greater than this threshold, dH(q(x),q(x′)) is bounded by
0.5 − 4π−2 exp

(
−0.5π2σ2∆−2d2

)
, which rapidly converges

to 0.5 and effectively gives us no information whatsoever about
the true distance between x and x′.

In order to better illustrate how this scheme works, we
randomly generated samples in a high-dimensional space
(L = 1024) and plotted the normalized Hamming distance
between their hashes against the Euclidean distance between
the respective samples. This is presented in Figure 2. The
number of bits in the hash is also shown in the figures. We note
that in all cases, once the normalized distance exceeds ∆, the
Hamming distance between the hashes of two vectors ceases to
provide any information about the true distance between the
vectors. We will find this property useful in developing our
privacy-preserving speaker verification system. We also note
that changing the value of the precision parameter ∆ allows
us to adjust the distance threshold until which the Hamming
distance is informative. Moreover, increasing the number of
bits M leads to a reduction of the variance of the Hamming
distance.

A converse property of the embeddings is that for all
x′ except the ones that lie within a small radius of any x,
dH(q(x),q(x′)) provides little information about how close
x′ and x are. It can, in fact, be shown that the embedding
provides information theoretic security beyond this radius, if
the embedding parameters A and w remain unknown to the
potential eavesdropper. Any algorithm attempting to recover a
signal x from its embedding q(x) or to infer anything about
the relationship between two signals sufficiently far apart using
only their embeddings will fail to do so. Furthermore, even in

the case where A and w are known, it seems computationally
intractable to derive x from q(x), unless one can guess a
starting point very close to x. In effect, it is infeasible to invert
the SBE without strong a priori assumptions about x.

IV. SPEAKER VERIFICATION USING SBE

The application of the SBE to speaker verification systems
is quite straightforward: if the classifier could be made to
operate on SBE hashes of supervectors/i-vectors rather than on
the supervectors/i-vectors themselves, speaker verification may
be performed without exposing the user’s data. In this work,
we consider non-private reference speaker verification systems
that use SVMs for speaker modeling. Then, in order to achieve
a privacy-preserving scheme, SVM kernels must be modi-
fied to work with Hamming distances between SBE hashes:
k(x,x′) = e−γ·d2

H(q(x),q(x′)). Note that for a given A and
w, the modified kernel closely approximates the conventional
RBF for small d(x,x′), but shows significant differences for
larger d(x,x′). While it does not satisfy Mercer’s conditions
and cannot be considered a true kernel, in practice it is effective
as we shall see in the experiments below. For comparison sake,
these experiments include previous work on using supervectors
together with SBE hashes for performing privacy-preserving
speaker verification, fully described in [5], as well as our
current approach using i-vectors together with SBE hashes for
addressing the same task.

The implementation of a privacy-preserving speaker veri-
fication system is as follows: the user communicates with the
server through a smartphone or computation-capable device.
In the enrollment phase, the supervectors/i-vectors for both the
enrollment recordings and imposter recordings are computed
by the user. Imposter recordings may be obtained from any
public resource. The user computes SBE hashes from the
supervectors/i-vectors and transmits them to the server. He
retains the parameters A and w employed by the SBE as his
private keys. The system trains an SVM with the obtained SBE
hashes. During verification, the user computes the SBE hash
for the supervector/i-vector obtained from the test recording
and transmits it to the system, which classifies it.

The system never observes the actual speech from the user.
Its model for the user can only be used with the SBE hashes
computed using the private hash key from that specific user,
and is not usable without the user’s participation. Moreover,
an attacker wishing to pose as a specific user must not only
manage to steal the embedding parameters from the user’s
client device, but also gain access to voice recordings from
the same user, as either of these alone are insufficient to
gain unauthorized access to the server. Therefore, our privacy
requirements are satisfied.

A. Experimental Setup

The corpus considered for all experiments is the YOHO
Speaker Verification corpus [15], consisting of short utterances
by 138 speakers. Each utterance contains a set of three two-
digit numbers. The corpus is divided into two sets: enrollment
and verification. The enrollment set (used for training) contains
96 utterances from each speaker, totaling 14.54 hours of audio.
The verification set (used for testing) contains 40 utterances
from each speaker, totaling 6.24 hours of audio. We did
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TABLE I. SPEAKER VERIFICATION EER (%AGE), SUPERVECTORS.

#Gauss 4 8 16 32 64 128 256 512 1024
EER 3.55 1.52 0.60 0.25 0.22 0.21 – – –

TABLE II. SPEAKER VERIFICATION EER (%AGE), SBE HASHES OF
SUPERVECTORS, 32 GAUSSIANS.

leakage ∼ 5% ∼ 25% ∼ 50%
bpc=4 2.27 1.40 1.25
bpc=8 1.32 0.89 0.80
bpc=16 0.76 0.60 0.51

not explicitly record imposters. Instead, for each of the 138
speakers in the corpus, the remaining 137 were used as
imposters. Both the supervectors and the i-vectors were based
on MFCC features extracted in frames of 25ms, at the rate
of 100 frames per second. For each frame we extracted 12
MFCC coefficients and the log-energy, augmenting them with
the temporal differences and double-differences to result in a
total of 39 features. A UBM was trained from the enrollment
data for all the speakers and it was adapted to each recording
on the verification set to obtain a single supervector/i-vector.

The choice of the YOHO corpus for a proof of concept of
the i-vector based approach was mainly justified by the need
to compare our results with the ones obtained in [5]. This was
the reason for not consider more challenging corpora such as
the NIST Speaker Recognition Evaluation corpus [16] and the
MIT Mobile Device Speaker Verification corpus [17].

B. Experiments using feature supervectors

In [5] the authors presented a supervector-based approach
for performing privacy preserving speaker verification using
SBE hashes. The results they obtained are replicated in Tables
I and II, and they will serve as a baseline for our approach.
The secure binary embeddings have two parameters that can
be customized: the quantization step size ∆ and the number
of bits M . The value of M by itself is not a useful number,
as different values of L (dimensionality of the supervector/i-
vector) require different values of M . Therefore, the results
are reported in terms of bits per coefficient (bpc), computed
as M/L. Speaker leakage in this context refers to the fraction
of recordings from any speakers whose SBE hashes have a
normalized Hamming distance below the threshold at which
Hamming distance dH is proportional to the Euclidean distance
d with respect to any recording from another speaker. This
threshold was empirically set at 0.475. The amount of leakage
is exclusively controlled by ∆, and its implications will be
further discussed in Section V.

C. Experiments using i-vectors

The first step for obtaining the i-vectors was to compute
a total variability factor matrix T on the enrollment set, using
the technique described in [18]. The dimension of the total
variability sub-space was fixed to 400. Then, 10 EM iterations
were applied consisting of an initial ML estimation followed
by minimum divergence update. The covariance matrix was not
updated in any of the EM iterations. The estimated T matrix
was used for extraction of the total variability factors of the
processing speech segments as described in [18]. Finally, SVM
speaker models trained with the i-vectors were obtained using
the LIBSVM toolkit [19]. The results obtained for the speaker

TABLE III. SPEAKER VERIFICATION EER (%AGE), I-VECTORS.

#Gauss 4 8 16 32 64 128 256 512 1024
EER 4.12 1.65 0.74 0.35 0.18 0.15 0.11 0.09 0.07

TABLE IV. SPEAKER VERIFICATION EER (%AGE), SBE HASHES OF
I-VECTORS, 256 GAUSSIANS.

leakage ∼ 5% ∼ 25% ∼ 50%
bpc=4 21.21 5.62 3.54
bpc=8 5.55 1.98 1.05
bpc=16 1.27 0.64 0.47

TABLE V. AVERAGE NORMALIZED SPEAKER LEAKAGE ENTROPY.

supervectors+SBE i-vectors+SBE
bpc=4 0.884 0.962
bpc=8 0.862 0.941
bpc=16 0.851 0.931

verification task using i-vectors and its privacy-preserving
counterpart using SBE hashes are presented in Tables III and
IV.

Regarding the non-private approach, we observe that using
either supervectors or i-vectors for performing speaker verifi-
cation on the YOHO corpus produces similar results. The only
relevant difference is that only when 64 Gaussians or more are
considered, it is better to consider i-vectors instead of super-
vectors. As for the SBE hashes, in order to compare our results
with the ones presented in [5], we ran experiments for the same
values of bpc and speaker leakage. We performed experiments
considering 256 Gaussians instead of 32 Gaussians because,
for the i-vectors, it is only when this amount of Gaussians
is reached that no significant improvements are obtained in
terms of EER on our baseline experiment. We can see that
changing either the value of bpc or the amount of leakage
has much more impact on the classification results when i-
vectors are considered instead of supervectors. A possible
reason for this might be that the size of the i-vectors does
not depend on the number of Gaussians, unlike what happens
with the supervectors. This means that each individual feature
of the i-vectors contains much more discriminative information
than each feature of the supervectors for larger amounts of
Gaussians, which leads to the noise introduced by mapping the
i-vectors into SBE hashes having much more visible effects.
Overall, as expected, both the supervector and the i-vectors
approaches obtained good results in the speaker verification
task.

V. DATA PRIVACY AND SBE

SBE provides a basic but strong form of security: a vector
x cannot be recovered, even in part, from its hash q(x), if the
projection matrix A and dither vector w are unknown. The
primary benefit of using SBE is that it now becomes possible
for the system to perform classification using the hashes q(x),
without being able to recover the actual data x from them.
Nevertheless, alternative factors that may provide information
about the speaker must be considered. One of them is speaker
leakage, already explained in Section IV-B. Another one is
the normalized entropy of the distribution over imposters of
the leaked vectors for each of the speakers in the verification
set. The results obtained in terms of normalized entropy are
presented in Table V.

Ideally, we would like to obtain high values for the nor-

malized entropy, as 1 represents completely random behavior
and 0 indicates neighborhood to a single speaker. According
to the obtained results, for the interesting values of bpc and
for 50% speaker leakage, the identifiable bias of any speaker
towards any other speaker is very low. In particular, when the
i-vectors are considered, almost no information regarding any
possible speaker clustering is revealed. Therefore, even if the
system has registration data from a user, in either case it must
retrieve a very large number of putative recordings from a
target user to make any inferences about other users in its
database. However, this does not provide a strong guarantee
of privacy against the motivated adversary.

VI. CONCLUSION

In this work we presented a comparison between two
techniques for privacy-preserving speaker verification using
SBE hashes: previous work using feature supervectors and
our approach considering i-vectors. We verified that the two
approaches performed in a similar fashion both on the base-
line experiments and when the SBE hashes were considered.
Although for the i-vector approach a more computationally
demanding parameter configuration is required for obtaining
the desired results, they provide a stronger security regarding
the clustering of different users given the information leaked
through the Hamming distances between the hashes. Although
our technique was presented in the scope of a voice-based
speaker verification system, it can be easily extended to other
types of biometric authentication.
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TABLE I. SPEAKER VERIFICATION EER (%AGE), SUPERVECTORS.

#Gauss 4 8 16 32 64 128 256 512 1024
EER 3.55 1.52 0.60 0.25 0.22 0.21 – – –

TABLE II. SPEAKER VERIFICATION EER (%AGE), SBE HASHES OF
SUPERVECTORS, 32 GAUSSIANS.

leakage ∼ 5% ∼ 25% ∼ 50%
bpc=4 2.27 1.40 1.25
bpc=8 1.32 0.89 0.80
bpc=16 0.76 0.60 0.51

not explicitly record imposters. Instead, for each of the 138
speakers in the corpus, the remaining 137 were used as
imposters. Both the supervectors and the i-vectors were based
on MFCC features extracted in frames of 25ms, at the rate
of 100 frames per second. For each frame we extracted 12
MFCC coefficients and the log-energy, augmenting them with
the temporal differences and double-differences to result in a
total of 39 features. A UBM was trained from the enrollment
data for all the speakers and it was adapted to each recording
on the verification set to obtain a single supervector/i-vector.

The choice of the YOHO corpus for a proof of concept of
the i-vector based approach was mainly justified by the need
to compare our results with the ones obtained in [5]. This was
the reason for not consider more challenging corpora such as
the NIST Speaker Recognition Evaluation corpus [16] and the
MIT Mobile Device Speaker Verification corpus [17].

B. Experiments using feature supervectors

In [5] the authors presented a supervector-based approach
for performing privacy preserving speaker verification using
SBE hashes. The results they obtained are replicated in Tables
I and II, and they will serve as a baseline for our approach.
The secure binary embeddings have two parameters that can
be customized: the quantization step size ∆ and the number
of bits M . The value of M by itself is not a useful number,
as different values of L (dimensionality of the supervector/i-
vector) require different values of M . Therefore, the results
are reported in terms of bits per coefficient (bpc), computed
as M/L. Speaker leakage in this context refers to the fraction
of recordings from any speakers whose SBE hashes have a
normalized Hamming distance below the threshold at which
Hamming distance dH is proportional to the Euclidean distance
d with respect to any recording from another speaker. This
threshold was empirically set at 0.475. The amount of leakage
is exclusively controlled by ∆, and its implications will be
further discussed in Section V.

C. Experiments using i-vectors

The first step for obtaining the i-vectors was to compute
a total variability factor matrix T on the enrollment set, using
the technique described in [18]. The dimension of the total
variability sub-space was fixed to 400. Then, 10 EM iterations
were applied consisting of an initial ML estimation followed
by minimum divergence update. The covariance matrix was not
updated in any of the EM iterations. The estimated T matrix
was used for extraction of the total variability factors of the
processing speech segments as described in [18]. Finally, SVM
speaker models trained with the i-vectors were obtained using
the LIBSVM toolkit [19]. The results obtained for the speaker

TABLE III. SPEAKER VERIFICATION EER (%AGE), I-VECTORS.

#Gauss 4 8 16 32 64 128 256 512 1024
EER 4.12 1.65 0.74 0.35 0.18 0.15 0.11 0.09 0.07

TABLE IV. SPEAKER VERIFICATION EER (%AGE), SBE HASHES OF
I-VECTORS, 256 GAUSSIANS.

leakage ∼ 5% ∼ 25% ∼ 50%
bpc=4 21.21 5.62 3.54
bpc=8 5.55 1.98 1.05
bpc=16 1.27 0.64 0.47

TABLE V. AVERAGE NORMALIZED SPEAKER LEAKAGE ENTROPY.

supervectors+SBE i-vectors+SBE
bpc=4 0.884 0.962
bpc=8 0.862 0.941
bpc=16 0.851 0.931

verification task using i-vectors and its privacy-preserving
counterpart using SBE hashes are presented in Tables III and
IV.

Regarding the non-private approach, we observe that using
either supervectors or i-vectors for performing speaker verifi-
cation on the YOHO corpus produces similar results. The only
relevant difference is that only when 64 Gaussians or more are
considered, it is better to consider i-vectors instead of super-
vectors. As for the SBE hashes, in order to compare our results
with the ones presented in [5], we ran experiments for the same
values of bpc and speaker leakage. We performed experiments
considering 256 Gaussians instead of 32 Gaussians because,
for the i-vectors, it is only when this amount of Gaussians
is reached that no significant improvements are obtained in
terms of EER on our baseline experiment. We can see that
changing either the value of bpc or the amount of leakage
has much more impact on the classification results when i-
vectors are considered instead of supervectors. A possible
reason for this might be that the size of the i-vectors does
not depend on the number of Gaussians, unlike what happens
with the supervectors. This means that each individual feature
of the i-vectors contains much more discriminative information
than each feature of the supervectors for larger amounts of
Gaussians, which leads to the noise introduced by mapping the
i-vectors into SBE hashes having much more visible effects.
Overall, as expected, both the supervector and the i-vectors
approaches obtained good results in the speaker verification
task.

V. DATA PRIVACY AND SBE

SBE provides a basic but strong form of security: a vector
x cannot be recovered, even in part, from its hash q(x), if the
projection matrix A and dither vector w are unknown. The
primary benefit of using SBE is that it now becomes possible
for the system to perform classification using the hashes q(x),
without being able to recover the actual data x from them.
Nevertheless, alternative factors that may provide information
about the speaker must be considered. One of them is speaker
leakage, already explained in Section IV-B. Another one is
the normalized entropy of the distribution over imposters of
the leaked vectors for each of the speakers in the verification
set. The results obtained in terms of normalized entropy are
presented in Table V.

Ideally, we would like to obtain high values for the nor-

malized entropy, as 1 represents completely random behavior
and 0 indicates neighborhood to a single speaker. According
to the obtained results, for the interesting values of bpc and
for 50% speaker leakage, the identifiable bias of any speaker
towards any other speaker is very low. In particular, when the
i-vectors are considered, almost no information regarding any
possible speaker clustering is revealed. Therefore, even if the
system has registration data from a user, in either case it must
retrieve a very large number of putative recordings from a
target user to make any inferences about other users in its
database. However, this does not provide a strong guarantee
of privacy against the motivated adversary.

VI. CONCLUSION

In this work we presented a comparison between two
techniques for privacy-preserving speaker verification using
SBE hashes: previous work using feature supervectors and
our approach considering i-vectors. We verified that the two
approaches performed in a similar fashion both on the base-
line experiments and when the SBE hashes were considered.
Although for the i-vector approach a more computationally
demanding parameter configuration is required for obtaining
the desired results, they provide a stronger security regarding
the clustering of different users given the information leaked
through the Hamming distances between the hashes. Although
our technique was presented in the scope of a voice-based
speaker verification system, it can be easily extended to other
types of biometric authentication.

ACKNOWLEDGMENT
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Abstract—The paper aims at identifying and investigating 
legal issues surrounding de-identification of data streams 
generated by CCTV applications. As a basis for further 
discussions, the exact subject-matter of legal protection afforded 
to data (images and sounds) resulting from CCTV operations is 
pinpointed. Thereafter, legal consequences of de-identification 
are established. In connection with that, delineation of and 
delimitation between the terms ‘de-identification’ and 
‘anonymization’ is carried out. Moreover, the legal relevance of 
de-identification’s irreversibility is explored, along with 
technological and legal requirements that the irreversible de-
identification must meet, the associated risks and the examples of 
failed (supposedly irreversible) de-identification exercises from 
the past. Correspondingly, lessons for the future are drawn and 
recommendations for rendering de-identification efforts legally 
compliant are put forward. 

Keywords—privacy, personal data, CCTV, de-identification, 
anonymization 

I. INTRODUCTION

 For the past 20 years, research into data de-identification 
has been driven primarily by sociological and statistical 
surveys [1], (bio)medical studies [2]  and computer security 
[3],  but other fields, such as library [4]  and social media [5] 
user de-identification, are following suit. An increasing number 
of organizations start taking interest in de-identification in 
general and such processes as microdata anonymization [6] in 
particular.  Over the same 20 years, closed-circuit television 
(CCTV) has become omnipresent: at least 1.85 million CCTV 
cameras are believed to be in operation in the UK alone [7].  
De-identification has been often cited by the authorities as a 
safeguard against privacy violations. Let us see if de-
identification can deliver on the promise in the CCTV context. 

II. SORTING OUT THE TERMINOLOGY

A. The notions of ‘personal data’, ‘biometrics data’ and 
‘sensitive data’ 
The definition of ‘personal data’ contained in the still valid 

Data Protection Directive [8] is surprisingly broad: Art. 2(a) 
defines the term as “any information relating to an identified or 
identifiable natural person (‘data subject’)”.  By explaining in 
the same paragraph that “an identifiable person is one who can 
be identified, directly or indirectly, in particular by reference to 
an identification number or to one or more factors specific to 
his physical, physiological, mental, economic, cultural or social 

identity”, the Directive, in essence,  provides  examples  and 
categories of personal data. This definition – legally – makes 
any information related to a natural person, not just the one that 
can be used to identify him or her (the ‘identifiers’), personal 
data.  

There is loads of information, however, that relates to a 
data subject, but is highly unlikely or simply impossible to be 
used for identification purposes. A video footage of a public 
place, such as a city square, with people in it clearly visible and 
even recognizable by those who know them,  bears information 
relating to all of them, but contains no personal data, until and 
unless the people in the picture, in the words of the draft Data 
Protection Regulation intended to replace the Directive, “can 
be identified, directly or indirectly, by means reasonably likely 
to be used by the controller or by any other natural or legal 
person, in particular by reference to an identification number, 
location data, online identifier or to one or more factors 
specific to the physical, physiological, genetic, mental, 
economic, cultural or social identity of that person” (Article 
4(1)) [9].    

Hence the key to answering the question whether data are 
personal in the legal sense is the answer to the question if the 
link between the identifiers and the physical person can be 
established by the controller or some other person who gets 
access to the data. The means of establishing that link cannot 
be a means those persons are theoretically or potentially 
capable of using, but the means that they are “reasonably 
likely” to use. An owner of a villa with CCTV cameras 
installed normally would not have means “reasonably likely to 
be used” to identify people in the videos those cameras take. 
“As the purpose of video surveillance is, however, to identify 
the persons to be seen in the video images in all cases where 
such identification is deemed necessary by the controller, the 
whole application as such has to be considered as processing 
data about identifiable persons, even if some persons recorded 
are not identifiable in practice” [10].  

Many of the data processed by CCTV are ‘biometric data’, 
defined for the first time at the EU level in the draft Regulation 
as “any data relating to the physical, physiological or 
behavioural characteristics of an individual which allow their 
unique identification, such as facial images, or dactyloscopic 
data” (Article 4(11)). A peculiar feature of the biometric data is 
that they are both part of the “information relating to an 
identified or identifiable natural person” and the identifiers that 
act as a link between the information and the person. 
Moreover, biometric data merit particular attention, because 
they are a type of identifiers that, unlike a user name or 
password, cannot be discarded and replaced. The research resulting in this paper was supported by the European Union 

under the European Cooperation in Science and Technology (COST) Action 
IC1206 “De-Identification for Privacy Protection in Multimedia Content”. 

51BiForD 2014



Many of the biometric data, in turn, can reveal a medical 
condition and other ‘data concerning health’,1 religion, racial or 
ethnic origin, which belong to the so-called ‘sensitive data’ and 
enjoy an increased level of protection under the Directive’s 
Article 8. 

B. ‘De-identification’ or ‘anonymization’? 
The terms ‘de-identification’ and ‘anonymization’ are often 

used interchangeably by non-specialists, but to an expert, there 
is a difference between the two. In the specialized literature 
(e.g., on DNA research or network analysis), ‘e-identification’ 
denotes severing a data set from the identity of the ‘data 
contributor’ (known in law as the ‘data subject’), whereas de-
identifying a data set irrevocably is referred to as 
‘anonymization’. Such irrevocable de-identification is meant to 
prevent any future re-identification under any circumstances 
and even by the anonymizers themselves. This is how the 
process has been described in the context of networking 
research: “A typical research approach is to enumerate the 
possibly privacy sensitive information present in network 
traffic traces, and then implement a technical, typically 
cryptographic, solution to replace this information completely 
or partially with synthetic identifiers, normally implemented by 
encrypting or otherwise removing all or part of identifiers” 
[11]. For relational data, generalization and perturbation are the 
two typical anonymization techniques [5].  

From the legal perspective, in the context of justice 
information systems and the dissemination and aggregation of 
justice and public safety data, data anonymization has been 
defined in the U.S. as a “technology that converts clear text 
data into a nonhuman readable and irreversible form, including 
but not limited to preimage resistant hashes (e.g., one-way 
hashes) and encryption techniques in which the decryption key 
has been discarded” [12].  According to this definition, “[d]ata 
is considered anonymized even when conjoined with pointer or 
pedigree values that direct the user to the originating system, 
record, and value (e.g., supporting selective revelation) and 
when anonymized records can be associated, matched, and/or 
conjoined with other anonymized records” [12]. 

Neither de-identification nor anonymization is legally 
defined in EU law. Anonymization is invoked only once and 
only in the recitals by the Data Protection Directive as a way of 
rendering data “anonymous in such a way that the data subject 
is no longer identifiable” (Recital 26). Such legislative 
interpretation of anonymization corresponds to the 
technological one and results in anonymized data not being 
personal in the legal sense. 

III. MAIN FINDINGS

A. Legal consequences of de-identification. 
The same Recital 26 of the Directive states that in order “to 

determine whether a person is identifiable, account should be 
taken of all the means likely reasonably to be used either by the 
controller or by any other person to identify the said person” 

                                                           
1 Defined in the draft Regulation as “any information which relates to the 
physical or mental health of an individual, or to the provision of health 
services to the individual”. Art. 4(12). 

and justly concludes that “the principles of protection shall not 
apply to data rendered anonymous”.  This is only logical: since 
the natural person can no longer be identified, “directly or 
indirectly, by means reasonably likely to be used by the 
controller or by any other natural or legal person”, he or she 
stops being a data subject and thus the data protection rules 
become inapplicable to his or her data that are not personal (in 
the legal sense) anymore. 

The legal designation of data as ‘personal’ or ‘anonymous’, 
therefore, depends on the de-identification’s irreversibility, i.e. 
on whether “the data subject is no longer identifiable”. The 
actual – technical or technological – possibility of being 
identified and the same possibility in law are not the same, 
however. 

B. Legal requirements to irreversibility. 
The legal function of rendering data irreversibly de-

identified (anonymizing them) can be formulated as to enable 
“the transfer of information across a boundary, such as between 
two departments within an agency or between two agencies, 
while reducing the risk of unintended disclosure, and in certain 
environments in a manner that enables evaluation” afterwards 
[12]. 

EU law is silent about the criteria that de-identification 
must meet to be considered irreversible. In the U.S., such 
criteria were prescribed by the Health Insurance Portability and 
Accountability Act (HIPAA) [13] for protected ‘health 
information’.2  The HIPAA regulations officially titled 
“Standards for Privacy of Individually Identifiable Health 
Information” [14] and popularly known as the ‘HIPAA Privacy 
Rule’ detail legal requirements that de-identified ‘individually 
identifiable health information’3 must meet. Under the standard 
set by Section 164.514(a) of the HIPAA Privacy Rule, health 
information is not individually identifiable if it “does not 
identify an individual and if the covered entity has no 
reasonable basis to believe it can be used to identify an 
individual”. The subsequent Sections of the Privacy Rule 
contain the implementation specifications that a covered entity 

                                                           
2 Defined as “any information, whether oral or recorded in any form or 
medium, that-- 
"(A) is created or received by a health care provider, health plan, public health 
authority, employer, life insurer, school or university, or health care 
clearinghouse; 
and 
"(B) relates to the past, present, or future physical or mental health or 
condition of an individual, the provision of health care to an individual, or the 
past, present, or future payment for the provision of health care to an 
individual.” HIPAA, Sec. 1171(4).  
3 Defined as ”any information, including demographic information collected 
from an individual, that-- 
"(A) is created or received by a health care provider, health plan, employer, or 
health care clearinghouse; and 
"(B) relates to the past, present, or future physical or mental health or 
condition of an individual, the provision of health care to an individual, or the 
past, present, or future payment for the provision of health care to an 
individual, and-- 
"(i) identifies the individual; or 
"(ii) with respect to which there is a reasonable basis to believe that the 
information can be used to identify the individual.” Sec.  
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must follow to meet the de-identification standard of Section 
164.514(a). There are two methods by which health 
information can be designated as de-identified: the ‘Expert 
Determination’ method and the ‘Safe Harbor’ method.  

Under the first method, a person with appropriate 
knowledge of and experience with generally accepted 
statistical and scientific principles and methods for rendering 
information not individually identifiable, must determine that 
the risk is very small that the information could be used by the 
intended recipient, alone or in combination with other 
reasonably available information, to identify an individual and 
document the methods and results of the analysis leading to 
such determination (Section 164.514(b)(1)). Under the second 
method, 18 enumerated identifiers4 must be removed and the 
covered entity must have no actual knowledge that the 
information could be used alone or in combination with other 
information to identify the individual (Section 164.514(b)(2)). 
De-identified health information obtained using either of these 
two methods is no longer subject to the Privacy Rule, since it 
does not meet the HIPAA’s definition of ‘protected health 
information’. 

                                                           
4 “The following identifiers of the individual or of relatives, employers, or 
household members of the individual, are removed: 

(A)  Names;  
(B)  All geographic subdivisions smaller than a State, including 
street address, city, county, precinct, zip code, and their equivalent 
geocodes, except for the initial three digits of a zip code if, 
according to the current publicly available data from the Bureau of 
the Census: 

(1) The geographic unit formed by combining all zip codes with the same 
three initial digits contains more than 20,000 people; and 
(2) The initial three digits of a zip code for all such geographic units 
containing 20,000 or fewer people is changed to 000. 

(C)  All elements of dates (except year) for dates directly related to 
an individual, including birth date, admission date, discharge date, 
date of death; and all ages over 89 and all elements of dates 
(including year) indicative of such age, except that such ages and 
elements may be aggregated into a single category of age 90 or 
older; 
(D)  Telephone numbers;  
(E)  Fax numbers;  
(F)  Electronic mail addresses;  
(G)  Social security numbers;  
(H)  Medical record numbers; 
(I)  Health plan beneficiary numbers; 
(J)  Account numbers;  
(K)  Certificate/license numbers;  
(L)  Vehicle identifiers and serial numbers, including license plate 
numbers;  
(M)  Device identifiers and serial numbers; 
(N)  Web Universal Resource Locators (URLs);  
(O)  Internet Protocol (IP) address numbers; 
(P)  Biometric identifiers, including finger and voice prints;  
(Q)  Full face photographic images and any comparable images; 
and  
(R)  Any other unique identifying number, characteristic, or code, 
except as permitted by paragraph (c) of this section”. Sec. 
164.514(b)(2)(i). 

De-identification can lead to a quality loss, which may limit 
the usefulness of the resulting data. This is why the process of 
de-identification may include preserving a number of 
identifiers of varied number and significance that can be re-
linked to the data subject by a trusted party in certain 
situations. An example of such situation would be an epidemic, 
when epidemiologists need to pinpoint exact names and 
addresses to localize the nidus of infection. The HIPAA 
Privacy Rule accommodates the need for partial revelation and, 
correspondingly, partial reversibility of personal data by 
providing for a ‘limited data set’, i.e. individually identifying 
health information with all the direct identifiers, other than 
town or city, State, zip code and date of birth, enumerated 
under the ‘Safe Harbor’ provisions removed (Section 
164.514(e)(2)) .  A covered entity may use or disclose a limited 
data set only for the purposes of research, public health, or 
health care operations (Section 164.514(e)(3)) and only if the 
covered entity enters into a data use agreement that meets the 
requirements of Section 164.514(e)(4). 

Technology is also responding to the needs of partial 
revelation and partial reversibility: a whole range of network 
solutions allowing variable levels of access to patient data 
according to investigating powers and institutional policies 
have been offered to ensure a rapid public health response 
under emergency conditions [15].   

The very existence of different degrees of reversibility and 
even a slightest chance of unauthorized re-linking identifiers to 
the data subject mandates considering the risk of re-
identification (and especially de-anonymization). 

C. Past failures. 
There is a plethora of methods to reverse de-identification 

by cross-referencing de-identified data with other data sources 
to re-identify the data subject. In case of reversible de-
identification, re-identification is normally a result of 
unauthorized access to information allowing re-establish the 
link between a coded identity (a pseudonym) and the 
individual’s true identity, while for de-anonymization more 
sophisticated methods involving data mining are used. In the 
age of Big Data, there are plenty of seemingly unrelated open 
data sources that facilitate de-anonymization. As Narayanan 
and Shmatikov famously claimed, “Any information that 
distinguishes one person from another can be used for re-
identifying data” [16].  Their own success with challenging the 
anonymity of the Netflix Prize Dataset [17] has vividly 
demonstrated feasibility of large-scale re-identification using 
any behavioral or transactional profiles. 

Locational data (and the location of a CCTV camera is 
always known!) presents additional opportunities for de-
identification. Thus, a group of researchers from the Michigan 
Institute of Technology (MIT) and the Université Catholique 
de Louvain (Belgium) was able to uniquely identify 95% of 1.5 
million cell phone users in an unnamed small European 
country by analyzing their telecom data over 15 months and 
found that just four points of reference, with fairly low spatial 
and temporal resolution, was enough for the purpose [18].  

Biometrics data, to which much of CCTV data belong, are 
notoriously hard to de-identify in the first place. This is 
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particularly true for DNA data [19].  Some authors contend that 
for the purposes of genetics research “anonymization will 
therefore no longer suffice as a means of protecting 
participants’ privacy, nor will it provide a satisfactory basis for 
forgoing research oversight, particularly when broad data 
sharing is anticipated. Instead, renewed attention to the control 
and retention of coded identifiers, combined with innovative 
approaches to data security and research oversight, will be 
required” [20]. Others go even further and call for the total 
abandonment of de-identification as a privacy protection 
technique for all categories of data [21]. This leads us to 
drawing lessons for the future. 

IV. OWN PROPOSALS

While the threat of re-identification might be exaggerated 
[22], in the CCTV context, arguably the best approach would 
be to de-identify data at the point of collection. Following the 
principles of privacy by default and by design enshrined into 
the draft Data Protection Regulation, a standard commercially 
available CCTV camera would be ‘smart’ and generate 
‘scrambled’, encrypted or otherwise de-identified (reversibly or 
irreversibly) data sets or, vice versa, would be ‘dumbed down’ 
and produce poor-quality signals useless for identification 
purposes. 

Under both proposed scenarios, the original data would be 
processed onboard by an integrated processing unit and 
discarded. For situations where only the presence of a human is 
needs to be fixated, motion or heat detectors would be 
mandated, while in the rest of cases images of faces would 
have to be made non-identifiable to a human eye, but available 
to post factum identification. 

Purely technical responses are obviously not enough. Laws 
containing rules on de-identification similar to those of the 
HIPAA Privacy Rule and stipulating technological and legal 
requirements that the irreversible de-identification must meet 
should be mandated by the coming Data Protection Regulation 
and adopted by EU member states.  

Besides legislative safeguards, operational ones, such as 
internal policies and procedures, as well as awareness rising, 
training, education and incident response planning are 
important [23].  In drafting the ‘house rules’, codes of conduct, 
as stated in the Data Protection Directive’s Recital 26, “may be 
a useful instrument for providing guidance as to the ways in 
which data may be rendered anonymous and retained in a form 
in which identification of the data subject is no longer 
possible”. Regrettably, the draft Regulation does not contain a 
provision to the same effect, which is a step back, for the codes 
of conduct, such as the one devised by the British Information 
Commissioner’s Office [24], can serve not only as a reference 
for organizations involved in data anonymization, but also as a 
starting point for the establishment of a network of 
practitioners, such as the UK Anonymisation Network 
(UKAN), stimulating discussions and sharing best practice. 
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Abstract - Discussions of the developments in biometric 
measures have long recognised not only the increased 
technological capabilities they offer but also the particular 
impacts they pose for privacy. However, not unlike the case 
with other surveillance measures, the relatively narrow 
scope of this concept of privacy in relation to biometrics 
fails to take account of other important social impacts 
emanating from the significant developments in surveillance 
technologies over recent decades. Biometric measures – 
with their inherent links to the person’s body and unique, 
physical make-up – raise even more salient concerns with 
respect to the social implications of contemporary 
surveillance capabilities both for the individual and 
particular social groups. There is a body of academic 
analysis that does endeavour to address some of the 
sociological, ethical and political issues raised by the 
increased scale and scope of application of biometric 
technologies. However, this pales into comparative 
insignificance in relation to the far weightier but much 
narrower discussion of data protection and privacy issues 
from a legal perspective. This relative paucity of analysis of 
the specific social costs - and their particular features - 
emanating from the use of biometric measures belies their 
potential to arouse particular sensitivities amongst both 
citizens and civil society groups. This paper draws upon 
some of the available sociological literature as well as upon 
findings from an evaluation of the effectiveness of certain 
biometric technologies conducted as part of the eU FP7 
iriss project. The aim is to highlight those significant 
social costs that are associated with the wider and more 
intensive use of biometric measures within the 
contemporary surveillance context in which the citizen finds 
themselves. 

I. Introduction 

“In simple terms, biometrics is a technology of 
measuring the living body. The application of this 
technology is in the verification and identification 
practices that enable the body to function as 
evidence” (Browne 2010). 

The terms “Biometrics” and “Biometry” have been 
used since early in the 20th century to refer to the 
field of development of statistical and mathematical 

methods applicable to data analysis problems in the 
biological sciences (The International Biometrics 
Society 2014). However, more recently - and for the 
purposes of this paper - “biometrics” refers to the 
continually emerging field of technology devoted to 
identification of individuals using biological traits, 
such as those based on retinal or iris scanning, 
fingerprints, DNA or face recognition. A UK-based 
independent business information provider for the 
telecoms, pharmaceutical, defence, energy and 
metals industries - Visiongain – has suggested that 
“biometric technology systems are increasingly 
vital components for the digital age” and estimated 
the 2012 value of the global biometrics market at 
$7.59 billion.  

Although not a term in everyday use, the use of 
‘biometric’ technologies for surveillance purposes 
is widely known: whether as, for example, 
fingerprints used in crime detection and prosecution 
or DNA and the polygraph (more commonly known 
as the lie-detector) in paternity tests. There has been 
rapid technological expansion in the range, 
applications and effectiveness of biometric 
technologies over recent decades with, for example, 
notable strides in DNA testing, the use of body 
scanners at borders and the efficacy of facial 
recognition technologies. However, as is the case 
with other types of surveillance, legal, ethical and 
sociological analyses of biometrics do not emerge 
as rapidly as the technological developments. This 
paper makes a very small contribution towards 
bridging this gap by pulling together some of the 
sociological literature, relevant to biometric 
technologies, in order to identify socio-legal and 
ethical aspects of their application, as well as 
highlighting some of the potential social costs 
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arising from their expansion and intensification 
within contemporary society.  

This overview is by no means exhaustive, rather it 
provides - for a general and multi-disciplinary 
audience - identification of a brief selection of 
features, from a sociological perspective, 
encountered in the application of biometric 
technologies. Furthermore, this paper focuses on 
social costs - or potential damage or shortcomings - 
from the use of biometrics, as this is where the need 
for social responsibility, safeguards and the 
protection of individuals and groups of citizens is 
most pertinent. However, it must be acknowledged - 
in advance of that presentation - that the benefits 
and advantages of biometric technologies are well-
established, particularly in the arena of law 
enforcement. Fingerprint, facial, voice and gait 
recognition and DNA technologies have been 
extremely valuable in the detection and prosecution 
of serious crimes and, often so, in so-called ‘cold 
cases’ that have stalled for many years due to a lack 
of leads or evidence. Nevertheless, this paper will 
turn to a discussion of the potential social costs of 
these technologies in order to raise awareness of the 
need for caution and appropriate safeguards, 
amongst a multi-disciplinary audience, involved in 
the field of surveillance based on the use of 
biometrics. The particular sociological significance 
of biometric technologies is encapsulated by 
Epstein (2007), “Biometric power thus operates as a 
form of surveillance centred on the body … It is 
also ‘‘just’’ a body; it is no longer so clearly a 
holder of rights: the figure of the body as the subject 
of rights has faded out of sight”. Expanding upon 
this observation, three specific issues will be 
explored in relation to the use of biometric 
technologies: namely, consent; social disadvantage 
or inequality; and miscarriages of justice.  

II. Consent

“A face can be captured and (de)coded without the 
consent or participation from those being targeted” 
(Introna and Wood 2004). 

In 2013, Tesco, the UK supermarket giant, was 
reported to be installing face scanners at their petrol 
station tills to determine gender and age and then 

screen tailored advertisements to the customer 
based upon that demographic. This move was 
expected to reach 5 million customers weekly and 
Tesco planned to roll it out through their 
supermarket tills also. Civil liberties groups and law 
firms responded with concerns over consent, 
arguing that such a move could only be deemed 
ethical if customers had given their consent. 

Although consent is a crucial component in 
considerations of data protection and privacy, it 
appears to have become a very slippery concept 
within everyday practice. The EU FP7 SMART 
project conducted focus groups to capture citizens’ 
attitudes to smart surveillance technologies 
involving automated decision-making. The UK 
respondents felt that, very often, organisations paid 
only lip service to a notion of consent, which was 
disingenuous and they would always find ways of 
using what personal data they wanted how the 
wanted. Consent emerged as very context-
dependent and nuanced concept, inter-linked with 
citizens’ perceptions of the ‘purpose’ of data 
collection and analysis.  

Consent is all the more important in the face of the 
significant potential for social control, which is 
further exacerbated by the power of surveillance 
technologies not only to construct digital identities 
but also to ‘reduce’ the person to that identity 
construction. In the case of Tesco, the use of face 
scanners for advertising reduces the person to 
merely a ‘consumer of goods’, whilst at the border 
the person is reduced to a ‘suspected security risk’. 
Introna and Wood (2004) remind us of the 
implications of this, stating that, “it is our 
contention that [facial recognition] is a very 
powerful and ambiguous technology for social 
control. As such it requires much more scrutiny 
than it has had up to now”.  

In the UK, some primary schools introduced the 
routine use of fingerprints for children getting their 
school lunch. Yet, there was very little public 
awareness or discussion of the implications of such 
a development. Similarly, there appears to be little 
public discussion of the mandatory introduction of 
biometric passports across the EU. It appears that 
‘giving consent’ has become implicitly conflated 
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with ‘receiving information’, whereas, from an 
ethical perspective, consent is understood to depend 
upon the subject being both ‘free and informed’ 
when choosing to give it.  

In the case of biometric technologies, identity, body 
and social control converge. This powerful potential 
and the continued burgeoning and variety of uses of 
biometric technologies within everyday life, renders 
the question of consent all the more important. Yet, 
widespread meaningful debate remains relatively 
scarce, whilst expansion of the use of biometric 
technologies across the various spheres of social life 
is pervasive.

III. Social Disadvantage or Inequality 

“Body data, including that which is biographical, 
that is profiled, circulates and is traded within and 
between databases is often marked by gender, 
nation, region, race and other categories where the 
life-chances of many … are more circumscribed by 
the categories into which they fall” (Browne 2010). 

Browne (2010) calls for a ‘critical biometric 
consciousness’ that rests upon state and private 
sector accountability and informed public debate, 
both of which should accept access to and 
ownership of one’s own body data as a human right. 
Introna and Wood (2004) echo this, viewing it as 
the only way to “to falsify the idea that certain 
surveillance technologies and their application are 
always neutral regarding race and other categories 
of determination”. Lyon (2007) refers to ‘digital 
discrimination’ in which profiling can serve to 
privilege some and disadvantages others and Gandy 
(2012) emphasizes how ‘statistical discrimination’ 
helps to reproduce and legitimize social 
inequalities, often along racial lines. 

In practice, biometric technologies have been noted 
to include inherent demographic bias.  The Face 
Vendor Recognition Test (FRVT), organized by the 
US National Institute of Standards and Technology 
in 2002, showed that identification rates for males 
were 6% to 9% points higher than that of females 
and recognition rates for older people were higher 
than younger people. The FRVT has also shown 
higher recognition for Asians and Africans than for 

white subjects. It has become increasingly 
acknowledged within the sociological literature on 
surveillance that categorical suspicion tends to 
increase negative effects on individuals who are 
targeted as members of groups at risk and this can 
result in exclusion that, in turn, promotes social 
division.  

Frank Aas (2005) has referred to how, “bodies 
become ‘coded’ and function as ‘passwords’” and 
describes the particular salience of this,notonly at 
the macro-level of global governance, but also for 
those individuals and groups deemed ’risky’ at state 
borders. She identifies the perverse effects that have 
arisen from this use of the body for verification 
purposes by highlighting the cases of asylum 
seekers mutilating their own fingers to avoid 
recognition by the EU system for identifying them 
by their fingerprints and the cases of refugees in 
Scotland and Australia sewing their own mouths 
shut. Resistance to surveillance measures is not 
new, but these cases illustrate a context in which 
surveillance, the body and social disadvantage all 
converge: with a potent effect. 

IV. Miscarriages of Justice 

“It is accepted that evidence that can identify the 
suspect, such as DNA, fingerprints and hair, is most 
desirable when seeking a conviction” (Fretwell, 
2011). 

The use of biometric technologies for law 
enforcement purposes gained its greatest boost from 
the expansion of digital capabilities. Although 
fingerprinting had been used to investigate crimes 
since the late 19th century, it was only with 
computerised fingerprint identification that routine 
searching of unidentified latent prints and 
instantaneous national searching became feasible. 
This expansion had ramifications beyond simply 
expedience in search results for law enforcement 
agencies. As Amoore and De Goede (2005) 
highlight, “the linking of biometrics to integrated 
databases not only appears to make the 
identification of a person beyond question, but also 
lends authenticity and credibility to all of the data 
that is connected to that identity”. The UK now uses 
mobile scanners at the roadside and combines this 
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with drug testing technology for ‘Intelligent 
Fingerprinting’, testing simultaneously for 
fingerprints and substance use. 

Courts have long accepted claims that no two 
fingerprints are identical and that this constitutes 
scientific and reliable evidence: thereby, promoting 
a wider acceptance of its accuracy. However, legal 
guidance emanating from cases that have 
successfully challenged fingerprint evidence 
underlines that it comprises opinion not fact and 
that juries should not rely on it as proof of a 
person’s presence at a scene in reaching a decision 
of guilt. Yet, actions and decisions taken outside 
this guidance persist, with significant consequences 
for the principle of ‘a presumption of innocence’ 
and for subsequent miscarriages of justice. One 
such case is that of Brandon Mayfield, a U.S. 
citizen and a convert to Islam, who was wrongly 
implicated in involvement in the Madrid bombing 
of 2004 and detained for 2 weeks by the FBI. The 
Spanish authorities had taken fingerprints from a 
bag containing detonating devices and 20 possible 
matches for one of the prints were found on the FBI 
database, including Mayfield’s. When the FBI later 
sent his prints to the Spanish authorities, they 
discounted a match and subsequently identified an 
Algerian suspect as being responsible. Mayfield 
was later released and was reportedly paid $2m in 
damages with an apology from the U.S. 
government. 

The Fingerprint Inquiry, which took place in 
Scotland following the wrongful prosecution of a 
former detective Shirley Mac Vie in 1999, reported 
its findings in 2011. Mac Vie had been suspended, 
sacked, arrested and prosecuted based upon 
unreliable fingerprint ‘evidence’. Two of the points 
made in summary by the chair of the Inquiry were 
that, “fingerprint examiners are presently ill-
equipped to reason their conclusions as they are 
accustomed to regarding their conclusions as a 
matter of certainty and seldom challenged. There is 
no reason to suggest that fingerprint comparison in 
general is an inherently unreliable form of evidence 
but practitioners and fact-finders alike require to 
give due consideration to the limits of the 
discipline”. Again, the established guidance 

emanating from earlier successful challenges had 
played little weight in decisions taken in relation to 
Shirley Mac Vie and she paid a very heavy price. 
This, and the case of Brandon Mayfield, highlight 
that it is insufficient to refer to legal guidelines as 
adequate safeguards in the face of the power and 
assumed credibility of biometric technologies and 
the potential social costs resulting from such 
pervasive assumptions are both very real and 
weighty. 

V. Conclusion 

This overview comprises only a brief selection of 
some of the issues that are associated with the social 
costs of surveillance and biometric technologies in 
particular: namely, the significance of consent; 
social disadvantage and inequality; and 
miscarriages of justice. The aim was to highlight, 
not only the nature of these sociological features, 
but also the importance of an on-going and critical 
analysis of their implications for contemporary and 
future society as a whole. Only in this way can we 
ensure that the continual expansion of biometric 
technologies does not occur in isolation of an 
appropriate understanding of its social effects. This 
needs to be underpinned by both state and private 
sector accountability and by well-informed and 
measured public debate. It is to be hoped that the 
pursuit a of robust and meaningful sociological 
analysis can mitigate the dangers of heading in the 
direction described in the report by the UK 
Information Commissioner’s Office and the 
Surveillance Studies Network (2006) in which they 
warned that, “social relationships depend on trust 
and permitting ourselves to undermine it […] is like 
slow social suicide”. 
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Abstract—The need of sharing fingerprint image data in many emerg-
ing applications raises concerns about the protection of privacy. It has
become possible to use automated algorithms for inferring soft biometrics
from fingerprint images. Even if we cannot uniquely match the person
to an existing fingerprint, revealing their age or gender may lead to
undesirable consequences. Our research is focused on de-identifying
fingerprint images in order to obfuscate soft biometrics. In this paper,
we first discuss a general framework for soft biometrics fingerprint de-
identification. We implemented the framework to reduce the risk of
successful estimation of gender from fingerprint images using ad-hoc
image filtering. We evaluate the proposed approach through experiments
using a data set of rolled fingerprints collected at West Virginia University.
Results show the proposed method is effective in preventing gender
estimation from fingerprint images.

Index Terms—Image De-Identification, Gender Estimation, Fingerprint
Recognition.

I. INTRODUCTION

Automatic fingerprint recognition has been widely adopted in
biometric and forensic applications [1]. Unfortunately, it is not un-
common to encounter an application in which personal information is
stored without subject’s approval or control [2]. The threat to privacy
arises from the ability of a third party to access the information
and use it without authorization. An identifiable fingerprint retains
personal information about an individual. It also creates the potential
for an invasion of privacy by linking together personal information
about an individual from various sources. It is becoming important
to control who has personal/private information about us. Currently,
for example, an important challenge in biometrics is the ability to
release data sets for research and testing purposes that guarantee
confidentiality to the participating subjects.

De-identification is a required element of information integration in
order to reduce the risks of unauthorized disclosure. The implicit goal
of de-identification is to protect privacy and preserve data utility [3].
In de-identification, data content may be altered to remove or obscure
personal information which would allow identification of individuals
who are the source of the data1. Image de-identification refers to
the process of depriving the biometric data of information which
would be useful to identify the source of the data. In many real-
world applications, de-identification allows the release of data without
sensitive information.

De-identification of fingerprint images can be performed in several
ways. The first assumes that the image is transformed in such a way
that it cannot be matched against the same person’s fingerprint in the
gallery. The utility of this approach for biometrics is minimal, as the
primary purpose of fingerprinting, identification, is eliminated. The
second approach assumes that both the probe fingerprint image and
the matching gallery image are transformed in the same non-obvious
way. As the result, the fingerprint representations - the templates, still
match, but their form does not reflect the appearance of the original

1http://ands.org.au/resource/data-deidentification.html

fingerprint images thus protecting the identity of the person to those
who may be able to penetrate the system during the operation. A
good example of this approach are cancelable fingerprint templates
[4]. The third approach, useful for releasing research data sets, does
not significantly change the appearance of fingerprint images, but
subtle changes disallow the successful extraction of soft biometrics.
A critical step in this type of fingerprint image de-identification
is the preservation of reliability of minutiae extraction [5]. If the
ridge structure is not well-defined minutiae cannot be appropriately
detected. Any corruption of the ridge structure while attempting de-
identification could cause an undesired loss of the individuality in
fingerprints as it may induce variations in the position and orientation
of minutiae and / or introduce spurious minutiae. Therefore, a good
de-identification algorithm is the one that will minimize performance
degradation of biometric matching, while maximizing the difficulty
of the extraction of soft biometric identifiers.

To the best of our knowledge, no previous work exists on de-
identification of fingerprint images for the purpose of removing soft
biometric identifiers. In this paper, we propose a method for reducing
the ability to estimate gender from fingerprint images, while not
degrading the matching performance. This technique is based on
ad-hoc image filtering, attenuation or amplification of discriminative
frequency components. Additionally, we propose a scheme to assess
the impact of de-identification mechanisms on fingerprint recognition
systems.

The paper is organized as follows. In Section II, we describe
the state-of-the-art pertaining to biometric image de-identification.
Section III presents the proposed approach for disabling gender esti-
mation from fingerprint images. Section IV discusses the evaluation
procedure while Section V presents experimental results. We draw
conclusions in Section VI.

II. RELATED WORK

Soft biometrics, such as gender, ethnicity, age, height, weight
and eye color, provide ancillary information about user’s identity,
which is not discriminative or permanent enough to differentiate
two individuals. Automatically extracted soft biometrics can be
used during the decision making process in order to enhance the
overall performance of the system [6]. Several recent studies examine
differences in fingerprint images between genders. The most notable
differences in the spatial domain appear to be related to ridges. It
has been observed that females typically have a higher ridge density
compared to males, due to finer epidermal ridge details. Ridge density
is defined as the number of ridges within a certain space in fingerprint
image [7]. In [8] and [9] fingerprints are classified based on gender
using statistics such as white lines count and ridge count that are
manually extracted. In 1999, Acree manually counted ridges in a
well-defined area of fingerprints [10]. Recently, gender estimation has
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fingerprint images thus protecting the identity of the person to those
who may be able to penetrate the system during the operation. A
good example of this approach are cancelable fingerprint templates
[4]. The third approach, useful for releasing research data sets, does
not significantly change the appearance of fingerprint images, but
subtle changes disallow the successful extraction of soft biometrics.
A critical step in this type of fingerprint image de-identification
is the preservation of reliability of minutiae extraction [5]. If the
ridge structure is not well-defined minutiae cannot be appropriately
detected. Any corruption of the ridge structure while attempting de-
identification could cause an undesired loss of the individuality in
fingerprints as it may induce variations in the position and orientation
of minutiae and / or introduce spurious minutiae. Therefore, a good
de-identification algorithm is the one that will minimize performance
degradation of biometric matching, while maximizing the difficulty
of the extraction of soft biometric identifiers.

To the best of our knowledge, no previous work exists on de-
identification of fingerprint images for the purpose of removing soft
biometric identifiers. In this paper, we propose a method for reducing
the ability to estimate gender from fingerprint images, while not
degrading the matching performance. This technique is based on
ad-hoc image filtering, attenuation or amplification of discriminative
frequency components. Additionally, we propose a scheme to assess
the impact of de-identification mechanisms on fingerprint recognition
systems.

The paper is organized as follows. In Section II, we describe
the state-of-the-art pertaining to biometric image de-identification.
Section III presents the proposed approach for disabling gender esti-
mation from fingerprint images. Section IV discusses the evaluation
procedure while Section V presents experimental results. We draw
conclusions in Section VI.

II. RELATED WORK

Soft biometrics, such as gender, ethnicity, age, height, weight
and eye color, provide ancillary information about user’s identity,
which is not discriminative or permanent enough to differentiate
two individuals. Automatically extracted soft biometrics can be
used during the decision making process in order to enhance the
overall performance of the system [6]. Several recent studies examine
differences in fingerprint images between genders. The most notable
differences in the spatial domain appear to be related to ridges. It
has been observed that females typically have a higher ridge density
compared to males, due to finer epidermal ridge details. Ridge density
is defined as the number of ridges within a certain space in fingerprint
image [7]. In [8] and [9] fingerprints are classified based on gender
using statistics such as white lines count and ridge count that are
manually extracted. In 1999, Acree manually counted ridges in a
well-defined area of fingerprints [10]. Recently, gender estimation has
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been performed by a method based on discrete Wavelet Transform
DWT and Singular Value Decomposition SVD [11].

Most of the literature on biometric image de-identification focuses
on human faces. Existing approaches belong to two main categories,
i.e., ad-hoc distortion/suppression techniques or formal methods such
as K-Same [12]. In image distortion-based approaches for face de-
identification the region occupied by the face is altered using image
filtering or data suppression. Newton et al. [13] proposed the K-Same
algorithm which scientifically guarantees protection of privacy when
sharing video data. It preserves several facial details but assures low
reliability of face recognition systems when operating on de-identified
face images. Later, Gross et al. proposed an extension of the K-Same
algorithm, which takes into account linear appearance variations of
faces [14]. In their work, face de-identification is not performed in
the image space but in that of the model parameters in which the
face is represented through Active Appearance Model (AAM).

III. THE PROPOSED APPROACH

In the proposed framework, the soft biometrics de-identifier module
operates on the original image and it outputs a de-identified image.
Features for matching are extracted from de-identified images, as
shown in Fig. 1.

A. Automatic Gender Estimation from Fingerprints

In this study, we used the automatic gender estimator recently
proposed by Marasco et al. [15]. The features exploited by this
algorithm are described below.
Local Binary Pattern (LBP). Texture is characterized by the spatial
distribution of gray levels in a neighborhood. Its details cannot be
captured in a single point. LBP characterizes the spatial configuration
of local image texture. The texture is defined as the joint distribution
of gray values of a circularly symmetric neighbor set of P image
pixels on a circle of radius R (Eqn. (1)):

T = t(gc, g0, ..., gP−1), (1)

where gc is the gray value of the center pixel of the local neigh-
borhood and g0, ..., gP−1 are the gray values of P equally spaced
pixels on the considered circular symmetric neighbor set. First, the
gray value of the center pixel of the circularly symmetric neighbor
set is subtracted from the gray values of the circularly symmetric
neighborhood. Then, features are extracted from histograms of LBP
images computed as indicated in Eqn. (2) [16] [17]:

LBPP,R =
∑

p=0,...,P−1

s(gp − gc)2
p, (2)

where s is defined as: s(x) = 1 if x ≥ 0, else s(x) = 0.
Local Energy Concentration. The energy concentration is computed
as the square magnitude of the Fourier spectrum. Local information
can be obtained by computing the energy concentration as ring
feature for different equally spaced frequency bands of the Fourier
spectrum. Each ring was constructed by computing the difference of
two equally spaced low-pass Butterworth filters [18]. The considered
Region Of Interest to extract ring features ranges from 50 Hz to 250
Hz. Frequency components of the Fourier transform are related to
spatial characteristics of the image. In particular, frequency expresses
the rate of change in the image such that higher frequency compo-
nents pertain to patterns in the image corresponding to occurrence of
larger variations in grey-level intensity. Given an image I(x, y), the
Discrete Fourier Transform (DFT) of size M ×N can be computed

as follows:

F (u, v) =
1

MN

M−1∑
x=0

N−1∑
y=0

I(x, y) e−i2π(ux
M

+ vy
N

), (3)

where i =
√
−1, x and y are spatial variables, I(x, y) represents the

gray-level intensity value at pixel (x, y) of the image, u and v are
frequency variables [19].
Local Phase Quantization (LPQ). Previous analysis focused on
simply analyzing the magnitude spectrum of a fingerprint image.
Given that the fingerprint can present different orientations, a rotation
invariant Local Phase Quantization (LPQ) technique can point out the
differences in gender in the phase spectrum. A novel set of features
based on the LPQ of the fingerprint image has been defined in [20]
[21]. The approach measures the difference between male and female
fingerprints in terms of high frequency information loss.
Image Quality measures the degree of usefulness of a biometric
sample for automated recognition. The quality of captured biometric
data directly impacts the effectiveness of the matching process.
Gother and Tabassi discussed the concept of predicting error rates
based on quality values [22], as an indicator of matchability.

B. Fingerprint De-Identification for Gender Estimation

The proposed approach is based on image filtering in the frequency
domain. The general model used for filtering the image in the
frequency domain is the following:

G(u, v) = H(u, v)F (u, v) (4)

The considered transfer function H(u, v) is a zero-phase-shift filter
and it affects real and imaginary parts of the Fourier Transform
without altering its phase. It is constructed by using differences of
two Butterworth functions as described in the previous subsection.
This procedure allows for a band-specific scaling in the frequency
domain. This linear filtering process applies blurring by attenuating
high-frequency content or sharpening by increasing the magnitude
of high-frequency components. Certain frequency components in the
Fourier Transform are suppressed, while others are amplified. The
Fourier coefficients of each band are multiplied by a scalar chosen
ad-hoc for the specific band based on the energy distribution. The
de-identified image is then obtained using the inverse of the Fourier
Transform after suppression. The constant selected for the scaling
varies according to the energy distribution pertaining to the given
band. The main steps of the proposed approach are summarized by
Table A.

IV. ASSESSMENT

The challenge of integrating a de-identified algorithm in a bio-
metric system is to decrease the performance of soft biometrics
estimators without compromising the correctness of the matching
operation. The performance of the overall fingerprint system is
obtained using metrics of a typical biometric systems, i.e. False Match
Rate (FMR) and False Non-Match Rate (FNMR), when matching de-
identified images. The de-identification algorithm can be evaluated
by considering the performance of both the soft biometric estimator,
which is desired to fail, and the biometric matcher which is desired to
be accurate. At de-identification time, two types of errors can occur:

• Undermarking: failure to remove information as is required to
inhibit inference of soft biometrics from the image. The True
Soft Biometric Detection Rate (TSDR) measures this errors. It
is defined as the proportion of de-identified images from which
the estimated soft biometric characteristic is the correct one.

Fig. 1. The architecture of the proposed approach. The soft biometrics de-identifier module operates on the acquired data and it outputs a de-identified
fingerprint image. The feature extractor module operates on de-identified images and it outputs feature vectors extracted from them.

Table A. Fingerprint De-Identification for Gender Estimation.

Input:
Let I(x, y) be the original fingerprint image.
Let B be the number of frequency bands.
Let w0 and w1 represent the male and female classes, respectively.

Output:
DI(x, y) de-identified image.

1. Compute the Discrete Fourier Transform F (u, v)
of the image I(x, y).

2. Filter the image in the frequency domain:
Gk(u, v) = Hk(u, v)F (u, v), k = 1, · · ·B

3. Estimate the energy distributions for w0 and w1:
Ek,w0

= |Gk(u, v)|2
Ek,w1

= |Gk(u, v)|2, k = 1, · · ·B

4. Compute scaling parameters ak, k = 1, · · ·B
µk,w0

= mean(Ek,w0
)

µk,w1
= mean(Ek,w1

)
ak = (µk,w0

− µk,w1
)/2

5. Apply the scaling in the frequency domain:
If w1 F ∗(u, v) = (ak + 1)F (u, v)
else F ∗(u, v) = akF (u, v)

6. Compute the inverse of F ∗(u, v).

• Overmarking: removal of more information than is required.
This error compromises the ability of appropriately matching
de-identified images. When this error occurs, it does not matter
if the de-identification technique succeeds or not, it causes an
increase of the FNMR.

The de-identification system is expected to operate at an operating
point which guarantees the best trade-off between them. There
are three possible different scenarios for assessing the matching
performance after de-identifying the images: gallery vs. probe image:
a) original vs. de-identified; b) de-identified vs. original; c) de-
identified vs. de-identified. In this study, we consider the case in
which the algorithm for automatic de-identification is integrated in the
sensor and all the acquired images are de-identified; this corresponds
to the third scenario described above.

V. EXPERIMENTAL RESULTS

A. Dataset

The data set used in this study consists of fingerprints from 100
users, which is a subset of a collection consisting of 494 users carried
out at West Virginia University. Fingerprints were acquired using
a live-scan optical sensor with resolution factor of 500 dpi. Users
provided two sets of fingerprints, in sequence, each consisting of
rolled individual fingers on both hands, left slap, right slap, and
thumbs slap. Fingerprints were collected without controlling the
quality in acquisition, i.e., no fingerprint images were rejected and
recaptured at that stage. Match scores between all image pairs were
generated using the Identix BioEngine Software Development Kit.
The NIST Biometric Image Software (NBIS) 2 (the NFIQ function)
was used to evaluate fingerprint image quality. NFIQ measures vary
between 1 and 5, with 1 being the highest quality and 5 the lowest.
Recent studies highlighted that NFIQ is effective in discriminating
between good and bad quality images [23].

B. Evaluation Procedure

Experiments were carried out using a fingerprint gender estimator
is based on a K-Nearest Neighbor (KNN) model, where K = 1. The
model was trained by performing a 10-Fold Cross Validation on the
entire data set. This gender estimator provides an accuracy of 88.7%
on original (unaltered) fingerprint images. The algorithm described
in Table A was used to de-identify fingerprints. The gender estimator
was then tested on the set of de-identified fingerprints. The Weka 3.6
software was used for the KNN classifier.

Match scores were computed in the following two scenarios: i)
Unaltered gallery and probe images; ii) De-identified gallery and
probe images.

C. Results

• Visual Impact of Fingerprint De-Identification. Fig. 2 shows
that, visually, the impact of the de-identification process on the
fingerprint images is not pronounced.

• Gender Estimator Accuracy on De-Identified Fingerprint Im-
ages. Fig. 3 illustrates the energy distributions for two different
frequency bands before and after de-identification. Frequency
components in original images separate females from males
well. Conversely, corresponding frequency components pertain-
ing to de-identified images from females and males overlap,
therefore decreasing the discriminative power of ring features.
Similar behavior was observed for the remaining bands. This

2http://www.nist.gov/itl/iad/ig/nbis.cfm
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been performed by a method based on discrete Wavelet Transform
DWT and Singular Value Decomposition SVD [11].

Most of the literature on biometric image de-identification focuses
on human faces. Existing approaches belong to two main categories,
i.e., ad-hoc distortion/suppression techniques or formal methods such
as K-Same [12]. In image distortion-based approaches for face de-
identification the region occupied by the face is altered using image
filtering or data suppression. Newton et al. [13] proposed the K-Same
algorithm which scientifically guarantees protection of privacy when
sharing video data. It preserves several facial details but assures low
reliability of face recognition systems when operating on de-identified
face images. Later, Gross et al. proposed an extension of the K-Same
algorithm, which takes into account linear appearance variations of
faces [14]. In their work, face de-identification is not performed in
the image space but in that of the model parameters in which the
face is represented through Active Appearance Model (AAM).

III. THE PROPOSED APPROACH

In the proposed framework, the soft biometrics de-identifier module
operates on the original image and it outputs a de-identified image.
Features for matching are extracted from de-identified images, as
shown in Fig. 1.

A. Automatic Gender Estimation from Fingerprints

In this study, we used the automatic gender estimator recently
proposed by Marasco et al. [15]. The features exploited by this
algorithm are described below.
Local Binary Pattern (LBP). Texture is characterized by the spatial
distribution of gray levels in a neighborhood. Its details cannot be
captured in a single point. LBP characterizes the spatial configuration
of local image texture. The texture is defined as the joint distribution
of gray values of a circularly symmetric neighbor set of P image
pixels on a circle of radius R (Eqn. (1)):

T = t(gc, g0, ..., gP−1), (1)

where gc is the gray value of the center pixel of the local neigh-
borhood and g0, ..., gP−1 are the gray values of P equally spaced
pixels on the considered circular symmetric neighbor set. First, the
gray value of the center pixel of the circularly symmetric neighbor
set is subtracted from the gray values of the circularly symmetric
neighborhood. Then, features are extracted from histograms of LBP
images computed as indicated in Eqn. (2) [16] [17]:

LBPP,R =
∑

p=0,...,P−1

s(gp − gc)2
p, (2)

where s is defined as: s(x) = 1 if x ≥ 0, else s(x) = 0.
Local Energy Concentration. The energy concentration is computed
as the square magnitude of the Fourier spectrum. Local information
can be obtained by computing the energy concentration as ring
feature for different equally spaced frequency bands of the Fourier
spectrum. Each ring was constructed by computing the difference of
two equally spaced low-pass Butterworth filters [18]. The considered
Region Of Interest to extract ring features ranges from 50 Hz to 250
Hz. Frequency components of the Fourier transform are related to
spatial characteristics of the image. In particular, frequency expresses
the rate of change in the image such that higher frequency compo-
nents pertain to patterns in the image corresponding to occurrence of
larger variations in grey-level intensity. Given an image I(x, y), the
Discrete Fourier Transform (DFT) of size M ×N can be computed

as follows:

F (u, v) =
1

MN

M−1∑
x=0

N−1∑
y=0

I(x, y) e−i2π(ux
M

+ vy
N

), (3)

where i =
√
−1, x and y are spatial variables, I(x, y) represents the

gray-level intensity value at pixel (x, y) of the image, u and v are
frequency variables [19].
Local Phase Quantization (LPQ). Previous analysis focused on
simply analyzing the magnitude spectrum of a fingerprint image.
Given that the fingerprint can present different orientations, a rotation
invariant Local Phase Quantization (LPQ) technique can point out the
differences in gender in the phase spectrum. A novel set of features
based on the LPQ of the fingerprint image has been defined in [20]
[21]. The approach measures the difference between male and female
fingerprints in terms of high frequency information loss.
Image Quality measures the degree of usefulness of a biometric
sample for automated recognition. The quality of captured biometric
data directly impacts the effectiveness of the matching process.
Gother and Tabassi discussed the concept of predicting error rates
based on quality values [22], as an indicator of matchability.

B. Fingerprint De-Identification for Gender Estimation

The proposed approach is based on image filtering in the frequency
domain. The general model used for filtering the image in the
frequency domain is the following:

G(u, v) = H(u, v)F (u, v) (4)

The considered transfer function H(u, v) is a zero-phase-shift filter
and it affects real and imaginary parts of the Fourier Transform
without altering its phase. It is constructed by using differences of
two Butterworth functions as described in the previous subsection.
This procedure allows for a band-specific scaling in the frequency
domain. This linear filtering process applies blurring by attenuating
high-frequency content or sharpening by increasing the magnitude
of high-frequency components. Certain frequency components in the
Fourier Transform are suppressed, while others are amplified. The
Fourier coefficients of each band are multiplied by a scalar chosen
ad-hoc for the specific band based on the energy distribution. The
de-identified image is then obtained using the inverse of the Fourier
Transform after suppression. The constant selected for the scaling
varies according to the energy distribution pertaining to the given
band. The main steps of the proposed approach are summarized by
Table A.

IV. ASSESSMENT

The challenge of integrating a de-identified algorithm in a bio-
metric system is to decrease the performance of soft biometrics
estimators without compromising the correctness of the matching
operation. The performance of the overall fingerprint system is
obtained using metrics of a typical biometric systems, i.e. False Match
Rate (FMR) and False Non-Match Rate (FNMR), when matching de-
identified images. The de-identification algorithm can be evaluated
by considering the performance of both the soft biometric estimator,
which is desired to fail, and the biometric matcher which is desired to
be accurate. At de-identification time, two types of errors can occur:

• Undermarking: failure to remove information as is required to
inhibit inference of soft biometrics from the image. The True
Soft Biometric Detection Rate (TSDR) measures this errors. It
is defined as the proportion of de-identified images from which
the estimated soft biometric characteristic is the correct one.

Fig. 1. The architecture of the proposed approach. The soft biometrics de-identifier module operates on the acquired data and it outputs a de-identified
fingerprint image. The feature extractor module operates on de-identified images and it outputs feature vectors extracted from them.

Table A. Fingerprint De-Identification for Gender Estimation.

Input:
Let I(x, y) be the original fingerprint image.
Let B be the number of frequency bands.
Let w0 and w1 represent the male and female classes, respectively.

Output:
DI(x, y) de-identified image.

1. Compute the Discrete Fourier Transform F (u, v)
of the image I(x, y).

2. Filter the image in the frequency domain:
Gk(u, v) = Hk(u, v)F (u, v), k = 1, · · ·B

3. Estimate the energy distributions for w0 and w1:
Ek,w0

= |Gk(u, v)|2
Ek,w1

= |Gk(u, v)|2, k = 1, · · ·B

4. Compute scaling parameters ak, k = 1, · · ·B
µk,w0

= mean(Ek,w0
)

µk,w1
= mean(Ek,w1

)
ak = (µk,w0

− µk,w1
)/2

5. Apply the scaling in the frequency domain:
If w1 F ∗(u, v) = (ak + 1)F (u, v)
else F ∗(u, v) = akF (u, v)

6. Compute the inverse of F ∗(u, v).

• Overmarking: removal of more information than is required.
This error compromises the ability of appropriately matching
de-identified images. When this error occurs, it does not matter
if the de-identification technique succeeds or not, it causes an
increase of the FNMR.

The de-identification system is expected to operate at an operating
point which guarantees the best trade-off between them. There
are three possible different scenarios for assessing the matching
performance after de-identifying the images: gallery vs. probe image:
a) original vs. de-identified; b) de-identified vs. original; c) de-
identified vs. de-identified. In this study, we consider the case in
which the algorithm for automatic de-identification is integrated in the
sensor and all the acquired images are de-identified; this corresponds
to the third scenario described above.

V. EXPERIMENTAL RESULTS

A. Dataset

The data set used in this study consists of fingerprints from 100
users, which is a subset of a collection consisting of 494 users carried
out at West Virginia University. Fingerprints were acquired using
a live-scan optical sensor with resolution factor of 500 dpi. Users
provided two sets of fingerprints, in sequence, each consisting of
rolled individual fingers on both hands, left slap, right slap, and
thumbs slap. Fingerprints were collected without controlling the
quality in acquisition, i.e., no fingerprint images were rejected and
recaptured at that stage. Match scores between all image pairs were
generated using the Identix BioEngine Software Development Kit.
The NIST Biometric Image Software (NBIS) 2 (the NFIQ function)
was used to evaluate fingerprint image quality. NFIQ measures vary
between 1 and 5, with 1 being the highest quality and 5 the lowest.
Recent studies highlighted that NFIQ is effective in discriminating
between good and bad quality images [23].

B. Evaluation Procedure

Experiments were carried out using a fingerprint gender estimator
is based on a K-Nearest Neighbor (KNN) model, where K = 1. The
model was trained by performing a 10-Fold Cross Validation on the
entire data set. This gender estimator provides an accuracy of 88.7%
on original (unaltered) fingerprint images. The algorithm described
in Table A was used to de-identify fingerprints. The gender estimator
was then tested on the set of de-identified fingerprints. The Weka 3.6
software was used for the KNN classifier.

Match scores were computed in the following two scenarios: i)
Unaltered gallery and probe images; ii) De-identified gallery and
probe images.

C. Results

• Visual Impact of Fingerprint De-Identification. Fig. 2 shows
that, visually, the impact of the de-identification process on the
fingerprint images is not pronounced.

• Gender Estimator Accuracy on De-Identified Fingerprint Im-
ages. Fig. 3 illustrates the energy distributions for two different
frequency bands before and after de-identification. Frequency
components in original images separate females from males
well. Conversely, corresponding frequency components pertain-
ing to de-identified images from females and males overlap,
therefore decreasing the discriminative power of ring features.
Similar behavior was observed for the remaining bands. This

2http://www.nist.gov/itl/iad/ig/nbis.cfm
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(a) (b)

Fig. 2. Fingerprint images before performing image de-identification ad-hoc for automatic gender estimation: (a) Fingerprint image pertaining to a female
subject. (b) Fingerprint image pertaining to a male subject.

(a) (b)

Fig. 3. Energy distribution across different frequency bands before and after performing de-identification. The selected frequency bands originally are
discriminative with respect to gender but such a discriminative power is highly compromised when they refer to the de-identified version of those images.

results in a loss of gender estimation accuracy: the initial 88.7%
accuracy is reduced to 50.5%.

• Matching Performance on De-Identified Fingerprint Images. Fig.
4 quantifies the effectiveness of the proposed de-identification
algorithm with respect to matching performance. As desired,
the variations induced in the images do not drastically affect
verification error rates.

VI. CONCLUSIONS

Given the large number of applications which require sharing of
data, de-identification is becoming an essential element for reducing
the risk of unauthorized disclosure. In this paper, we used an image
processing technique to hide information pertaining to gender in
fingerprints. Images are analyzed in the Fourier domain where com-
ponents in specific bands are attenuated or amplified based on their
discriminative power. The proposed approach guarantees accurate
matching between de-identified images. The discussed method does
not fit a formal privacy model; subsequently, it does not guarantee
that the privacy is actually protected. Reported results are specific for
the gender estimator used to carry out experiments.

Future directions may include: i) Designing a suitable metric to
measure the distance between the original image and the de-identified
one to determine the degree of de-identification applied to the image.
ii) Evaluating the robustness to potential re-identification attacks.
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Fig. 2. Fingerprint images before performing image de-identification ad-hoc for automatic gender estimation: (a) Fingerprint image pertaining to a female
subject. (b) Fingerprint image pertaining to a male subject.

(a) (b)

Fig. 3. Energy distribution across different frequency bands before and after performing de-identification. The selected frequency bands originally are
discriminative with respect to gender but such a discriminative power is highly compromised when they refer to the de-identified version of those images.

results in a loss of gender estimation accuracy: the initial 88.7%
accuracy is reduced to 50.5%.

• Matching Performance on De-Identified Fingerprint Images. Fig.
4 quantifies the effectiveness of the proposed de-identification
algorithm with respect to matching performance. As desired,
the variations induced in the images do not drastically affect
verification error rates.

VI. CONCLUSIONS

Given the large number of applications which require sharing of
data, de-identification is becoming an essential element for reducing
the risk of unauthorized disclosure. In this paper, we used an image
processing technique to hide information pertaining to gender in
fingerprints. Images are analyzed in the Fourier domain where com-
ponents in specific bands are attenuated or amplified based on their
discriminative power. The proposed approach guarantees accurate
matching between de-identified images. The discussed method does
not fit a formal privacy model; subsequently, it does not guarantee
that the privacy is actually protected. Reported results are specific for
the gender estimator used to carry out experiments.

Future directions may include: i) Designing a suitable metric to
measure the distance between the original image and the de-identified
one to determine the degree of de-identification applied to the image.
ii) Evaluating the robustness to potential re-identification attacks.
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Abstract—An experimental tattoo de-identification system for 
privacy protection in still images is described in the paper. The 
system consists of the following modules: skin detection, region of 
interest detection, feature extraction, tattoo database, matching, 
tattoo detection, skin swapping, and quality evaluation. Two 
methods for tattoo localization are presented. The first is a simple 
ad-hoc method based only on skin colour. The second is based on 
skin colour, texture and siFT features. The appearance of each 
tattoo area is de-identified in such a way that its skin colour and 
skin texture are similar to the surrounding skin area. 
experimental results for still images in which tattoo location, 
distance, size, illumination, and motion blur have large 
variability are presented. The system is subjectively evaluated 
based on the results of tattoo localization, the level of privacy 
protection and the naturalness of the de-identified still images. 
The level of privacy protection is estimated based on the quality 
of the removal of the tattoo appearance and the concealment of 
its location. 

Keywords—tattoo de-identification, privacy protection, SIFT. 

I.  INTRODUCTION 
In general, privacy protection for multimedia contents is a 

prerequisite for public/private surveillance systems [1], the 
storing and exchange of medical records [2], court 
interrogations of protected witnesses, and web services, such as 
social networks [3], image sharing [4], news portals, and 
Google Street View [5]. Person identification can be performed 
in still images and/or on video based on hard and soft biometric 
identifiers. Soft-biometric identifiers, such as gait, gesture, 
silhouette, skin marks, tattoos, hairstyle, height, weight, age 
and gender, may be used as valuable additional information for 
the identification of individuals in combination with other cues.  

The current state of the art of personal recognition systems 
based on soft-biometric identifiers, such as birthmarks and 
tattoos [6], could enable the automatic personal identification 
of individuals in still images or on video even if face de-
identification methods have been applied. For example, 
systems based on scars, marks and tattoos are being 
increasingly used for suspect and victim identification in 
forensics and law enforcement agencies [6], [7]. Furthermore, 
tattoos, as a soft biometric trait, are becoming ever more 
present in the wider population; for example, 24% of people 

aged 18 to 50 in the USA have at least one tattoo, and their 
number is increasing [8].  

The visual appearance of a tattoo and its location on the 
body vary greatly, which makes it suitable for personal 
identification. The ANSI/NIST-ITL.1-2011 standard classifies 
tattoos based on visual appearance into 8 classes (i.e. human, 
animal, plant...) and 70 subclasses (i.e. male face, female 
face...) [9]. In addition, tattoos are indexed based on their 
position on the body into 33 main categories (i.e. abdomen, 
ankle, arm…) and 71 subcategories (i.e. forehead, finger(s) left 
hand, finger(s) right hand…) [9].  

Tattoo-ID [6] and FASTID [7] are two well-known systems 
for tattoo identification. They both use SIFT features [10] for 
tattoo identification. Although these systems rely on human 
labelling, Lee et al. [11] presented a content-based image 
retrieval system for matching tattoo images. A methodology 
for detecting scars, marks and tattoos found in unconstrained 
imagery typical of forensics scenarios is described in [12]. The 
matching and retrieval of tattoo images based on active contour 
content-based image retrieval and global-local image features 
is described in [13]. All of this raises the need for tattoo de-
identification for privacy protection. Additionally, tattoo de-
identification can increase the privacy protection level of naive 
or k-Same based approaches to face de-identification [14] in 
still images because even if the visual appearance of a tattoo is 
removed from the face, the tattoo location may still be present 
as an artefact. As far as we know, currently there are no papers 
related to tattoo de-identification for privacy protection. 

In this paper we focus on tattoo localization and de-
identification for privacy protection in still images. An 
experimental tattoo de-identification system for still images is 
proposed, and the preliminary results of de-identification are 
presented. 

II. SYSTEM DESCRIPTION 
The proposed system for tattoo de-identification is depicted 

in Fig. 1. The system consists of the following modules: skin 
detection, region of interest (ROI) detection, feature extraction, 
tattoo database, matching, tattoo detection, skin swapping, and 
quality evaluation. Detailed descriptions of the modules follow. 
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Fig. 1. The tattoo de-identification system. 

A still image obtained by a colour camera is an input (Fig. 
2) to the skin detection module. Uncovered body parts like 
head, neck, hands, legs or torso are detected in two phases.  

 

Fig. 2. An example of a still image obtained by a colour camera. 

In the first phase, skin colour cluster boundaries (Fig. 3) are 
obtained by a pixel-based method through a series of decision 
rules in the RGB colour space [15]. 

 

Fig. 3. A skin colour area. 

In the second phase, geometrical constraints are used to 
eliminate skin-like colour regions that do not belong to the 

uncovered body part areas. A skin-like colour region is 
declared as a non-uncovered body part area based on its size 
and shape. The parameters of the size filter and the shape are 
determined experimentally based on a set of training still 
images.  

In the region of interest (ROI) detection module, the 
potential tattoo regions are located. The ROI consists of skin 
colour regions, holes and cutout regions which are inside or 
close to an uncovered body part area. Tattoos can also have 
skin-like colours and this is the reason why skin colour regions 
are also included in the ROIs. Typically, tattoos have colours 
that are not classified as a skin colour, which results in holes 
and cutouts. Holes are fully surrounded by an uncovered body 
part area. Cutout regions have a non-skin colour and the 
distances of their pixels to the nearest pixels belonging to an 
uncovered body part area are below some predefined threshold. 
The cutout regions are obtained by the morphological operation 
of closing. Fig. 4 depicts holes and cutouts. The corresponding 
ROI is shown in Fig. 5. 

 
Fig. 4. A skin colour area with holes and cutout regions depicted in black. 

 
Fig. 5. The ROI – a candidate for SIFT feature extraction 

The SIFT features are extracted from a ROI in the feature 
extraction module. SIFT features are commonly used for tattoo 
identification [6], [7], [11], and this is the main reason why we 
have selected them for tattoo localization in the proposed 
system. Note that in the process of tattoo de-identification, the 
tattoo SIFT features are removed. Additionally, by introducing 
the suspects’ tattoo database and by using the results of SIFT 
feature matching it is possible to refuse tattoo de-identification 
and to alert authorities that the owner of a tattoo is on the 
screening list. Fig. 6 illustrates the SIFT features extracted 
from the ROI (Fig. 5). 
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Each SIFT feature is paired with the location of a centre of 
a region from which it was extracted. These SIFT features are 
matched with template SIFT features from the tattoo database 
(Fig. 7). The template SIFT features in the tattoo database are 
obtained from still images with tattoos during the learning 
phase. Experimentally, we used 24 tattoos (Fig. 7) with at least 
two tattoos from each of the eight classes of tattoos [9]. Each 
tattoo in the tattoo database has an average of 56 template SIFT 
features. The tattoo database consists of 1338 SIFT features. 

 
Fig. 6. Extracted SIFT features. 

 

Fig. 7. Examples of tattoos used for forming the template SIFT features in 
the tattoo database. 

Matching is performed in the matching module as 
described in [10]. If there are SIFT features that have matched 
with some template SIFT features from the tattoo database 
(Fig. 8), then these SIFT feature locations are declared as seeds 
of a tattoo region(s). 

 

Fig. 8. The result of matching SIFT features to the template SIFT features. 

The suitability of each template SIFT feature for tattoo 
localization and alternative matching schemes have not been 
analyzed so far in the experimental system, but this is planned 
as part of future work. In general, SIFT features common for 
many tattoos are more desirable, thus leading to a smaller 
tattoo database and faster matching times. A lower matching 

threshold would lead to fewer false negative tattoo detections 
and more false positive tattoo detections.  

Tattoo regions are obtained by segmentation in the tattoo 
detection module. Two methods are presented. In the first ad-
hoc method, all holes in the skin colour regions, obtained in the 
ROI detection module, are declared as tattoo regions (Fig. 4). 
This surprisingly simple yet effective ad-hoc method is based 
on the observation that tattoos in still images are typically fully 
surrounded by a skin colour region. In the second method, 
segmentation starts from the matched SIFT feature locations 
obtained in the matching module. Consequently, the initial 
tattoo region consists only of seed pixels corresponding to 
these locations (Fig. 9 b). The surrounding area is iteratively 
analysed for tattoo presence as follows. Each analyzed pixel is 
declared as an element of a tattoo region if its distance to the 
nearest tattoo pixel is below some predefined threshold and if 
at least one of the two additional conditions is also fulfilled 
(Fig. 9 a). The first condition is that a pixel has a non-skin 
colour. The optional second condition is evaluated if the first 
condition is not fulfilled. The second condition is that entropy, 
determined on a neighbourhood around this analyzed pixel, has 
a non-skin value. The value of entropy for a non-skin area is 
determined experimentally. This texture-based condition is 
used to obtain tattoo pixels which have a skin-like colour, 
which reduces false negative tattoo detections. Consequently, a 
ROI can be segmented as part of a tattoo region based on its 
colour or texture even if this ROI part has SIFT features that 
have not been matched with any SIFT feature from the tattoo 
database, or even if it has no SIFT features. The described 
procedure of tattoo region growing is iteratively performed 
until no new pixels can be declared as a member of a tattoo 
region. The obtained tattoo region is dilated to its surrounding 
area by a relatively small circular structuring element. The 
output of the tattoo detection module is a segmented ROI 
image consisting of tattoo regions and a non-tattoo area (Fig. 
9). 

 

Fig. 9. Tattoo area segmentation process: a) an area of an ROI that has a non-
skin colour or non-skin texture; b) segmented tattoo regions with seeds 
depicted as red crosses; c) a ROIs used in the process of de-identification; d) 
skin non-tattoo areas used for swapping the tattoo region in b). 
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Fig. 1. The tattoo de-identification system. 

A still image obtained by a colour camera is an input (Fig. 
2) to the skin detection module. Uncovered body parts like 
head, neck, hands, legs or torso are detected in two phases.  

 

Fig. 2. An example of a still image obtained by a colour camera. 

In the first phase, skin colour cluster boundaries (Fig. 3) are 
obtained by a pixel-based method through a series of decision 
rules in the RGB colour space [15]. 

 

Fig. 3. A skin colour area. 

In the second phase, geometrical constraints are used to 
eliminate skin-like colour regions that do not belong to the 

uncovered body part areas. A skin-like colour region is 
declared as a non-uncovered body part area based on its size 
and shape. The parameters of the size filter and the shape are 
determined experimentally based on a set of training still 
images.  

In the region of interest (ROI) detection module, the 
potential tattoo regions are located. The ROI consists of skin 
colour regions, holes and cutout regions which are inside or 
close to an uncovered body part area. Tattoos can also have 
skin-like colours and this is the reason why skin colour regions 
are also included in the ROIs. Typically, tattoos have colours 
that are not classified as a skin colour, which results in holes 
and cutouts. Holes are fully surrounded by an uncovered body 
part area. Cutout regions have a non-skin colour and the 
distances of their pixels to the nearest pixels belonging to an 
uncovered body part area are below some predefined threshold. 
The cutout regions are obtained by the morphological operation 
of closing. Fig. 4 depicts holes and cutouts. The corresponding 
ROI is shown in Fig. 5. 

 
Fig. 4. A skin colour area with holes and cutout regions depicted in black. 

 
Fig. 5. The ROI – a candidate for SIFT feature extraction 

The SIFT features are extracted from a ROI in the feature 
extraction module. SIFT features are commonly used for tattoo 
identification [6], [7], [11], and this is the main reason why we 
have selected them for tattoo localization in the proposed 
system. Note that in the process of tattoo de-identification, the 
tattoo SIFT features are removed. Additionally, by introducing 
the suspects’ tattoo database and by using the results of SIFT 
feature matching it is possible to refuse tattoo de-identification 
and to alert authorities that the owner of a tattoo is on the 
screening list. Fig. 6 illustrates the SIFT features extracted 
from the ROI (Fig. 5). 
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Each SIFT feature is paired with the location of a centre of 
a region from which it was extracted. These SIFT features are 
matched with template SIFT features from the tattoo database 
(Fig. 7). The template SIFT features in the tattoo database are 
obtained from still images with tattoos during the learning 
phase. Experimentally, we used 24 tattoos (Fig. 7) with at least 
two tattoos from each of the eight classes of tattoos [9]. Each 
tattoo in the tattoo database has an average of 56 template SIFT 
features. The tattoo database consists of 1338 SIFT features. 

 
Fig. 6. Extracted SIFT features. 

 

Fig. 7. Examples of tattoos used for forming the template SIFT features in 
the tattoo database. 

Matching is performed in the matching module as 
described in [10]. If there are SIFT features that have matched 
with some template SIFT features from the tattoo database 
(Fig. 8), then these SIFT feature locations are declared as seeds 
of a tattoo region(s). 

 

Fig. 8. The result of matching SIFT features to the template SIFT features. 

The suitability of each template SIFT feature for tattoo 
localization and alternative matching schemes have not been 
analyzed so far in the experimental system, but this is planned 
as part of future work. In general, SIFT features common for 
many tattoos are more desirable, thus leading to a smaller 
tattoo database and faster matching times. A lower matching 

threshold would lead to fewer false negative tattoo detections 
and more false positive tattoo detections.  

Tattoo regions are obtained by segmentation in the tattoo 
detection module. Two methods are presented. In the first ad-
hoc method, all holes in the skin colour regions, obtained in the 
ROI detection module, are declared as tattoo regions (Fig. 4). 
This surprisingly simple yet effective ad-hoc method is based 
on the observation that tattoos in still images are typically fully 
surrounded by a skin colour region. In the second method, 
segmentation starts from the matched SIFT feature locations 
obtained in the matching module. Consequently, the initial 
tattoo region consists only of seed pixels corresponding to 
these locations (Fig. 9 b). The surrounding area is iteratively 
analysed for tattoo presence as follows. Each analyzed pixel is 
declared as an element of a tattoo region if its distance to the 
nearest tattoo pixel is below some predefined threshold and if 
at least one of the two additional conditions is also fulfilled 
(Fig. 9 a). The first condition is that a pixel has a non-skin 
colour. The optional second condition is evaluated if the first 
condition is not fulfilled. The second condition is that entropy, 
determined on a neighbourhood around this analyzed pixel, has 
a non-skin value. The value of entropy for a non-skin area is 
determined experimentally. This texture-based condition is 
used to obtain tattoo pixels which have a skin-like colour, 
which reduces false negative tattoo detections. Consequently, a 
ROI can be segmented as part of a tattoo region based on its 
colour or texture even if this ROI part has SIFT features that 
have not been matched with any SIFT feature from the tattoo 
database, or even if it has no SIFT features. The described 
procedure of tattoo region growing is iteratively performed 
until no new pixels can be declared as a member of a tattoo 
region. The obtained tattoo region is dilated to its surrounding 
area by a relatively small circular structuring element. The 
output of the tattoo detection module is a segmented ROI 
image consisting of tattoo regions and a non-tattoo area (Fig. 
9). 

 

Fig. 9. Tattoo area segmentation process: a) an area of an ROI that has a non-
skin colour or non-skin texture; b) segmented tattoo regions with seeds 
depicted as red crosses; c) a ROIs used in the process of de-identification; d) 
skin non-tattoo areas used for swapping the tattoo region in b). 
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Each tattoo region is de-identified in the skin swapping 
module. In the process of tattoo de-identification, these tattoo 
regions are replaced with skin patches obtained from their 
surrounding skin area. Consequently, the colour and texture of 
de-identified tattoo regions are the same as those of the 
surrounding skin area. The problem of replacing tattoo regions 
with skin patches is similar to the problem of face swapping 
[16]. Issues regarding colour transfer and colour matching 
between images in the process of face swapping are described 
in [16], [17]. Similar procedures can be used for face and tattoo 
de-identification. 

In our experimental system we use a simple method to 
replace a tattoo region with skin-like patches obtained from its 
surrounding skin area. 

The de-identification process is performed in the skin 
swapping module as follows. First, an area used in the process 
of de-identification (Fig. 9 c), obtained in the tattoo detection 
module, which consists of a tattoo region (Fig. 9 b), and its 
surrounding area (Fig. 9 d), is divided into squares. There are 
two types of squares: squares that have at least one tattoo 
region pixel (marked in red in Fig. 10) and squares that have 
only skin colour pixels, and these squares enclose groups of red 
squares (marked in green in Fig. 10). 

 

Fig. 10. Two types of squares used in the process of de-identification. 

For each one of these red squares, the nearest green square 
of a skin non-tattoo region is selected. Tattoo region pixels in 
the red square are replaced with corresponding pixels from its 
nearest green square (Fig. 10). The size of the squares (5×5 
pixels) is experimentally determined. Larger squares result in 
more natural skin texture; however, in this case, the de-
identification process may result in artefacts in de-identified 
tattoo areas. After replacement, a median filter is applied on the 
de-identified area. With this method, we try to hide the tattoo 
location and its visual appearance, and preserve the naturalness 
of the de-identified image (Fig. 11). 

In the quality estimation module, the privacy protection 
level and naturalness of de-identified tattoo regions are 
evaluated. The privacy protection level is subjectively 
evaluated based on two criteria: the first criterion is that the 
SIFT features are removed from the de-identified tattoo 
regions, and the second one is that both tattoo location and its 
visual appearance are hidden. The naturalness of the de-
identified tattoo regions is also subjectively evaluated. 

 

Fig. 11. De-identified tattoo still frame. 

III. EXPERIMENTAL RESULTS 
Two experiments were performed on still images of people 

with and without tattoos collected by a colour video camera 
placed in our laboratory. A total of 204 video frames with a 
resolution of 640×480 pixels, of which 148 contained a tattoo, 
as still images taken from 8 video sequences of three persons 
walking in front of the camera were selected for the evaluation. 
Examples of the still images are shown in Fig. 12. In the future, 
we plan to develop a tattoo de-identification system for 
surveillance applications and for this reason still images, used 
in the experiments, are taken as frames from the video. The 
distance of persons from the camera was in the range of 1 to 5 
meters. The tattoos were from 5 to 35 pixels in diameter, which 
is small relative to the image size, they cover below 15% of the 
uncovered body part area, have motion blur and different 
illumination. This is somewhat different from tattoo images 
obtained from web services such as Facebook or Picasa, where 
tattoo still images are taken under well controlled lighting 
conditions from short distances and tattoos can cover a large 
proportion of a skin area. These types of tattoo still images will 
be addressed in future work.  

The experiments can be described as follows. A simple ad-
hoc tattoo localization method was used in the first experiment. 
This ad-hoc method declares all holes in the skin colour area, 
obtained in the ROI detection module, as tattoos. Colour, 
texture, SIFT features and the tattoo database were used for 
tattoo localization in the second experiment. All tattoo regions 
detected in both experiments were swapped with skin patches 
as described in the tattoo swapping module. 

The system was evaluated based on the results of the tattoo 
localization, the level of privacy protection and the naturalness 
of the de-identified still images.  

Tattoo localization was evaluated based on the percentage 
of false positive RFP and false negative RFN tattoo detection 
ratios: 
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where NFP is the number of original images that have at 
least one falsely detected tattoo region which after de-
identification has a visual appearance in the corresponding de-
identified image region that is noticeably different from in the 

original image, NALL is the total number of still images with 
and without tattoos, NFN is the number of original images for 
which at least one tattoo region has not been located, and 
consequently the tattoo appearance was not removed, and NTAT 
is the total number of still images used in the experiment with 
at least one tattoo. False positive and negative tattoo detections 
have an impact on the naturalness and level of privacy 
protection of the de-identified images respectively. 

The privacy protection level is estimated based on the 
performance of hiding the tattoo locations RLOC and tattoo 
appearances RAPP in the tattoo de-identification process: 
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where NDL is the number of de-identified images that have 
all tattoo locations successfully hidden and consequently all 
tattoo appearances are successfully removed, NTAT is the total 
number of still images with at least one tattoo, and NDA is the 
number of de-identified images that have all tattoo appearances 
successfully removed but some tattoo locations are not 
necessarily completely hidden. Note that if a tattoo location is 
hidden successfully, then the tattoo appearance is also removed 
successfully (NDA ≥ NDL). 

The naturalness of the de-identified tattoo images was 
subjectively evaluated on a scale from 1 (natural) to 5 
(unnatural) in all still images used in the experiments. The 
statistical properties of the SIFT features obtained from the 
tattoo database and the still images used in the experiments are 
shown in Table I.  

TABLE I.  STATISTICAL PROPERTIES OF SIFT FEATURES OBTAINED 
FROM THE TATTOO DATABASE, THE STILL IMAGES USED IN THE EXPERIMENTS 

AND THEIR CORRESPONDING ROIS. 

Description Tattoo  
database 

Test  
images rois  

Total number of still images 24 204 - 
Total number of SIFT features in all images 1338 165461 25942 
Minimal number of SIFT features per image 10 250 0 
Maximal number of SIFT features per image 172 2023 497 
Average number of SIFT features per image 55.75 811.08 127.17 

 

Examples of de-identified tattoo still frames are shown in 
Fig. 12. The results of the tattoo de-identification experiments 
are shown in Table II. Based on the results shown in Table II, it 
can be concluded that the performances of hiding tattoo 
locations and tattoo appearances were similar for each method. 
False positive tattoo localisation is much higher in the first ad-
hoc method than in the second one, which results in the lower 
naturalness of the de-identified images in the first method. 
False negative tattoo localisation is much lower in the first 
method than in the second one, which results in a higher level 
of privacy protection in the first method. Notice that there is a 
trade-off between the level of privacy protection and the 
naturalness of the de-identified still images in both methods. 
Methods that have a higher level of privacy protection typically 
result in lower naturalness. In future, it will be necessary to 
develop methods that increase the level of privacy but not at 
the expense of naturalness. 

 

Fig. 12. Examples of de-identified tattoo still images: a) original still image; b) ad-hoc method; c) SIFT-based method. 
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Each tattoo region is de-identified in the skin swapping 
module. In the process of tattoo de-identification, these tattoo 
regions are replaced with skin patches obtained from their 
surrounding skin area. Consequently, the colour and texture of 
de-identified tattoo regions are the same as those of the 
surrounding skin area. The problem of replacing tattoo regions 
with skin patches is similar to the problem of face swapping 
[16]. Issues regarding colour transfer and colour matching 
between images in the process of face swapping are described 
in [16], [17]. Similar procedures can be used for face and tattoo 
de-identification. 

In our experimental system we use a simple method to 
replace a tattoo region with skin-like patches obtained from its 
surrounding skin area. 

The de-identification process is performed in the skin 
swapping module as follows. First, an area used in the process 
of de-identification (Fig. 9 c), obtained in the tattoo detection 
module, which consists of a tattoo region (Fig. 9 b), and its 
surrounding area (Fig. 9 d), is divided into squares. There are 
two types of squares: squares that have at least one tattoo 
region pixel (marked in red in Fig. 10) and squares that have 
only skin colour pixels, and these squares enclose groups of red 
squares (marked in green in Fig. 10). 

 

Fig. 10. Two types of squares used in the process of de-identification. 

For each one of these red squares, the nearest green square 
of a skin non-tattoo region is selected. Tattoo region pixels in 
the red square are replaced with corresponding pixels from its 
nearest green square (Fig. 10). The size of the squares (5×5 
pixels) is experimentally determined. Larger squares result in 
more natural skin texture; however, in this case, the de-
identification process may result in artefacts in de-identified 
tattoo areas. After replacement, a median filter is applied on the 
de-identified area. With this method, we try to hide the tattoo 
location and its visual appearance, and preserve the naturalness 
of the de-identified image (Fig. 11). 

In the quality estimation module, the privacy protection 
level and naturalness of de-identified tattoo regions are 
evaluated. The privacy protection level is subjectively 
evaluated based on two criteria: the first criterion is that the 
SIFT features are removed from the de-identified tattoo 
regions, and the second one is that both tattoo location and its 
visual appearance are hidden. The naturalness of the de-
identified tattoo regions is also subjectively evaluated. 

 

Fig. 11. De-identified tattoo still frame. 

III. EXPERIMENTAL RESULTS 
Two experiments were performed on still images of people 

with and without tattoos collected by a colour video camera 
placed in our laboratory. A total of 204 video frames with a 
resolution of 640×480 pixels, of which 148 contained a tattoo, 
as still images taken from 8 video sequences of three persons 
walking in front of the camera were selected for the evaluation. 
Examples of the still images are shown in Fig. 12. In the future, 
we plan to develop a tattoo de-identification system for 
surveillance applications and for this reason still images, used 
in the experiments, are taken as frames from the video. The 
distance of persons from the camera was in the range of 1 to 5 
meters. The tattoos were from 5 to 35 pixels in diameter, which 
is small relative to the image size, they cover below 15% of the 
uncovered body part area, have motion blur and different 
illumination. This is somewhat different from tattoo images 
obtained from web services such as Facebook or Picasa, where 
tattoo still images are taken under well controlled lighting 
conditions from short distances and tattoos can cover a large 
proportion of a skin area. These types of tattoo still images will 
be addressed in future work.  

The experiments can be described as follows. A simple ad-
hoc tattoo localization method was used in the first experiment. 
This ad-hoc method declares all holes in the skin colour area, 
obtained in the ROI detection module, as tattoos. Colour, 
texture, SIFT features and the tattoo database were used for 
tattoo localization in the second experiment. All tattoo regions 
detected in both experiments were swapped with skin patches 
as described in the tattoo swapping module. 

The system was evaluated based on the results of the tattoo 
localization, the level of privacy protection and the naturalness 
of the de-identified still images.  

Tattoo localization was evaluated based on the percentage 
of false positive RFP and false negative RFN tattoo detection 
ratios: 
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where NFP is the number of original images that have at 
least one falsely detected tattoo region which after de-
identification has a visual appearance in the corresponding de-
identified image region that is noticeably different from in the 

original image, NALL is the total number of still images with 
and without tattoos, NFN is the number of original images for 
which at least one tattoo region has not been located, and 
consequently the tattoo appearance was not removed, and NTAT 
is the total number of still images used in the experiment with 
at least one tattoo. False positive and negative tattoo detections 
have an impact on the naturalness and level of privacy 
protection of the de-identified images respectively. 

The privacy protection level is estimated based on the 
performance of hiding the tattoo locations RLOC and tattoo 
appearances RAPP in the tattoo de-identification process: 
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where NDL is the number of de-identified images that have 
all tattoo locations successfully hidden and consequently all 
tattoo appearances are successfully removed, NTAT is the total 
number of still images with at least one tattoo, and NDA is the 
number of de-identified images that have all tattoo appearances 
successfully removed but some tattoo locations are not 
necessarily completely hidden. Note that if a tattoo location is 
hidden successfully, then the tattoo appearance is also removed 
successfully (NDA ≥ NDL). 

The naturalness of the de-identified tattoo images was 
subjectively evaluated on a scale from 1 (natural) to 5 
(unnatural) in all still images used in the experiments. The 
statistical properties of the SIFT features obtained from the 
tattoo database and the still images used in the experiments are 
shown in Table I.  

TABLE I.  STATISTICAL PROPERTIES OF SIFT FEATURES OBTAINED 
FROM THE TATTOO DATABASE, THE STILL IMAGES USED IN THE EXPERIMENTS 

AND THEIR CORRESPONDING ROIS. 

Description Tattoo  
database 

Test  
images rois  

Total number of still images 24 204 - 
Total number of SIFT features in all images 1338 165461 25942 
Minimal number of SIFT features per image 10 250 0 
Maximal number of SIFT features per image 172 2023 497 
Average number of SIFT features per image 55.75 811.08 127.17 

 

Examples of de-identified tattoo still frames are shown in 
Fig. 12. The results of the tattoo de-identification experiments 
are shown in Table II. Based on the results shown in Table II, it 
can be concluded that the performances of hiding tattoo 
locations and tattoo appearances were similar for each method. 
False positive tattoo localisation is much higher in the first ad-
hoc method than in the second one, which results in the lower 
naturalness of the de-identified images in the first method. 
False negative tattoo localisation is much lower in the first 
method than in the second one, which results in a higher level 
of privacy protection in the first method. Notice that there is a 
trade-off between the level of privacy protection and the 
naturalness of the de-identified still images in both methods. 
Methods that have a higher level of privacy protection typically 
result in lower naturalness. In future, it will be necessary to 
develop methods that increase the level of privacy but not at 
the expense of naturalness. 

 

Fig. 12. Examples of de-identified tattoo still images: a) original still image; b) ad-hoc method; c) SIFT-based method. 

a 

b 

c 
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TABLE II.  RESULTS OF THE TATTOO DE-IDENTIFICATION EXPERIMENTS. 

category results experiment 1 
(Ad-hoc) 

experiment 2 
(siFT) 

Still images 
NALL 204 204 
NTAT 148 148 

Tattoo  
localization 

NFP 39 10 
NFN 12 43 
RFP 19.12 % 4.90 % 
RFN 8.11 % 29.05 % 

Privacy  
protection 

NDL 134 104 
NDA 136 105 
RLOC 90.54 % 70.27 % 
RAPP 91.89 % 70.95 % 

Naturalness 

1 (natural) 161 (78.92 %) 193 (94.61 %) 
2 32 (15.67 %) 6 (2.94 %) 
3 9 (4.41 %) 3 (1.47 %) 
4 2 (0.98 %) 2 (0.98 %) 

5 (unnatural) 0 (0.00 %) 0 (0.00 %) 
Average  1.27 1.09 

SIFT-based tattoo de-identification is computationally more 
expensive than the simple ad-hoc method. Average times 
needed by different computational steps of tattoo de-
identification are shown in Table III. The methods were 
implemented in Matlab. The experiments were performed on 
an Intel i7 CPU @ 2.4 GHz laptop. 

TABLE III.  AVERAGE TIMES NEEDED BY DIFFERENT COMPUTATIONAL 
STEPS OF TWO TATTOO DE-IDENTIFICATION METHODS. 

Time (ms) siFT Ad-hoc 
Skin area 293 

ROI 17 
SIFT extraction 696 - 
SIFT matching 100 - 
Tattoo detection 250 9 
Skin swapping 23 

Total 1379 342 

IV. CONCLUSION 
An experimental system for tattoo localization and de-

identification for privacy protection in still images has been 
described in this paper. Tattoo localization is based on colour, 
SIFT features and texture. The experiments show that tattoo 
localization is a tough problem for still images where tattoo 
location, distance, size, illumination, and motion blur vary 
greatly. Tattoo localization based on SIFT features shows 
satisfactory results in well-controlled conditions such as 
lighting, high tattoo resolution, and no motion blur. For tattoos 
with a low quality visual appearance, SIFT features have to be 
combined with some region segmentation based on a 
combination of colour, gradient and/or texture methods. In 
order to improve the naturalness of de-identified images, it is 
necessary to develop a better method for skin swapping in the 
tattoo de-identification process, using ideas from the area of 
image inpainting.  

In future research work, we plan to develop a tattoo de-
identification system for surveillance applications which will 
utilize skin and tattoo area tracking. By using spatial and 
temporal correspondence between frames, tattoo detection, 
localization and de-identification will be improved. 

Privacy protection for multimedia contents is a tough 
problem due to the large number of biometrical traits that can 
be used for identification. In the field of privacy protection, 
further improvement in tattoo de-identification is necessary to 
supplement currently used face de-identification technologies. 
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Abstract— Person identification based on gait recognition has 
been extensively studied in the last two decades, while 
information appearing in different action types (like bend) has 
been recently exploited to this end. However, in most application 
scenarios it is sufficient to recognize the performed activity, 
whereas the iD of persons performing activities is not important. 
since the same human body representations, e.g., body 
silhouettes, can be employed for both tasks, there is a need to 
automatically create privacy preserving representations. We 
have applied 2D gaussian filtering to obfuscate the human body 
silhouettes that implicate information about the person iD. We 
have experimentally showed how the use of filtering affects the 
person identification and action recognition performance in 
different camera setups formed by an arbitrary number of 
cameras. in addition, the discriminative ability of different 
activities is examined and discussed in order to detect cases in 
which it is possible to apply gaussian filter with a greater 
variance. 

Keywords—de-identification of human body silhouette; action 
recognition; Gaussian filter 

I.  INTRODUCTION 
An increasing number of video cameras observe public 

spaces, like streets, airports, railway and bus stations, shops, 
schools and other educational institutions. In some use-case 
scenarios, like video surveillance, there are justified reasons 
for capturing and sharing acquired multimedia data to 
authorize personnel, due to security reasons. In most scenarios 
it is sufficient to detect the activity, whereas data on persons 
engaged in these activities do not matter. Therefore, there is a 
strong need for protecting the privacy of persons captured in 
such multimedia content. 

To address this privacy issue, a process of concealing 
identifying the ID of persons appearing in a given set of data, 
referred as person de-identification, should be done. Since the 
performed activity may be of particular interest, the goal in 
this problem is to protect the privacy of individuals without 
compromising on the performed activity and other contextual 
content. Identification is a process opposite to the de-
identification, with the former making use of all possible 
features such as face, silhouette, and gait and body posture to 
identify persons. In order to automatically obscure such 
features to prevent identification, appropriate computer vision 
methods should be devised. 

Since humans usually identify persons by observing their 
faces, it is not surprising the fact that the vast majority of de-
identification methods deal with face de-identification. 
Methods proposed to this end can be categorized in two 
groups: the ones exploiting image distortion algorithms [1, 2, 
3, 4] and those employing the k-Same family algorithms [5, 6, 
7, 8]. Methods belonging to the first group alter the facial 
image regions using data suppression techniques (e.g., by 
covering part of the face), or some kind of obfuscation, such 
as blurring [4] or pixelation (i.e., image sub-sampling). 
Implementation of the k-Same algorithm replaces the face of 
the person under consideration with a-priori known one 
belonging to a set of k generic faces, like in [8]. 

Another approaches deal with the de-identification of the 
whole human body, instead of just the face, taking into 
account that gait recognition has been widely used to identify 
persons at a distance in security applications. In [9, 10], the 
complete human body is masked using different types of blur 
functions. In [11], persons on a street scene are replaced by 
other (a-priori known) persons appearing in a training set of 
images containing similar scenes. Another way to manipulate 
the human body regions of an image is to replace them with 
background [12]. 

Recently, it has been shown that persons depicted in 
videos can be identified by the manner in which they perform 
several activities, such as run, bend, jump, wave one hand, etc. 
[13, 14]. Moreover, execution style variations among 
individuals for several activities, like jump, wave one hand, 
etc., may contain enhanced discriminative information for 
person identification, when compared to gait. In addition, as 
has been shown in [14], the combination of information 
appearing in several different activities may lead to enhanced 
identification performance. Finally, the observation angle 
plays an important role on the performance of activity-based 
person identification. These facts are usually neglected by 
person identification approaches, and, thus, by person de-
identification ones, too. 

In this paper, we aim to address the privacy issue of 
persons performing several activities. The goal  was to protect 
the privacy by automatically obfuscating the human body 
shape information, so as to drop the performance of person 
identification approaches. In addition, since the information of 
the performed activity may be important in some application 
scenarios, performance of activity recognition approaches 
should be preserved as much as possible. We are interested in 
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silhouette-based person de-identification in applications 
employing multi-camera setups. To change the human body 
posture information while preserving activity information we 
have employed 2D Gaussian low pass filters, which are 
applied to the image regions corresponding to the human 
body. We have employed the state-of-the-art activity-based 
person identification method proposed in [13] in order to 
observe how the adopted approach influences the person 
identification and action recognition performance on the 
i3DPost multi-view action recognition database [16]. The 
obtained results are compared to person identification and 
action recognition rates obtained without applying the 
filtering. In addition, performance on action recognition and 
person identification is compared with respect to the number 
of arbitrary chosen cameras and different observation angles. 
Finally, the discriminative ability of specific activities and 
observation angles is discussed. The paper ends with 
conclusion and with guidelines for future research. 

II. PERSON IDENTIFICATION PIPELINE 
In this Section, we briefly describe the method in [13], 

which has been used as the base method for our activity-based 
person de-identification framework.  

A. Preprocessing Phase 
In the preprocessing phase, elementary videos depicting 

one activity instance (a single movement period) are manually 
created by splitting multi-period videos. Elementary videos 
are used for training. In the test phase, elementary or multi-
period videos can be used. Generally, the number of frames in 
elementary videos may vary for different activity types, since 
activity instances may vary in duration. Moreover, even 
different instances of the same activity type performed by the 
same person may vary in duration, e.g., due to mood changes.  

By applying appropriate video frame segmentation 
techniques, like background subtraction, or chroma keying, 
human body silhouettes are detected in video frames and 
binary images (masks) encompassing the human body Region 
Of Interest (ROI) are determined. Fig. 1 shows an example 
video frame of the i3DPost database depicting an instance of 
walking activity, the corresponding human body ROI and 
mask.  rgb frame rgb ROI

    

rgb frame rgb ROI

   

frame with a blured expanded ROI mask of a blurred ROI

rgb frame mask

 
Fig. 1. A video frame depicting a person walking (left), human body image 
regions (middle) and the corresponding mask (right) 

Each of the obtained masks is centered to the human body 
center of mass and rescaled to a fix size image (experimentally 
determined to 32x32 pixels in [13]) to obtain a scale-invariant 
human body posture representation. Example posture images 
appearing in five activities captured from various viewing 
angles are shown in Fig. 2. 

 

Fig. 2. Posture images depicting five activities observed from various 
viewing angles. From left to right: walk, run, jump in place, jump forward, 
and wave one hand. 

The resulting binary posture images are vectorized 
column-wise, in order to produce the so-called posture 
vectors. 

B. Video Representation and Classification 
In the training phase, posture vectors obtained by applying 

the above described process on the training videos are 
clustered using the k-means algorithm in order to produce 
action-independent posture vector prototypes, so called 
dynemes. Dynemes preserve human body shape, observation 
angle and activity information. After dynemes calculation, 
posture vectors of training and test videos can be represented 
in the dyeneme space by applying fuzzy vector quantization. 
Training and test videos are finally represented by the so-
called action vectors, which are the mean vector of the 
corresponding posture vectors, represented in the dyneme 
space. 

In order to increase the discriminative information relating 
to the action class, person ID and observation angle, Linear 
Discriminant Analysis (LDA) is applied on the training action 
vectors. Subsequently, each action class, person ID and 
observation angle is represented by the mean class vector in 
the corresponding discriminant subspace. Finally, test action 
vectors are mapped to the discriminant subspaces and 
classified to the class of the closest class centroid. 

III. PROPOSED PERSON DE-IDENTIFICATION METHOD 
Since the shape of human body silhouettes is crucial for 

person identification in the above described framework, it 
should be modified to prevent person identification from 
activities. To this end, we will modify the color (RGB) values 
of the video frame pixels corresponding to the human body. In 
order to do this in a structured way and not to introduce 
artifacts on the resulted video frame, we employ a zero-mean, 
discrete two-dimensional Gaussian filter of size h, defined by: 



where n1 and n2 denote the indices in the filter window of size 
h and σ is the standard deviation of the Gaussian distribution.  
 

Applied Gaussian filter replaces each pixel in the ROI with 
a weighted average of the neighboring pixels such that the 
weight given to a neighbor decreases monotonically with 
respect to its lateral distance from the central pixel. In this way 
the effect of distortion is applied locally, which is useful for 

keeping the key information relating to the performed activity. 
By changing the filter parameters, i.e., the value of σ, the 
effect of the distortion can be appropriately adjusted. 

The degree of blurring of a Gaussian filter is parameterized 
by σ, and the relationship between σ and the degree of 
smoothing is proportional. A larger σ value implies a larger 
smoothing and excessive blur of the image features. To 
determine the appropriate filer size h and adjust the degree of 
blurring, we have experimented with different filter sizes (h 
values ranging from 3 to 25 pixels) and with Gaussian 
distributions of different standard deviation (σ values ranging 
from 3 to 10). Different h and σ values influence shape of the 
extracted human body silhouettes and, thus, the action 
recognition and person identification performance. Since we 
are focused on lowering the person identification performance, 
while keeping the action recognition performance high, we 
have chosen the values providing the maximal pa/pI ratio, 
where pa, pI denote the obtained action recognition and person 
identification rates, respectively (Fig. 3).  
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Fig. 3. Person identification and action recognition rates obtained for 
different Gaussian filter parameter (h, σ) values 

After applying the above described process, we have 
experimentally chosen the values of h=20 and σ=6.4. The 
corresponding Gaussian filter is shown in Fig. 4. 
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Fig. 4. Gaussian filter with h=20 and σ=6.4 chosen for blurring of the ROI 

Since 2-dimensional Gaussian functions are rotationally 
symmetric, the amount of blurring performed by the filter will 
be the same in all directions. This property implies that a 
Gaussian filter will not bias subsequent edge detection in any 
particular direction and that edges in the resulted image will 
not be oriented in some particular direction that is known in 
advance. 

We apply the Gaussian filter to image ROIs centered to the 
human body ROI and having size equal to s times the size of 
the human body ROI. We have experimentally found that a 
value of s=1.1 gives the best results with respect to our goal. 
Fig. 5 shows example video frames and the corresponding 
human body silhouettes for actions walking and jumping in 
place after applying the Gaussian filter using the value s=1.1. 
As can be seen in this Figure, the human body silhouettes 
obtained by using the blurred video frames are coarser, 
compared to the ones obtained by using the original video 
frame. This will affect the person identification performance. 
In addition, it can be seen that the global action information, 
e.g., opened legs for the case of walking, is preserved. Thus, 
action recognition performance should not be affected so 
much. 

frame with a blured expanded ROI mask of a blurred ROI

rgb frame mask

rgb frame rgb ROI

frame with a blured expanded ROI mask of a blurred ROI

 
Fig. 5. Frames and corresponding masks depicting walking (top) and 
jumping in place (bottom) actions after 2D Gaussian filtering using the values 
h=20, σ=6.4 and s=1.1. 

IV. EXPERIMENTAL RESULTS 
In this Section we describe experiments conducted on the 

i3DPost database in order to evaluate how the proposed 
approach influences the person identification performance and 
action recognition. The adopted database and experimental 
setup are described in the following subsection. Experimental 
results for several experimental scenarios are subsequently 
provided  

 

A. The i3DPost database 
The experiments are performed on the i3DPost multi-view 

activity database [16] containing 64 high-resolution 
(1920×1080 pixel) videos depicting eight persons (six males 
and two females) performing eight simple actions, which may 
be periodic, e.g., walking, or not, e.g., bend. Actions differ in 
duration and, thus, the number of video frames forming videos 
may differ. Since for non-periodic actions, one action instance 
is available per person, we have used the videos depicting 
periodic actions, i.e., walk, run, jump in place, jump forward, 
and wave one hand, in our experiments. Each person in the 
database is captured by eight cameras located at a height of 2 
m from the studio floor, arranged at every 45º degrees of a 
circle with a diameter 8 m to provide 360º coverage of the 
capture volume (Fig. 6). Consequently, an action instance 
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silhouette-based person de-identification in applications 
employing multi-camera setups. To change the human body 
posture information while preserving activity information we 
have employed 2D Gaussian low pass filters, which are 
applied to the image regions corresponding to the human 
body. We have employed the state-of-the-art activity-based 
person identification method proposed in [13] in order to 
observe how the adopted approach influences the person 
identification and action recognition performance on the 
i3DPost multi-view action recognition database [16]. The 
obtained results are compared to person identification and 
action recognition rates obtained without applying the 
filtering. In addition, performance on action recognition and 
person identification is compared with respect to the number 
of arbitrary chosen cameras and different observation angles. 
Finally, the discriminative ability of specific activities and 
observation angles is discussed. The paper ends with 
conclusion and with guidelines for future research. 

II. PERSON IDENTIFICATION PIPELINE 
In this Section, we briefly describe the method in [13], 

which has been used as the base method for our activity-based 
person de-identification framework.  

A. Preprocessing Phase 
In the preprocessing phase, elementary videos depicting 

one activity instance (a single movement period) are manually 
created by splitting multi-period videos. Elementary videos 
are used for training. In the test phase, elementary or multi-
period videos can be used. Generally, the number of frames in 
elementary videos may vary for different activity types, since 
activity instances may vary in duration. Moreover, even 
different instances of the same activity type performed by the 
same person may vary in duration, e.g., due to mood changes.  

By applying appropriate video frame segmentation 
techniques, like background subtraction, or chroma keying, 
human body silhouettes are detected in video frames and 
binary images (masks) encompassing the human body Region 
Of Interest (ROI) are determined. Fig. 1 shows an example 
video frame of the i3DPost database depicting an instance of 
walking activity, the corresponding human body ROI and 
mask.  rgb frame rgb ROI

    

rgb frame rgb ROI

   

frame with a blured expanded ROI mask of a blurred ROI

rgb frame mask

 
Fig. 1. A video frame depicting a person walking (left), human body image 
regions (middle) and the corresponding mask (right) 

Each of the obtained masks is centered to the human body 
center of mass and rescaled to a fix size image (experimentally 
determined to 32x32 pixels in [13]) to obtain a scale-invariant 
human body posture representation. Example posture images 
appearing in five activities captured from various viewing 
angles are shown in Fig. 2. 

 

Fig. 2. Posture images depicting five activities observed from various 
viewing angles. From left to right: walk, run, jump in place, jump forward, 
and wave one hand. 

The resulting binary posture images are vectorized 
column-wise, in order to produce the so-called posture 
vectors. 

B. Video Representation and Classification 
In the training phase, posture vectors obtained by applying 

the above described process on the training videos are 
clustered using the k-means algorithm in order to produce 
action-independent posture vector prototypes, so called 
dynemes. Dynemes preserve human body shape, observation 
angle and activity information. After dynemes calculation, 
posture vectors of training and test videos can be represented 
in the dyeneme space by applying fuzzy vector quantization. 
Training and test videos are finally represented by the so-
called action vectors, which are the mean vector of the 
corresponding posture vectors, represented in the dyneme 
space. 

In order to increase the discriminative information relating 
to the action class, person ID and observation angle, Linear 
Discriminant Analysis (LDA) is applied on the training action 
vectors. Subsequently, each action class, person ID and 
observation angle is represented by the mean class vector in 
the corresponding discriminant subspace. Finally, test action 
vectors are mapped to the discriminant subspaces and 
classified to the class of the closest class centroid. 

III. PROPOSED PERSON DE-IDENTIFICATION METHOD 
Since the shape of human body silhouettes is crucial for 

person identification in the above described framework, it 
should be modified to prevent person identification from 
activities. To this end, we will modify the color (RGB) values 
of the video frame pixels corresponding to the human body. In 
order to do this in a structured way and not to introduce 
artifacts on the resulted video frame, we employ a zero-mean, 
discrete two-dimensional Gaussian filter of size h, defined by: 



where n1 and n2 denote the indices in the filter window of size 
h and σ is the standard deviation of the Gaussian distribution.  
 

Applied Gaussian filter replaces each pixel in the ROI with 
a weighted average of the neighboring pixels such that the 
weight given to a neighbor decreases monotonically with 
respect to its lateral distance from the central pixel. In this way 
the effect of distortion is applied locally, which is useful for 

keeping the key information relating to the performed activity. 
By changing the filter parameters, i.e., the value of σ, the 
effect of the distortion can be appropriately adjusted. 

The degree of blurring of a Gaussian filter is parameterized 
by σ, and the relationship between σ and the degree of 
smoothing is proportional. A larger σ value implies a larger 
smoothing and excessive blur of the image features. To 
determine the appropriate filer size h and adjust the degree of 
blurring, we have experimented with different filter sizes (h 
values ranging from 3 to 25 pixels) and with Gaussian 
distributions of different standard deviation (σ values ranging 
from 3 to 10). Different h and σ values influence shape of the 
extracted human body silhouettes and, thus, the action 
recognition and person identification performance. Since we 
are focused on lowering the person identification performance, 
while keeping the action recognition performance high, we 
have chosen the values providing the maximal pa/pI ratio, 
where pa, pI denote the obtained action recognition and person 
identification rates, respectively (Fig. 3).  
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Fig. 3. Person identification and action recognition rates obtained for 
different Gaussian filter parameter (h, σ) values 

After applying the above described process, we have 
experimentally chosen the values of h=20 and σ=6.4. The 
corresponding Gaussian filter is shown in Fig. 4. 
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Fig. 4. Gaussian filter with h=20 and σ=6.4 chosen for blurring of the ROI 

Since 2-dimensional Gaussian functions are rotationally 
symmetric, the amount of blurring performed by the filter will 
be the same in all directions. This property implies that a 
Gaussian filter will not bias subsequent edge detection in any 
particular direction and that edges in the resulted image will 
not be oriented in some particular direction that is known in 
advance. 

We apply the Gaussian filter to image ROIs centered to the 
human body ROI and having size equal to s times the size of 
the human body ROI. We have experimentally found that a 
value of s=1.1 gives the best results with respect to our goal. 
Fig. 5 shows example video frames and the corresponding 
human body silhouettes for actions walking and jumping in 
place after applying the Gaussian filter using the value s=1.1. 
As can be seen in this Figure, the human body silhouettes 
obtained by using the blurred video frames are coarser, 
compared to the ones obtained by using the original video 
frame. This will affect the person identification performance. 
In addition, it can be seen that the global action information, 
e.g., opened legs for the case of walking, is preserved. Thus, 
action recognition performance should not be affected so 
much. 

frame with a blured expanded ROI mask of a blurred ROI

rgb frame mask

rgb frame rgb ROI

frame with a blured expanded ROI mask of a blurred ROI

 
Fig. 5. Frames and corresponding masks depicting walking (top) and 
jumping in place (bottom) actions after 2D Gaussian filtering using the values 
h=20, σ=6.4 and s=1.1. 

IV. EXPERIMENTAL RESULTS 
In this Section we describe experiments conducted on the 

i3DPost database in order to evaluate how the proposed 
approach influences the person identification performance and 
action recognition. The adopted database and experimental 
setup are described in the following subsection. Experimental 
results for several experimental scenarios are subsequently 
provided  

 

A. The i3DPost database 
The experiments are performed on the i3DPost multi-view 

activity database [16] containing 64 high-resolution 
(1920×1080 pixel) videos depicting eight persons (six males 
and two females) performing eight simple actions, which may 
be periodic, e.g., walking, or not, e.g., bend. Actions differ in 
duration and, thus, the number of video frames forming videos 
may differ. Since for non-periodic actions, one action instance 
is available per person, we have used the videos depicting 
periodic actions, i.e., walk, run, jump in place, jump forward, 
and wave one hand, in our experiments. Each person in the 
database is captured by eight cameras located at a height of 2 
m from the studio floor, arranged at every 45º degrees of a 
circle with a diameter 8 m to provide 360º coverage of the 
capture volume (Fig. 6). Consequently, an action instance 

77BiForD 2014



(e.g., a walk step) performed by a person is depicted in eight 
videos, each captured by one of the eight observation angles. 
In our experiments we have used elementary videos obtained 
from the original videos in the database in order to train the 
algorithm. In the test phase we have used the entire sequences 
in order to evaluate the influence of blurring in both, person 
identification and action recognition. 

 
Fig. 6. Set-up of eight cameras which enables 360º coverage of the capture 
volume [16]. 

Example video fames depicting two persons walking and 
jumping captured from all the available viewing angles is 
shown in Fig. 7. Notice that each person has optionally chosen 
a direction to perform the action, so that its frontal view is not 
captured by the same camera angle in all cases. 

 
Fig. 7. Video frames depicting a person walking (above) and jumping 
forward (below) from all the 8 available observation angles 

B. Multi-view Person De-Identification 
In our first set of experiments we have applied the 

proposed method on the videos of the i3DPost database. Since 
each action instance is depicted by eight cameras, it is 
reasonable to fuse the classification results obtained for each 
video (corresponding to one observation angle) in order to 
increase performance in both person identification and action 
recognition tasks. We have used majority voting fusion to this 
end. In addition, we have tested the performance of the 
method for single-view view-independent person 
identification/action recognition. In the latter case, we assume 
that each video in the database is independent to the remaining 
ones. The performance obtained for both cases is shown in 
Table I. As can be seen, enhanced performance is obtained in 
the first case, verifying the conclusions drawn in [13].  

To examine how Gaussian filtering affects the action 
recognition performance and to what extent preserves privacy, 
the obtained results are compared to published results when no 
filter is applied on the same framework [13], where a person 
identification rate equal to 94.37% has been reported for the 
case where all the eight cameras are used for identification. 

Action recognition performance has not been reported in [13], 
but the obtained performance (equal to 95%) is very good. In 
fact we have tested the method on the original videos of the 
database and a performance equal to 100% has been obtained 
for both multi-view action recognition and person 
identification. 

TABLE I.  MEAN PERSON IDENTIFICATION AND ACTION RECOGNITION 
PERFORMANCE WHEN GAUSSIAN FILTER IS APPLIED TO THE HUMAN BODY ROI 

Action recognition Person identification  
 Single-view  Multi-view  Single-view  Multi-view  

0.8406 0.95 0.4875 0.70 
 

Comparing obtained results before and after the 
application of Gaussian filter, it is obvious that application of 
the Gaussian filter decreases the action recognition and person 
identification performance. However, the decrease in action 
recognition performance is very low (~5%), while the 
decrease in person identification performance is high (~30%) 

C. Person De-Identification in the Case of Total Human 
Body Occlusion in Some of the Cameras 
In real applications, it is possible that a person performing 

an activity is not visible to all cameras, either because he/she 
is not inside their field of view, or because he/she is occluded. 
To simulate the person identification and de-identification 
scenario when a person is captured by an arbitrary number of 
cameras, a set of experiments was set as follows. In the 
training phase, we have used all the eight cameras in order to 
train the algorithm, while in the test phase a subset of the 
available cameras was used for identification. The cameras 
used for identification were randomly selected. It should be 
noted that, as the motion direction of persons differs, the test 
cameras do not correspond to specific observation angles. This 
means that a camera may depict any view of a person.  

In Tables II and III we illustrate the performance obtained 
for different numbers of randomly chosen test cameras for the 
case of action recognition and person identification, 
respectively.  

TABLE II.  MEAN ACTION MULTI-VIEW RECOGNITION RATE WHEN 
DIFFERENT NUMBER OF RANDOMLY SELECTED TEST CAMERAS ARE USED 

no of used 
cameras 

1 2 3 4 5 6 7 8 

Mean (20 
experiments) 

0.77 0.79 0.86 0.89 0.905 0.909 0.911 0.9 

TABLE III.  MEAN PERSON MULTI-VIEW IDENTIFICATION RATE WHEN 
DIFFERENT NUMBER OF RANDOMLY SELECTED TEST CAMERAS ARE USED 

no of used 
cameras 

1 2 3 4 5 6 7 8 

Mean (20 
experiments) 

0.45 0.42 0.51 0.53 0.55 0.57 0.57 0.53 

 

As can be seen, the more cameras are used, the better the 
performance tends to be. This is reasonable, since by using 
more cameras the probability of including a “good observation 
angle” in the identification process is higher. In addition, it 

can be seen that there is a plateau in performance with respect 
to the number of adopted cameras. That is, the highest action 
recognition performance is obtained for 7 cameras, while the 
highest person identification performance is obtained for 6 or 
7 cameras. 

The relation in performance between action recognition 
and person identification, for different number of test cameras, 
is shown in the Fig. 8. It is important to note that difference in 
action recognition and person identification performance 
exceeds 30% in most cases. 
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Fig. 8. Relation between activities recognition rates and person identification 
rates when different number of cameras is used in the test phase 

In order to graphically illustrate the impact of Gaussian 
filter application on action recognition and identification 
performance, we have also performed experiments for varying 
number of test cameras by using the original videos in the 
database. Comparison results can be seen in Fig. 9 and 10.  
Given results refer to randomly chosen cameras for a 
corresponding subset (number) of the available cameras. 
Since, each camera does not correspond to a specific 
observation angle obtained results may differ in various 
iterations of experiment. Fig. 9 and 10 show results of 
arbitrary selected iteration, while Tables II and III show the 
mean value obtained after 20 iterations of experiment are 
performed. 
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Fig. 9. Comparison of activities recognition rates before and after application 
of Gaussian filter when different number of cameras is used in the test phase 
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Fig. 10. Comparison of person identification rates before and after application 
of Gaussian filter when different number of cameras is used in the test phase  

D. Discriminant Ability of Different Observation Angles 
As has been described in the previous subsection, different 

observation angles have different discriminative ability, in 
terms of action recognition and person identification. This is 
due to the fact that the human body shape during action 
execution differs significantly, when the person is observed by 
different viewing angles. After applying the Gaussian filters it 
is possible that some human body shapes will become less 
discriminate, i.e. that body shapes of different persons 
performing various actions will more closely resemble. We 
have tested the discriminant ability of all the available 
observation angles after applying Gaussian blurring and 
illustrate the corresponding classification rates in Tables IV, V 
and Figure 11, for the case of person identification and action 
recognition. 

TABLE IV.  MEAN AND MEDIAN IDENTIFICATION RATES FOR ALL 
PERSONS IN THE DATABASE OBTAINED FROM A SPECIFIC OBSERVATION ANGLE  

 0º 45º 90º 135º 180º 225º 270º 315º 
Mean  0.19 0.34 0.39 0.37 0.19 0.39 0.41 0.4 

Median 0.21 0.42 0.38 0.38 0.21 0.38 0.42 0.43 

TABLE V.  MEAN AND MEDIAN ACTION RECOGNITION RATES OBTAINED 
FROM A SPECIFIC OBSERVATION ANGLE FOR ALL PERSONS IN THE DATABASE 

 0º 45º 90º 135º 180º 225º 270º 315º 
Mean 0.64 0.63 0.82 0.59 0.53 0.76 0.84 0.69 

Median 0.63 0.69 0.88 0.63 0.54 0.79 0.88 0.75 
 

We denote, by identification ability of a viewing angle the 
mean value of identification rates obtained for all persons in 
and for all activities in database. Similarly, action recognition 
ability of a viewing angle corresponds to the mean value of 
action recognition rates obtained for all actions and for all 
persons in database. It turned out that the side views are more 
discriminative for person identification, since identification 
performance equal to 40% and 41% has been obtained for 
observation angles of 270o and 315o (with respect to the 
frontal human body direction). Median of identification rates 
are not significantly different from the mean ones, indicating 
that there are no major differences in the identification rates 
when looking discriminate ability of an viewing angle for each 
individual action. In the case of actions, the observation angles 
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(e.g., a walk step) performed by a person is depicted in eight 
videos, each captured by one of the eight observation angles. 
In our experiments we have used elementary videos obtained 
from the original videos in the database in order to train the 
algorithm. In the test phase we have used the entire sequences 
in order to evaluate the influence of blurring in both, person 
identification and action recognition. 

 
Fig. 6. Set-up of eight cameras which enables 360º coverage of the capture 
volume [16]. 

Example video fames depicting two persons walking and 
jumping captured from all the available viewing angles is 
shown in Fig. 7. Notice that each person has optionally chosen 
a direction to perform the action, so that its frontal view is not 
captured by the same camera angle in all cases. 

 
Fig. 7. Video frames depicting a person walking (above) and jumping 
forward (below) from all the 8 available observation angles 

B. Multi-view Person De-Identification 
In our first set of experiments we have applied the 

proposed method on the videos of the i3DPost database. Since 
each action instance is depicted by eight cameras, it is 
reasonable to fuse the classification results obtained for each 
video (corresponding to one observation angle) in order to 
increase performance in both person identification and action 
recognition tasks. We have used majority voting fusion to this 
end. In addition, we have tested the performance of the 
method for single-view view-independent person 
identification/action recognition. In the latter case, we assume 
that each video in the database is independent to the remaining 
ones. The performance obtained for both cases is shown in 
Table I. As can be seen, enhanced performance is obtained in 
the first case, verifying the conclusions drawn in [13].  

To examine how Gaussian filtering affects the action 
recognition performance and to what extent preserves privacy, 
the obtained results are compared to published results when no 
filter is applied on the same framework [13], where a person 
identification rate equal to 94.37% has been reported for the 
case where all the eight cameras are used for identification. 

Action recognition performance has not been reported in [13], 
but the obtained performance (equal to 95%) is very good. In 
fact we have tested the method on the original videos of the 
database and a performance equal to 100% has been obtained 
for both multi-view action recognition and person 
identification. 

TABLE I.  MEAN PERSON IDENTIFICATION AND ACTION RECOGNITION 
PERFORMANCE WHEN GAUSSIAN FILTER IS APPLIED TO THE HUMAN BODY ROI 

Action recognition Person identification  
 Single-view  Multi-view  Single-view  Multi-view  

0.8406 0.95 0.4875 0.70 
 

Comparing obtained results before and after the 
application of Gaussian filter, it is obvious that application of 
the Gaussian filter decreases the action recognition and person 
identification performance. However, the decrease in action 
recognition performance is very low (~5%), while the 
decrease in person identification performance is high (~30%) 

C. Person De-Identification in the Case of Total Human 
Body Occlusion in Some of the Cameras 
In real applications, it is possible that a person performing 

an activity is not visible to all cameras, either because he/she 
is not inside their field of view, or because he/she is occluded. 
To simulate the person identification and de-identification 
scenario when a person is captured by an arbitrary number of 
cameras, a set of experiments was set as follows. In the 
training phase, we have used all the eight cameras in order to 
train the algorithm, while in the test phase a subset of the 
available cameras was used for identification. The cameras 
used for identification were randomly selected. It should be 
noted that, as the motion direction of persons differs, the test 
cameras do not correspond to specific observation angles. This 
means that a camera may depict any view of a person.  

In Tables II and III we illustrate the performance obtained 
for different numbers of randomly chosen test cameras for the 
case of action recognition and person identification, 
respectively.  

TABLE II.  MEAN ACTION MULTI-VIEW RECOGNITION RATE WHEN 
DIFFERENT NUMBER OF RANDOMLY SELECTED TEST CAMERAS ARE USED 

no of used 
cameras 

1 2 3 4 5 6 7 8 

Mean (20 
experiments) 

0.77 0.79 0.86 0.89 0.905 0.909 0.911 0.9 

TABLE III.  MEAN PERSON MULTI-VIEW IDENTIFICATION RATE WHEN 
DIFFERENT NUMBER OF RANDOMLY SELECTED TEST CAMERAS ARE USED 

no of used 
cameras 

1 2 3 4 5 6 7 8 

Mean (20 
experiments) 

0.45 0.42 0.51 0.53 0.55 0.57 0.57 0.53 

 

As can be seen, the more cameras are used, the better the 
performance tends to be. This is reasonable, since by using 
more cameras the probability of including a “good observation 
angle” in the identification process is higher. In addition, it 

can be seen that there is a plateau in performance with respect 
to the number of adopted cameras. That is, the highest action 
recognition performance is obtained for 7 cameras, while the 
highest person identification performance is obtained for 6 or 
7 cameras. 

The relation in performance between action recognition 
and person identification, for different number of test cameras, 
is shown in the Fig. 8. It is important to note that difference in 
action recognition and person identification performance 
exceeds 30% in most cases. 
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Fig. 8. Relation between activities recognition rates and person identification 
rates when different number of cameras is used in the test phase 

In order to graphically illustrate the impact of Gaussian 
filter application on action recognition and identification 
performance, we have also performed experiments for varying 
number of test cameras by using the original videos in the 
database. Comparison results can be seen in Fig. 9 and 10.  
Given results refer to randomly chosen cameras for a 
corresponding subset (number) of the available cameras. 
Since, each camera does not correspond to a specific 
observation angle obtained results may differ in various 
iterations of experiment. Fig. 9 and 10 show results of 
arbitrary selected iteration, while Tables II and III show the 
mean value obtained after 20 iterations of experiment are 
performed. 
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Fig. 9. Comparison of activities recognition rates before and after application 
of Gaussian filter when different number of cameras is used in the test phase 
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Fig. 10. Comparison of person identification rates before and after application 
of Gaussian filter when different number of cameras is used in the test phase  

D. Discriminant Ability of Different Observation Angles 
As has been described in the previous subsection, different 

observation angles have different discriminative ability, in 
terms of action recognition and person identification. This is 
due to the fact that the human body shape during action 
execution differs significantly, when the person is observed by 
different viewing angles. After applying the Gaussian filters it 
is possible that some human body shapes will become less 
discriminate, i.e. that body shapes of different persons 
performing various actions will more closely resemble. We 
have tested the discriminant ability of all the available 
observation angles after applying Gaussian blurring and 
illustrate the corresponding classification rates in Tables IV, V 
and Figure 11, for the case of person identification and action 
recognition. 

TABLE IV.  MEAN AND MEDIAN IDENTIFICATION RATES FOR ALL 
PERSONS IN THE DATABASE OBTAINED FROM A SPECIFIC OBSERVATION ANGLE  

 0º 45º 90º 135º 180º 225º 270º 315º 
Mean  0.19 0.34 0.39 0.37 0.19 0.39 0.41 0.4 

Median 0.21 0.42 0.38 0.38 0.21 0.38 0.42 0.43 

TABLE V.  MEAN AND MEDIAN ACTION RECOGNITION RATES OBTAINED 
FROM A SPECIFIC OBSERVATION ANGLE FOR ALL PERSONS IN THE DATABASE 

 0º 45º 90º 135º 180º 225º 270º 315º 
Mean 0.64 0.63 0.82 0.59 0.53 0.76 0.84 0.69 

Median 0.63 0.69 0.88 0.63 0.54 0.79 0.88 0.75 
 

We denote, by identification ability of a viewing angle the 
mean value of identification rates obtained for all persons in 
and for all activities in database. Similarly, action recognition 
ability of a viewing angle corresponds to the mean value of 
action recognition rates obtained for all actions and for all 
persons in database. It turned out that the side views are more 
discriminative for person identification, since identification 
performance equal to 40% and 41% has been obtained for 
observation angles of 270o and 315o (with respect to the 
frontal human body direction). Median of identification rates 
are not significantly different from the mean ones, indicating 
that there are no major differences in the identification rates 
when looking discriminate ability of an viewing angle for each 
individual action. In the case of actions, the observation angles 
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equal to 270o and 90o (with respect to the frontal human body 
direction) have been found to provide the best performance. 

Taking into account the obtained results, specific viewing 
angles that achieve high identification and recognition 
accuracy (like angle of 270 º in this case) could be blurred 
with Gaussian filter with larger variance in order to improve 
the results of de-identification. 
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Fig. 11. Identification and action recognition rates obtained on the videos 
depicting the person from a specific view angle (1 - 0º, 1 - 45º, continues in a 
clockwise direction  until the number 8 - 315º) 

E. Discriminant ability of a specific actions 
In [14] it has been shown that the discriminative 

information of different actions is not the same. In addition, 
depending on the performed action, the identification 
performance may differ. We have also tested the 
discriminative ability of different actions after Gaussian 
blurring. The obtained results are shown in Table VI. As can 
be seen, the most discriminative action was found to be jump 
in place, providing a person identification rate equal to 
38.75%, followed by activities wave one hand and jump 
forward. Differences between the median and mean values of 
person identification rates indicate that there is no action that 
is most discriminate for each person. 

TABLE VI.  MEAN AND MEDIAN IDENTIFICATION RATES FOR ALL 
PERSONS IN DATABASE WITH RESPECT TO EACH ACTION 

identification walk run jump in 
place 

Jump 
forward 

Wave 
one hand 

Mean 0.3482 0.3494 0.3875 0.3678 0.3756 
Median 0.375 0.3818 0.4062 0.3844 0.4125 

 
Taking into account the obtained results, specific activities 

that contain high discriminant information for identification 
(like wave one hand in this case) could be blurred with 
Gaussian filter with larger variance in order to improve the 
results of de-identification. 

V. CONCLUSION AND FUTURE WORK 
In this paper, we have proposed a pipeline for person de-

identification based on activities. We have employed Gaussian 
blurring in order to change the obtained human body 
silhouettes, so as to discard identity information, while 

preserving action information. Preliminary results indicate that 
such an approach is able to lead to a significant decrease in 
person identification performance, while achieving a relatively 
high action classification performance. In order to further 
improve the de-identification results, the discriminative ability 
of different observation angles and of specific activities can 
also be taken into account in order to apply additional blurring 
steps. In our future work we will investigate the robustness of 
the proposed approach against reverse de-identification 
processes, like Wiener deconvolution. 
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Abstract—Natural language processing (NLP) systems usually
require a huge amount of textual data but the publication of
such datasets is often hindered by privacy and data protection
issues. Here, we discuss the questions of de-identification related
to three NLP areas, namely, clinical NLP, NLP for social media
and information extraction from resumes. We also illustrate how
de-identification is related to named entity recognition and we
argue that de-identification tools can be successfully built on
named entity recognizers.

I. INTRODUCTION

Natural language processing (NLP) is an interdisciplinary
field that lies between artificial intelligence and linguistics: it
seeks to understand human language with automatic methods
[1]. One of the most widely studied areas of NLP is informa-
tion extraction, which aims at collecting relevant information
from free (unstructured) texts. Doing that, new knowledge can
be quickly gathered from a large amount of texts.

NLP tasks are usually handled by either rule-based or
statistical systems and in the latter, one usually makes use
of machine learning. One of the most widespread paradigms
within machine learning is called supervised learning: in
this setting, an annotated training database is required from
which machine learning algorithms may collect and system-
atize patterns typical of the problem, which patterns are later
applied to previously unseen and unannotated databases. Thus,
large annotated datasets are necessary to solve NLP problems
with supervised methods and generally, there are some public
benchmark datasets (some of them are mentioned in Sections II
and III, related to named entity recognition and medical NLP)
on which the outputs of different systems handling the same
task may be compared, in order to ensure the comparability of
scientific results.

One issue that may arise when publishing such annotated
NLP datasets concerns privacy and data protection. There are
certain types of texts that contain a big amount of personal
/ sensitive data and thus their proper and confidential treat-
ment is essential. However, since supervised machine learning
algorithms can only learn from data, it is necessary to get
access to texts which do not contain any personal data, thus
questions of de-identification have already been solved, yet
the dataset can be appropriately employed in the learning
process. In this paper, we examine de-identification issues in
three areas, namely, in clinical NLP, NLP for social media and
information extraction from resumes (CVs). We will also show
how de-identification is related to named entity recognition,
i.e. identifying person names, locations and so on in texts.

II. NAMED ENTITY RECOGNITION

Named entities are names or identifiers that uniquely refer
to one entity in the world. They are essential for information
extraction systems as they seek to detect relations among
different entities. Named entities belong to several semantic
categories, the most widely used ones being:

• person names;

• organizations;

• locations;

• product names;

• identifiers etc.

However, these categories could be further divided into
subcategories, depending on the exact domain. For instance, in
clinical documents it is relevant who the doctor and the patient
are, a simple “person name” category will not suffice. In other
cases, not all of these are relevant or new categories might be
introduced like phone numbers, e-mails and taxonomy names.

Named entity recognition has a long tradition in natu-
ral language processing. It was a task assigned within the
framework of the Message Understanding Conference MUC-
7 [2]. Participants had to identify personal names, geograph-
ical names, organisations, and other names related to time,
quantity, and descriptive terms. In 2003, The Conference on
Computational Natural Language Learning (CoNNL) [3] was
announced by the open tournaments. The aim was to construct
a named entity recognition model that could handle English
and German texts. One of the most successful and most widely
used approaches for named entity recognition is sequence
labeling, in particular the Conditional Random Fields (CRF)
approach. The best performing systems on the CoNLL task
applied a CRF approach and gave an F-score of 0.85-0.89 for
English.

Named entity recognition is closely related to de-
identification and anonymization since most of the categories
to be de-identified are some kind of named entities and hence,
techniques for named entity recognition may be fruitfully
applied as a first step to remove personal data from texts.

In the following, we present three areas of natural language
processing in which de-identification is an essential issue and
we also show how named entity recognition may help in the
task of de-identifying texts.
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equal to 270o and 90o (with respect to the frontal human body 
direction) have been found to provide the best performance. 

Taking into account the obtained results, specific viewing 
angles that achieve high identification and recognition 
accuracy (like angle of 270 º in this case) could be blurred 
with Gaussian filter with larger variance in order to improve 
the results of de-identification. 
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Fig. 11. Identification and action recognition rates obtained on the videos 
depicting the person from a specific view angle (1 - 0º, 1 - 45º, continues in a 
clockwise direction  until the number 8 - 315º) 

E. Discriminant ability of a specific actions 
In [14] it has been shown that the discriminative 

information of different actions is not the same. In addition, 
depending on the performed action, the identification 
performance may differ. We have also tested the 
discriminative ability of different actions after Gaussian 
blurring. The obtained results are shown in Table VI. As can 
be seen, the most discriminative action was found to be jump 
in place, providing a person identification rate equal to 
38.75%, followed by activities wave one hand and jump 
forward. Differences between the median and mean values of 
person identification rates indicate that there is no action that 
is most discriminate for each person. 

TABLE VI.  MEAN AND MEDIAN IDENTIFICATION RATES FOR ALL 
PERSONS IN DATABASE WITH RESPECT TO EACH ACTION 

identification walk run jump in 
place 

Jump 
forward 

Wave 
one hand 

Mean 0.3482 0.3494 0.3875 0.3678 0.3756 
Median 0.375 0.3818 0.4062 0.3844 0.4125 

 
Taking into account the obtained results, specific activities 

that contain high discriminant information for identification 
(like wave one hand in this case) could be blurred with 
Gaussian filter with larger variance in order to improve the 
results of de-identification. 

V. CONCLUSION AND FUTURE WORK 
In this paper, we have proposed a pipeline for person de-

identification based on activities. We have employed Gaussian 
blurring in order to change the obtained human body 
silhouettes, so as to discard identity information, while 

preserving action information. Preliminary results indicate that 
such an approach is able to lead to a significant decrease in 
person identification performance, while achieving a relatively 
high action classification performance. In order to further 
improve the de-identification results, the discriminative ability 
of different observation angles and of specific activities can 
also be taken into account in order to apply additional blurring 
steps. In our future work we will investigate the robustness of 
the proposed approach against reverse de-identification 
processes, like Wiener deconvolution. 
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Abstract—Natural language processing (NLP) systems usually
require a huge amount of textual data but the publication of
such datasets is often hindered by privacy and data protection
issues. Here, we discuss the questions of de-identification related
to three NLP areas, namely, clinical NLP, NLP for social media
and information extraction from resumes. We also illustrate how
de-identification is related to named entity recognition and we
argue that de-identification tools can be successfully built on
named entity recognizers.

I. INTRODUCTION

Natural language processing (NLP) is an interdisciplinary
field that lies between artificial intelligence and linguistics: it
seeks to understand human language with automatic methods
[1]. One of the most widely studied areas of NLP is informa-
tion extraction, which aims at collecting relevant information
from free (unstructured) texts. Doing that, new knowledge can
be quickly gathered from a large amount of texts.

NLP tasks are usually handled by either rule-based or
statistical systems and in the latter, one usually makes use
of machine learning. One of the most widespread paradigms
within machine learning is called supervised learning: in
this setting, an annotated training database is required from
which machine learning algorithms may collect and system-
atize patterns typical of the problem, which patterns are later
applied to previously unseen and unannotated databases. Thus,
large annotated datasets are necessary to solve NLP problems
with supervised methods and generally, there are some public
benchmark datasets (some of them are mentioned in Sections II
and III, related to named entity recognition and medical NLP)
on which the outputs of different systems handling the same
task may be compared, in order to ensure the comparability of
scientific results.

One issue that may arise when publishing such annotated
NLP datasets concerns privacy and data protection. There are
certain types of texts that contain a big amount of personal
/ sensitive data and thus their proper and confidential treat-
ment is essential. However, since supervised machine learning
algorithms can only learn from data, it is necessary to get
access to texts which do not contain any personal data, thus
questions of de-identification have already been solved, yet
the dataset can be appropriately employed in the learning
process. In this paper, we examine de-identification issues in
three areas, namely, in clinical NLP, NLP for social media and
information extraction from resumes (CVs). We will also show
how de-identification is related to named entity recognition,
i.e. identifying person names, locations and so on in texts.

II. NAMED ENTITY RECOGNITION

Named entities are names or identifiers that uniquely refer
to one entity in the world. They are essential for information
extraction systems as they seek to detect relations among
different entities. Named entities belong to several semantic
categories, the most widely used ones being:

• person names;

• organizations;

• locations;

• product names;

• identifiers etc.

However, these categories could be further divided into
subcategories, depending on the exact domain. For instance, in
clinical documents it is relevant who the doctor and the patient
are, a simple “person name” category will not suffice. In other
cases, not all of these are relevant or new categories might be
introduced like phone numbers, e-mails and taxonomy names.

Named entity recognition has a long tradition in natu-
ral language processing. It was a task assigned within the
framework of the Message Understanding Conference MUC-
7 [2]. Participants had to identify personal names, geograph-
ical names, organisations, and other names related to time,
quantity, and descriptive terms. In 2003, The Conference on
Computational Natural Language Learning (CoNNL) [3] was
announced by the open tournaments. The aim was to construct
a named entity recognition model that could handle English
and German texts. One of the most successful and most widely
used approaches for named entity recognition is sequence
labeling, in particular the Conditional Random Fields (CRF)
approach. The best performing systems on the CoNLL task
applied a CRF approach and gave an F-score of 0.85-0.89 for
English.

Named entity recognition is closely related to de-
identification and anonymization since most of the categories
to be de-identified are some kind of named entities and hence,
techniques for named entity recognition may be fruitfully
applied as a first step to remove personal data from texts.

In the following, we present three areas of natural language
processing in which de-identification is an essential issue and
we also show how named entity recognition may help in the
task of de-identifying texts.

81BiForD 2014



III. DE-IDENTIFICATION IN MEDICAL NLP

The de-identification of clinical records is crucial in the
human life sciences because a de-identified text can be made
publicly available in order to facilitate research on human
diseases. However, clinical documents on the patients include
explicit personal health information (PHI), which prevents the
release of many useful data sets because this would jeopardize
individual patient rights. According to the guidelines of Health
Information Portability and Accountability Act (HIPAA), all
the medical discharge summaries released must be free of the
following categories of textual PHI:

• first and last names of patients, their health proxies,
and family members;

• doctors’ first and last names;

• identification numbers;

• telephone, fax, and pager numbers;

• hospital names;

• geographic locations;

• dates.

Removing these kinds of PHI is the main goal of the de-
identification process. Anonymization goes one step beyond
the deletion of personal information and attempts to identify
and classify personal information in the text to one of the
above-mentioned HIPAA-defined categories. This categoriza-
tion enables the replacement of personal data instead of simple
deletion, and it has several advantages. First, the replacement
of PHIs with automatically generated look-alike substitutes
preserves the readability of text and, second, even if de-
identification is not totally perfect, that is, some data items
remain unchanged, the artificial substitutes disguise those very
few pieces of personal information that still remain in the
document (the reader will not know whether a label was the
original or a substitute).

In the literature many de-identification approaches have
been introduced.1 Some approaches target the recognition (and
removal) of particular types of PHI like [5], which focuses on
patient names, or [6], which seeks to identify person names
(both patients and doctors). There are several approaches
that perform the full de-identification of medical texts. These
are based either on a pattern-matching algorithm that uses
a thesaurus [7], [8]; a combination of rule-based systems
and pattern matching using dictionaries [9] and the Unified
Medical Language System [10] or on a statistical model [11].
The importance of this problem was also reflected in the
organization of the I2B2 shared task in 2007, which focused
on the de-identification of personal data in clinical documents.
For a detailed description of the shared task challenge, the
corpus, results and lessons learned, see [12].

In [13], some Named Entity Recognition (NER) techniques
are used for the task of the de-identification of clinical records.
The NER system described in [14] was adapted to the clinical
domain and the main categories like patient and doctor names,
hospital names, locations were identified by this tool. With

1For a detailed overview of the field, please refer to [4].

other categories such as dates or phone numbers, regular ex-
pressions were applied. After the identification of the entities,
they were changed to another one from the same category,
e.g. Dr. Jones was changed to Dr. Jackson. The system
achieved an overall F-score of 0.967 at the instance level,
which yielded the best result for the challenge, proving that
the de-identification of clinical documents can be successfully
carried out with techniques based on named entity recognition.

IV. DE-IDENTIFICATION IN NLP FOR SOCIAL MEDIA

The role of the internet, more precisely, the role of social
media in people’s lives is becoming more and more significant,
especially due to its importance in modern communication.
The billions of tweets, wall posts and likes reveal a lot of user
preferences, for instance, what type of products they choose,
what type of music, books, cars or food they prefer, what
destinations they travel to for holiday, what political parties
they vote for, besides, their demographic data (age, location,
marital status) can be also easily gathered and so on. A large
amount of data is generated by the users who are commu-
nicating through this medium, and this could be exploited in
a number of natural language processing applications such as
information extraction and sentiment analysis. Be it Facebook,
Twitter, Linkedin or Pinterest – to an enterprise, government,
or a social scientist, this endless stream of big data allows
the crafting of user profiles with a level of detail that was
unimaginable a few years ago. There is thus a strong need
for advanced analytics, to complement the abundant computer
power and cheap storage, in order to allow enterprises to offer
not just generalized but truly personalised interaction with their
customers.

However, all of these possible applications require the
intensive use of user-generated content, which may include a
considerable amount of personal data. For instance, Facebook
wall posts or tweets are usually paired with the name or ID
of the user, the geolocation where they were created, and
so on. Personal data can also be easily gathered from user
profiles, where each user typically provides their name, age,
gender, city, phone number, e-mail address and other types
of sensitive data. Thus, data protection and de-identification
issues are indispensable when working with social media texts.
For instance, there was recently a shared task on computational
personality recognition [15]. They released two datasets -
essays and a subset of the myPersonality dataset -, which
include gold standard personality labels and texts (essays and
Facebook status updates) written by the persons themselves.
All these data items had to be anonymized before publishing
them and users of the dataset are required to sign contracts to
ensure privacy rights.

As a real-life example, let us take personalization, where
the goal is to provide each user with a highly personalized
content/offer, be it a selection of snippets of news or a
smartphone that perfectly fits the user’s needs. In such cases,
the profiling system makes the appropriate selection for the
user on the basis of the user’s earlier preferences or the
preferences generalized from the specific choices of other users
with similar characteristics to the user in question. Quite often,
people share their opinion on some products through social
media tools (e.g. wall posts or comments to the site of the
producer on Facebook) and hence, trends can be generalized

from social media content like which age group likes which
types of phones or which functionalities of the device are
preferred by which group of users etc.

Although there is a lot of personal data in social media
content, to achieve the above-mentioned goals, there are some
data types that are required for personalization purposes. If
all the sensitive data were removed from the texts, no useful
information would remain since no valid tendencies could
be deduced from overly general templates like someone did
not like the screen of some smartphone. What would be
more useful instead is to have templates filled with specific
information like:

a boy between 16 and 18 did not like the screen of iPhone
4

25 women between 35 and 40 who had children had a look
at Jamie Oliver’s website

This kind of information can be exploited in creating
personalizing and profiling systems: the user’s personal char-
acteristics and habit can be compared to those stored in the
database of the system and then a personalized offer can be
readily produced.

Looking at the above points from the perspective of de-
identification, we may argue that not all data types should be
removed or replaced from social media texts. We propose that
there should be three categories for sensitive data. These are:

• Data to be removed / replaced: this category involves
person names, addresses, phone numbers, e-mail ad-
dresses and other identifiers that uniquely refer to the
person (Skype, Twitter etc. IDs and the like);

• Data to be merged into groups: this category in-
cludes quantitative data like the age of the person
(for the sake of simplicity, it is normally sufficient
to handle age groups rather than the individual ages)
or the city where the user lives (in a similar way, it is
sufficient to know whether the user lives in a big city,
a town or a village, no matter what its precise name
is);

• Data to be preserved: in the profiling case, it is im-
portant to leave the names of products or organizations
as they are, in order to get a clear view on which
products the users prefer.

We should add here that the above classification scheme is
not absolute. Depending on the exact task, other categorization
of sensitive data might be relevant.

V. DE-IDENTIFICATION IN INFORMATION EXTRACTION
FROM CVS

With many companies, it is a constant headache to find
new employees. In the CV filtering process, human resource
managers do not have the capacity of having a thorough look
at each CV submitted to a given position, which hinders the
selection of the best candidate. Hence, a typical solution for
this problem is to randomly select some tens of CVs from
the database, which are then manually checked and the best
candidates from these dozens of CVs are then interviewed.

Information extraction systems that are able to parse CVs
and then to return a ranking of the candidates for a given
position are badly needed in the market. However, the main
difficulties of the task lie in the following. The format of CVs
change from document to document since there is no unique
template that all of the candidates apply. Therefore, the first
task is to collect into a database all the necessary information
from the CVs which are relevant for the given job. The most
common types of information that are listed in CVs are the
following:

• Personal data: name, date of birth, address, phone
number, e-mail, marital status;

• Education: name of schools, degrees;

• Employment: names of companies or employers the
candidate previously worked for, earlier jobs or posi-
tions;

• Language skills;

• Competencies;

• Hobbies and interests.

In order to collect these pieces of data from the CVs via
automatic methods, a training database of CVs is needed.
However, the publication of such databases is a delicate
question, especially due to data protection and anonymization
issues. For these reasons, we are not aware of any publicly
available CV databases as it would require the anonymization
of CVs. However, not all of the above categories should be
treated in the same way, unlike clinical documents, where most
of the data should be unequivocally removed from the text and
replaced by another of the same category (e.g. a name of a
hospital should be replaced by the name of another hospital)
(see Section II). Here we argue that the following methods
should be applied for the different categories of sensitive data
in CVs:

• Data to be replaced: this method, for instance, could
be used for names, addresses, phone numbers and e-
mails;

• Data to be preserved: data items concerning ed-
ucation generally contain relevant information: the
degrees of the candidate have a strong effect on the
selection process and sometimes it is also relevant
which college / university the candidate attended and
graduated from since a degree from a higher ranked
university is usually considered more valuable than
one from a lower ranked university. The same is true
for the names of previous positions held at different
companies since it reveals whether the candidate has
worked in a similar position for which s/he is applying
now. The name of earlier employers usually contains
important information on the work experience of the
candidate, so they should probably be preserved. How-
ever, this might be a delicate issue;

• Data to be deleted: in order to ensure equal rights
for men and women, young and old, information on
age, gender and marital status should be deleted from
the CV.
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III. DE-IDENTIFICATION IN MEDICAL NLP

The de-identification of clinical records is crucial in the
human life sciences because a de-identified text can be made
publicly available in order to facilitate research on human
diseases. However, clinical documents on the patients include
explicit personal health information (PHI), which prevents the
release of many useful data sets because this would jeopardize
individual patient rights. According to the guidelines of Health
Information Portability and Accountability Act (HIPAA), all
the medical discharge summaries released must be free of the
following categories of textual PHI:

• first and last names of patients, their health proxies,
and family members;

• doctors’ first and last names;

• identification numbers;

• telephone, fax, and pager numbers;

• hospital names;

• geographic locations;

• dates.

Removing these kinds of PHI is the main goal of the de-
identification process. Anonymization goes one step beyond
the deletion of personal information and attempts to identify
and classify personal information in the text to one of the
above-mentioned HIPAA-defined categories. This categoriza-
tion enables the replacement of personal data instead of simple
deletion, and it has several advantages. First, the replacement
of PHIs with automatically generated look-alike substitutes
preserves the readability of text and, second, even if de-
identification is not totally perfect, that is, some data items
remain unchanged, the artificial substitutes disguise those very
few pieces of personal information that still remain in the
document (the reader will not know whether a label was the
original or a substitute).

In the literature many de-identification approaches have
been introduced.1 Some approaches target the recognition (and
removal) of particular types of PHI like [5], which focuses on
patient names, or [6], which seeks to identify person names
(both patients and doctors). There are several approaches
that perform the full de-identification of medical texts. These
are based either on a pattern-matching algorithm that uses
a thesaurus [7], [8]; a combination of rule-based systems
and pattern matching using dictionaries [9] and the Unified
Medical Language System [10] or on a statistical model [11].
The importance of this problem was also reflected in the
organization of the I2B2 shared task in 2007, which focused
on the de-identification of personal data in clinical documents.
For a detailed description of the shared task challenge, the
corpus, results and lessons learned, see [12].

In [13], some Named Entity Recognition (NER) techniques
are used for the task of the de-identification of clinical records.
The NER system described in [14] was adapted to the clinical
domain and the main categories like patient and doctor names,
hospital names, locations were identified by this tool. With

1For a detailed overview of the field, please refer to [4].

other categories such as dates or phone numbers, regular ex-
pressions were applied. After the identification of the entities,
they were changed to another one from the same category,
e.g. Dr. Jones was changed to Dr. Jackson. The system
achieved an overall F-score of 0.967 at the instance level,
which yielded the best result for the challenge, proving that
the de-identification of clinical documents can be successfully
carried out with techniques based on named entity recognition.

IV. DE-IDENTIFICATION IN NLP FOR SOCIAL MEDIA

The role of the internet, more precisely, the role of social
media in people’s lives is becoming more and more significant,
especially due to its importance in modern communication.
The billions of tweets, wall posts and likes reveal a lot of user
preferences, for instance, what type of products they choose,
what type of music, books, cars or food they prefer, what
destinations they travel to for holiday, what political parties
they vote for, besides, their demographic data (age, location,
marital status) can be also easily gathered and so on. A large
amount of data is generated by the users who are commu-
nicating through this medium, and this could be exploited in
a number of natural language processing applications such as
information extraction and sentiment analysis. Be it Facebook,
Twitter, Linkedin or Pinterest – to an enterprise, government,
or a social scientist, this endless stream of big data allows
the crafting of user profiles with a level of detail that was
unimaginable a few years ago. There is thus a strong need
for advanced analytics, to complement the abundant computer
power and cheap storage, in order to allow enterprises to offer
not just generalized but truly personalised interaction with their
customers.

However, all of these possible applications require the
intensive use of user-generated content, which may include a
considerable amount of personal data. For instance, Facebook
wall posts or tweets are usually paired with the name or ID
of the user, the geolocation where they were created, and
so on. Personal data can also be easily gathered from user
profiles, where each user typically provides their name, age,
gender, city, phone number, e-mail address and other types
of sensitive data. Thus, data protection and de-identification
issues are indispensable when working with social media texts.
For instance, there was recently a shared task on computational
personality recognition [15]. They released two datasets -
essays and a subset of the myPersonality dataset -, which
include gold standard personality labels and texts (essays and
Facebook status updates) written by the persons themselves.
All these data items had to be anonymized before publishing
them and users of the dataset are required to sign contracts to
ensure privacy rights.

As a real-life example, let us take personalization, where
the goal is to provide each user with a highly personalized
content/offer, be it a selection of snippets of news or a
smartphone that perfectly fits the user’s needs. In such cases,
the profiling system makes the appropriate selection for the
user on the basis of the user’s earlier preferences or the
preferences generalized from the specific choices of other users
with similar characteristics to the user in question. Quite often,
people share their opinion on some products through social
media tools (e.g. wall posts or comments to the site of the
producer on Facebook) and hence, trends can be generalized

from social media content like which age group likes which
types of phones or which functionalities of the device are
preferred by which group of users etc.

Although there is a lot of personal data in social media
content, to achieve the above-mentioned goals, there are some
data types that are required for personalization purposes. If
all the sensitive data were removed from the texts, no useful
information would remain since no valid tendencies could
be deduced from overly general templates like someone did
not like the screen of some smartphone. What would be
more useful instead is to have templates filled with specific
information like:

a boy between 16 and 18 did not like the screen of iPhone
4

25 women between 35 and 40 who had children had a look
at Jamie Oliver’s website

This kind of information can be exploited in creating
personalizing and profiling systems: the user’s personal char-
acteristics and habit can be compared to those stored in the
database of the system and then a personalized offer can be
readily produced.

Looking at the above points from the perspective of de-
identification, we may argue that not all data types should be
removed or replaced from social media texts. We propose that
there should be three categories for sensitive data. These are:

• Data to be removed / replaced: this category involves
person names, addresses, phone numbers, e-mail ad-
dresses and other identifiers that uniquely refer to the
person (Skype, Twitter etc. IDs and the like);

• Data to be merged into groups: this category in-
cludes quantitative data like the age of the person
(for the sake of simplicity, it is normally sufficient
to handle age groups rather than the individual ages)
or the city where the user lives (in a similar way, it is
sufficient to know whether the user lives in a big city,
a town or a village, no matter what its precise name
is);

• Data to be preserved: in the profiling case, it is im-
portant to leave the names of products or organizations
as they are, in order to get a clear view on which
products the users prefer.

We should add here that the above classification scheme is
not absolute. Depending on the exact task, other categorization
of sensitive data might be relevant.

V. DE-IDENTIFICATION IN INFORMATION EXTRACTION
FROM CVS

With many companies, it is a constant headache to find
new employees. In the CV filtering process, human resource
managers do not have the capacity of having a thorough look
at each CV submitted to a given position, which hinders the
selection of the best candidate. Hence, a typical solution for
this problem is to randomly select some tens of CVs from
the database, which are then manually checked and the best
candidates from these dozens of CVs are then interviewed.

Information extraction systems that are able to parse CVs
and then to return a ranking of the candidates for a given
position are badly needed in the market. However, the main
difficulties of the task lie in the following. The format of CVs
change from document to document since there is no unique
template that all of the candidates apply. Therefore, the first
task is to collect into a database all the necessary information
from the CVs which are relevant for the given job. The most
common types of information that are listed in CVs are the
following:

• Personal data: name, date of birth, address, phone
number, e-mail, marital status;

• Education: name of schools, degrees;

• Employment: names of companies or employers the
candidate previously worked for, earlier jobs or posi-
tions;

• Language skills;

• Competencies;

• Hobbies and interests.

In order to collect these pieces of data from the CVs via
automatic methods, a training database of CVs is needed.
However, the publication of such databases is a delicate
question, especially due to data protection and anonymization
issues. For these reasons, we are not aware of any publicly
available CV databases as it would require the anonymization
of CVs. However, not all of the above categories should be
treated in the same way, unlike clinical documents, where most
of the data should be unequivocally removed from the text and
replaced by another of the same category (e.g. a name of a
hospital should be replaced by the name of another hospital)
(see Section II). Here we argue that the following methods
should be applied for the different categories of sensitive data
in CVs:

• Data to be replaced: this method, for instance, could
be used for names, addresses, phone numbers and e-
mails;

• Data to be preserved: data items concerning ed-
ucation generally contain relevant information: the
degrees of the candidate have a strong effect on the
selection process and sometimes it is also relevant
which college / university the candidate attended and
graduated from since a degree from a higher ranked
university is usually considered more valuable than
one from a lower ranked university. The same is true
for the names of previous positions held at different
companies since it reveals whether the candidate has
worked in a similar position for which s/he is applying
now. The name of earlier employers usually contains
important information on the work experience of the
candidate, so they should probably be preserved. How-
ever, this might be a delicate issue;

• Data to be deleted: in order to ensure equal rights
for men and women, young and old, information on
age, gender and marital status should be deleted from
the CV.
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With the help of the above-sketched anonymization pro-
cedures, databases of CVs can be made publicly available,
which will surely enhance the implementation of information
extraction from CVs for human resource management.

VI. CONCLUSIONS

In this paper, we showed how de-identification issues can
influence certain areas of natural language processing. We
argued that in order to publish datasets, they should undergo
de-identification and/or anonymization by applying named
entity recognition tools, which have been consistently used
for that purpose, in the clinical domain. As for texts from the
social media domain or CVs, the publication of large databases
has been impeded by the absence of proper de-identification
tools developed for the specific domain. We hope that our work
will enhance the development of such tools in the near future.
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Abstract—Gait is a persons manner of walking. It is a
biometric that can be used for identifying humans. Gait is an
unobtrusive metric that can be obtained from distance, and
this is its main strength compared to other biometrics. In this
paper we construct and evaluate feature sets with the purpose of
finding out the role of different types of features and body parts
in the recognition process. The feature sets were constructed
from skeletal images in three dimensions made with a Kinect
sensor. The Kinect is a low-cost device that includes RGB, depth
and audio sensors. In our work automated gait cycle extraction
algorithm was performed on the Kinect recordings. Metrics like
angles and distances between joints were aggregated within a gait
cycle, and from those aggregations the different feature datasets
were constructed. Multilayer perceptron, support vector machine
with sequential minimal optimization and J48 algorithms were
used for classification on these datasets. At the end we give
conclusions on which groups of features and body parts gave
the best recognition rates.

Keywords - Gait recognition, Kinect, human recognition, 3D
skeleton, feature evaluation.

I. INTRODUCTION

Biometrics or biometric authentication deals with measur-
ing the biological or behavioral characteristics of a person for
purposes of identification. Biological (or physical) biometrics
examples include fingerprints, iris or facial characteristics,
while hand writing is an example of a behavioral characteristic.
Gait recognition is a type of biometric that tries to recognize
people from their style of walking. Studies have shown that
humans can recognize friends or relatives by perceiving the
way they walk as a unique pattern [1]. Johansson has shown
that few bright spots describing the main joints of the body
can represent the motion of the human body. Recently gait
recognition has gained popularity because of the advantages it
has compared to all the other characteristics by being non-
obtrusive and obtainable from a greater distance. However,
gait has a disadvantage that it can be altered by injuries or
fatigue, different types of footwear and clothing, or other
similar reasons. While still being a complicated process, recent
research done in this field has achieved very high accuracy
rates.

Gait recognition systems can be divided as model-based
or model-free approaches. Model-based systems generate the
gait signature from modeling and tracking different parts of
the body as segments or joint positions over time. In [2] stride
and cadence are used for identification, while in [3] leg motion

is used for recognition of walking and running gait. These
methods are invariant on the view and scale of the body, but
proved to be very computationally inefficient and less robust
than the model-free methods in practice. An example of a
model-free approach is the gait energy image [4] where a body
silhouette is extracted using background modelling techniques.
This silhouette is then averaged over the whole gait cycle
after which a nearest neighbor classifier can be applied. This
method has gained a lot of popularity and many other similar
approaches have been made, including gait flow image [5],
active energy image [6], frame difference energy image [7]
and structural energy image [8]. Most of these methods use
only 2D data because acquiring 3D data required expensive
and not easily available equipment. Recently depth cameras
became more affordable and this resulted in more research
done in gait recognition using 3D. One such depth camera is
the Microsoft Kinect [9]. It is a low cost device that comes
with a RGB camera, depth and audio sensors. Additionally, it
is able to provide a 3D skeletal image of one or two people
moving within its field of view (Figure 1.). The accuracy of
the Kinect depth data is comparable to a laser scanning data
and does not contain large systematic errors which was shown
through theoretical and experimental accuracy analysis in [10].
The biggest restriction for the Kinect is that it maintains good
data quality only in the range of 1-3 meters away from the
sensor, while further away it starts degrading. An accuracy
test more related to gait research with Kinect was done in [11]
and [12]. The authors in [11] have compared the Kinect sensor
to a marker-based system for evaluation of joint angles, and
concluded that it performs accurately and reliably. In [12] a
system for accurately monitoring the human gait during daily-
life activities using the Kinect sensor is described. Here the
system was again compared to a marker-based system showing
very good accuracy.

In this work we are exploring different feature sets for gait
recognition that can be developed from the Kinect skeletal
image. The feature sets are made of different groups of joints
and types of measures on those joints. Our main intent is to
find out which features provide the biggest information gain for
recognition. Achieving the highest accuracy is something that
we did not aim for, we wanted to focus working on that after
we got the results presented in this paper. The remainder of
this paper is organized as follows: In Part II we mention related
work done in the field of gait analysis and recognition using the
Kinect sensor. In Part III we explain the method that we used
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With the help of the above-sketched anonymization pro-
cedures, databases of CVs can be made publicly available,
which will surely enhance the implementation of information
extraction from CVs for human resource management.

VI. CONCLUSIONS

In this paper, we showed how de-identification issues can
influence certain areas of natural language processing. We
argued that in order to publish datasets, they should undergo
de-identification and/or anonymization by applying named
entity recognition tools, which have been consistently used
for that purpose, in the clinical domain. As for texts from the
social media domain or CVs, the publication of large databases
has been impeded by the absence of proper de-identification
tools developed for the specific domain. We hope that our work
will enhance the development of such tools in the near future.
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biometric that can be used for identifying humans. Gait is an
unobtrusive metric that can be obtained from distance, and
this is its main strength compared to other biometrics. In this
paper we construct and evaluate feature sets with the purpose of
finding out the role of different types of features and body parts
in the recognition process. The feature sets were constructed
from skeletal images in three dimensions made with a Kinect
sensor. The Kinect is a low-cost device that includes RGB, depth
and audio sensors. In our work automated gait cycle extraction
algorithm was performed on the Kinect recordings. Metrics like
angles and distances between joints were aggregated within a gait
cycle, and from those aggregations the different feature datasets
were constructed. Multilayer perceptron, support vector machine
with sequential minimal optimization and J48 algorithms were
used for classification on these datasets. At the end we give
conclusions on which groups of features and body parts gave
the best recognition rates.

Keywords - Gait recognition, Kinect, human recognition, 3D
skeleton, feature evaluation.

I. INTRODUCTION

Biometrics or biometric authentication deals with measur-
ing the biological or behavioral characteristics of a person for
purposes of identification. Biological (or physical) biometrics
examples include fingerprints, iris or facial characteristics,
while hand writing is an example of a behavioral characteristic.
Gait recognition is a type of biometric that tries to recognize
people from their style of walking. Studies have shown that
humans can recognize friends or relatives by perceiving the
way they walk as a unique pattern [1]. Johansson has shown
that few bright spots describing the main joints of the body
can represent the motion of the human body. Recently gait
recognition has gained popularity because of the advantages it
has compared to all the other characteristics by being non-
obtrusive and obtainable from a greater distance. However,
gait has a disadvantage that it can be altered by injuries or
fatigue, different types of footwear and clothing, or other
similar reasons. While still being a complicated process, recent
research done in this field has achieved very high accuracy
rates.

Gait recognition systems can be divided as model-based
or model-free approaches. Model-based systems generate the
gait signature from modeling and tracking different parts of
the body as segments or joint positions over time. In [2] stride
and cadence are used for identification, while in [3] leg motion

is used for recognition of walking and running gait. These
methods are invariant on the view and scale of the body, but
proved to be very computationally inefficient and less robust
than the model-free methods in practice. An example of a
model-free approach is the gait energy image [4] where a body
silhouette is extracted using background modelling techniques.
This silhouette is then averaged over the whole gait cycle
after which a nearest neighbor classifier can be applied. This
method has gained a lot of popularity and many other similar
approaches have been made, including gait flow image [5],
active energy image [6], frame difference energy image [7]
and structural energy image [8]. Most of these methods use
only 2D data because acquiring 3D data required expensive
and not easily available equipment. Recently depth cameras
became more affordable and this resulted in more research
done in gait recognition using 3D. One such depth camera is
the Microsoft Kinect [9]. It is a low cost device that comes
with a RGB camera, depth and audio sensors. Additionally, it
is able to provide a 3D skeletal image of one or two people
moving within its field of view (Figure 1.). The accuracy of
the Kinect depth data is comparable to a laser scanning data
and does not contain large systematic errors which was shown
through theoretical and experimental accuracy analysis in [10].
The biggest restriction for the Kinect is that it maintains good
data quality only in the range of 1-3 meters away from the
sensor, while further away it starts degrading. An accuracy
test more related to gait research with Kinect was done in [11]
and [12]. The authors in [11] have compared the Kinect sensor
to a marker-based system for evaluation of joint angles, and
concluded that it performs accurately and reliably. In [12] a
system for accurately monitoring the human gait during daily-
life activities using the Kinect sensor is described. Here the
system was again compared to a marker-based system showing
very good accuracy.

In this work we are exploring different feature sets for gait
recognition that can be developed from the Kinect skeletal
image. The feature sets are made of different groups of joints
and types of measures on those joints. Our main intent is to
find out which features provide the biggest information gain for
recognition. Achieving the highest accuracy is something that
we did not aim for, we wanted to focus working on that after
we got the results presented in this paper. The remainder of
this paper is organized as follows: In Part II we mention related
work done in the field of gait analysis and recognition using the
Kinect sensor. In Part III we explain the method that we used

85BiForD 2014



for data acquisition and in Part IV the gait cycle computation
and feature extraction. In part V the whole experimental setup
and design is explained. We show our results in Part VI and
a conclusion is given in Part VII.

II. RELATED WORK

The Microsoft Kinect sensor has been used extensively in
research of gait analysis and recognition in the past few years.
An example is [13] where a Kinect based gait analysis system
for health diagnosis, monitoring and rehabilitation is proposed.
In [14] different algorithms are explored to predict gestures of
static and dynamic motion capturing data from the Kinect. [15]
is a research where the authors use the skeletal images from
the Kinect to calculate knee angle features that are used for
classifying the walking style quality of the subject (five differ-
ent classes exist). Using a Support Vector Machine 86.36%
classifying accuracy is achieved on a dataset constructed
by the authors consisting of 90 different video samples. In
[16] person recognition from skeletal data using Kinect for
sideways walking pattern of an individual on an arbitrary path
is performed. The dataset used is collected by the authors and
the classification is performed using Adaptive Neural Network
on features consisting of area of upper and lower body parts
and distances between the upper body centroid and centroids
derived from other body parts. They suggest that a recognition
rate of around 90% could be achieved using their method in
a realistic situation. In [17] gait recognition is performed with
a model of covariance matrices made from measures between
skeletal point trajectories from a Kinect sensor. Here again the
authors have created their own dataset of 20 different people
walking 10 times in front of the sensor. The gait is recognized
by computing the minimum dissimilarity measure between the
models of the training and testing data. With this method
they are able to achieve recognition rate of above 90%. A
multimodal approach using image, depth and audio data from
a Kinect is used for recognition in [18]. They have created the
first big Kinect dataset that we have seen, consisting of 305
subjects. Their results have shown that vision-based and depth-
based approaches outperformed the audio-based approaches.
Using only a single modality, it can be seen that depth and
especially depth gradient histograms lead to superior results.
This again confirms the value of the depth information for
person identification.

III. DATA ACQUISITION

In our research on related work we did not find a relevant
public dataset for gait recognition that was made with
Microsoft Kinect and was used as a benchmark dataset by
many authors. As in the most of the other papers described
in the previous section, we decided to create our own dataset.
The recordings were done in an indoor environment, lighted
by normal daylight. We recorded 15 different people of
various age and both genders. They were asked to walk
along a line, at normal speed, in front of the Kinect sensor.
The perpendicular distance between the sensor and this line
was 2.8 meters, and the distance between the line and the
wall behind it was 1.7 meters. The Kinect was placed at a
height of 0.8 meters from the ground level. The distances
were chosen to be in accordance with the recommendations
for getting the best data quality. Both the RGB and depth

Fig. 1: An example color image, and corresponding depth and
skeleton images from a Kinect sensor.

streams were recorded at 640 x 480 pixels resolution at a
framerate of around 30 fps. With this setup, shown in Figure
2., we were able to record at least one full gait cycle of each
sequence of a person walking in front of the sensor. In most
of the recorded sequences we had captured between 1.5 and
2.5 full gait cycles. Usually the recorded sequences lasted
between 2.4 and 2.8 seconds between the moment the subject
enters and exits the sensors view. The subjects were moving
in both directions relative to the Kinect, starting to walk
before they enter its field of view so they can achieve normal
walking speed. Additionally, the age, weight, height, gender
and occupation (example student, economist, nutritionist or
programmer) of the subjects were recorded as supplementary
information for better annotation of the collected data. This
information was useful for better analysis of the results that
were obtained and for generating the final conclusions.

Fig. 2: Distances and used setup when recording the sequences
with the Kinect sensor.

IV. COMPUTATION OF THE GAIT CYCLE AND FEATURE
EXTRACTION

We used an algorithm to automatically group the frames
within one recorded sequence in separate gait cycles. First we
calculated the Euclidean distance in three dimensional space
between the points of the ankle joints of the subject for each
frame. After this was done, a smoothing function was applied
on the calculated distances with a moving average algorithm
and window size of five frames. The transition of a negative
to positive slope of the function marks a local minima. A full
gait cycle is considered the period between three consecutive
local minima. Additionally, in this work we defined that the
full gait cycle is always starting when the right foot of the
subject is behind the left foot. Finally, we filtered out all the
gait cycles that had fifteen or less frames in them.

The Kinect skeleton image gives information of 20 joints
in three dimensional space (Figure 3.). The first features we
used were the distance between each pair of adjacent joints
(19 pairs in total), person height and distance between the two
ankle joints. Calculating the distance between joints i and j
was done using the Euclidean distance formula:

d(i, j) =
√
(xi − xj)2 + (yi − yj)2 + (zi − zj)2 (1)

The height was calculated as the sum of the following distances
between joints:

Height = (d(l ankle, l knee)

+ d(l knee, l hip) + d(r ankle, r knee)

+ d(r knee, r hip))/2 + d(c hip, spine)

+ d(spine, c shoulder) + d(c shoulder, head)

(2)

The averaging over the length of both legs is made to increase
the accuracy of the measuring because something the sensor
can give wrong information about the leg that further away
from it. An approach using Kinect for recognition and features
similar to this was used in [19]. Then we calculated the angles

1 Center Hip 11 Left Wrist
2 Left Hip 12 Right Wrist
3 Right Hip 13 Left Hand
4 Spine 14 Right Hand
5 Center Shoulder 15 Left Knee
6 Head 16 Right Knee
7 Left Shoulder 17 Left Ankle
8 Right Shoulder 18 Right Ankle
9 Left Elbow 19 Left Foot
10 Right Elbow 20 Right Foot

Fig. 3: The available joints in a Kinect skeleton image.

between the triples of joint points shown in Table 1. We got
the angle θ between joints i, j and k in the following way:

A =
√
(xi − xj)2 + (yi − yj)2 + (zi − zj)2

B =
√
(xi − xk)2 + (yi − yk)2 + (zi − zk)2

C =
√
(xj − xk)2 + (yj − yk)2 + (zj − zk)2

θ = cos−1(
B2 −A2 − C2

2AC
)

(3)

Also, we added the angle of rotation between the line of
the shoulder joint points and the line of hip joint points. A
model-based approach for gait recognition using similar angle
trajectories is used in [20]. Next, we added the distances
between the centroid of the hip, shoulder and spine joint points,
and both arm (shoulder, elbow and wrist joint points) and leg
(hip, knee and ankle joint points) centroids. A centroid of N
joints was calculated as:

C =

∑N
i {xi, yi, zi}

N
(4)

The distances in this case were again calculated as Euclidean
distance. The metric used for all distances was meters, and for
angles radians. Finally, we aggregated all these features for the
whole gait cycle and calculated the mean, standard deviation,
minimum, maximum and mean difference between subsequent
frames.
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classifying accuracy is achieved on a dataset constructed
by the authors consisting of 90 different video samples. In
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is performed. The dataset used is collected by the authors and
the classification is performed using Adaptive Neural Network
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rate of around 90% could be achieved using their method in
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a model of covariance matrices made from measures between
skeletal point trajectories from a Kinect sensor. Here again the
authors have created their own dataset of 20 different people
walking 10 times in front of the sensor. The gait is recognized
by computing the minimum dissimilarity measure between the
models of the training and testing data. With this method
they are able to achieve recognition rate of above 90%. A
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a Kinect is used for recognition in [18]. They have created the
first big Kinect dataset that we have seen, consisting of 305
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Using only a single modality, it can be seen that depth and
especially depth gradient histograms lead to superior results.
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along a line, at normal speed, in front of the Kinect sensor.
The perpendicular distance between the sensor and this line
was 2.8 meters, and the distance between the line and the
wall behind it was 1.7 meters. The Kinect was placed at a
height of 0.8 meters from the ground level. The distances
were chosen to be in accordance with the recommendations
for getting the best data quality. Both the RGB and depth
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streams were recorded at 640 x 480 pixels resolution at a
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2., we were able to record at least one full gait cycle of each
sequence of a person walking in front of the sensor. In most
of the recorded sequences we had captured between 1.5 and
2.5 full gait cycles. Usually the recorded sequences lasted
between 2.4 and 2.8 seconds between the moment the subject
enters and exits the sensors view. The subjects were moving
in both directions relative to the Kinect, starting to walk
before they enter its field of view so they can achieve normal
walking speed. Additionally, the age, weight, height, gender
and occupation (example student, economist, nutritionist or
programmer) of the subjects were recorded as supplementary
information for better annotation of the collected data. This
information was useful for better analysis of the results that
were obtained and for generating the final conclusions.
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IV. COMPUTATION OF THE GAIT CYCLE AND FEATURE
EXTRACTION

We used an algorithm to automatically group the frames
within one recorded sequence in separate gait cycles. First we
calculated the Euclidean distance in three dimensional space
between the points of the ankle joints of the subject for each
frame. After this was done, a smoothing function was applied
on the calculated distances with a moving average algorithm
and window size of five frames. The transition of a negative
to positive slope of the function marks a local minima. A full
gait cycle is considered the period between three consecutive
local minima. Additionally, in this work we defined that the
full gait cycle is always starting when the right foot of the
subject is behind the left foot. Finally, we filtered out all the
gait cycles that had fifteen or less frames in them.

The Kinect skeleton image gives information of 20 joints
in three dimensional space (Figure 3.). The first features we
used were the distance between each pair of adjacent joints
(19 pairs in total), person height and distance between the two
ankle joints. Calculating the distance between joints i and j
was done using the Euclidean distance formula:

d(i, j) =
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(xi − xj)2 + (yi − yj)2 + (zi − zj)2 (1)

The height was calculated as the sum of the following distances
between joints:

Height = (d(l ankle, l knee)

+ d(l knee, l hip) + d(r ankle, r knee)

+ d(r knee, r hip))/2 + d(c hip, spine)

+ d(spine, c shoulder) + d(c shoulder, head)

(2)

The averaging over the length of both legs is made to increase
the accuracy of the measuring because something the sensor
can give wrong information about the leg that further away
from it. An approach using Kinect for recognition and features
similar to this was used in [19]. Then we calculated the angles

1 Center Hip 11 Left Wrist
2 Left Hip 12 Right Wrist
3 Right Hip 13 Left Hand
4 Spine 14 Right Hand
5 Center Shoulder 15 Left Knee
6 Head 16 Right Knee
7 Left Shoulder 17 Left Ankle
8 Right Shoulder 18 Right Ankle
9 Left Elbow 19 Left Foot

10 Right Elbow 20 Right Foot

Fig. 3: The available joints in a Kinect skeleton image.

between the triples of joint points shown in Table 1. We got
the angle θ between joints i, j and k in the following way:

A =
√
(xi − xj)2 + (yi − yj)2 + (zi − zj)2

B =
√

(xi − xk)2 + (yi − yk)2 + (zi − zk)2

C =
√
(xj − xk)2 + (yj − yk)2 + (zj − zk)2

θ = cos−1(
B2 −A2 − C2

2AC
)

(3)

Also, we added the angle of rotation between the line of
the shoulder joint points and the line of hip joint points. A
model-based approach for gait recognition using similar angle
trajectories is used in [20]. Next, we added the distances
between the centroid of the hip, shoulder and spine joint points,
and both arm (shoulder, elbow and wrist joint points) and leg
(hip, knee and ankle joint points) centroids. A centroid of N
joints was calculated as:

C =

∑N
i {xi, yi, zi}

N
(4)

The distances in this case were again calculated as Euclidean
distance. The metric used for all distances was meters, and for
angles radians. Finally, we aggregated all these features for the
whole gait cycle and calculated the mean, standard deviation,
minimum, maximum and mean difference between subsequent
frames.

87BiForD 2014



TABLE I: Triples of joint points used to calculate angle
features

Joint 1 Joint 2 Joint 3
Head Center Shoulder Center Hip

Left Wrist Left Elbow Left Shoulder
Right Wrist Right Elbow Right Shoulder
Left Ankle Left Knee Left Hip

Right Ankle Right Knee Right Hip
Left Hip Right Hip Left Knee
Left Hip Right Hip Right Knee

Left Shoulder Right Shoulder Left Elbow
Left Shoulder Right Shoulder Right Elbow

V. EXPERIMENTAL SETUP AND DESIGN

From the feature vector explained in the previous section,
we created seven different data sets. The first data set is
containing all of the aggregated measures per gait cycle,
including:

- the mean of the distance between all 19 pairs of
physically connected joints according to Equation (1);

- mean step length calculated using Equation (1) and
mean height using Equation (2);

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of angles between
the triples of joints listed in Table 1, calculated using Equation
(3);

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of the angle of
rotation between the line of the shoulder joint points and the
line of hip joint points;

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of the distances
between the centroids that were described in Section 4, calcu-
lated using Equation (4).
The second data set contains only the mean distances between
the physically adjacent joints and height of the subject. This
represents the notion of recognizing a person from only his
stature and limb length. The third data set is similar to the
first one with only the centroid distances excluded so that we
can see the performance of these features. The fourth data set
contained only the measures calculated from the angles, while
the fifth data set contained all the other measures that are not
derived from angles. The sixth data set is constructed from
features of the upper body limbs (both distances and angles)
and the final seventh data set contained the features of the
lower body limbs. The final number of features used in each
dataset is shown in Table 2.

Classification was performed using three different classi-
fiers, Support vector machine (SVM) with radial basis function
kernel using sequential minimal optimization (SMO), J48 deci-
sion tree algorithm and Multilayer perceptron (MLP) artificial
neural network. We worked with the WEKA suite of machine
learning software [21]. For each of the classifiers we tried
different values for their parameters seeking the best predictive
performance. In particular, for each combination of dataset
and method, the parameters were determined by 10-fold cross
validation. For example, for SMO we tried different values for
the complexity parameter in the range between 1 and 16 with
step size of 1 and the RBF kernel gamma value as 10x, where

TABLE II: Different data sets used

Dataset Short description Number of
features

1 Base dataset 91

2 Subject height and distances
between adjacent joints 20

3 Centroid distances excluded
from the base dataset 71

4 Only features derived from
angles between joints 50

5 No features derived from
angles between joints 41

6 Only features derived from
upper body limbs 50

7 Only features derived from
lower body limbs 41

TABLE III: Recognition rates from test combinations using 10
fold cross-validation

Dataset SMO J48 MLP
1 85.71% 69.39% 88.78%
2 83.67% 74.49% 88.78%
3 86.73% 69.39% 89.80%
4 79.59% 67.35% 77.55%
5 85.71% 70.41% 88.78%
6 77.55% 65.31% 80.61%
7 88.78% 73.47% 88.78%

1 with PCA 77.55% 55.10% 80.61%
7 with PCA 79.59% 55.10% 78.57%

x was in the range between -5 and 5 and step size of 1. For the
MLP classifier we tried different values for the learning rate
and momentum - both parameters were tried with their values
in a range between 0.1 and 0.9 with a step of 0.1 (forming a
matrix of 81 different values for this parameter pair). For the
J48 decision tree we tried different values for its confidence
interval in the range between 0.1 and 0.5 with a step size of
0.05.

VI. RESULTS

In this section, we present the results from the experimental
evaluation. The best results achieved in the experiments for
each method are shown in Table 3. The first column of the
table lists the data sets, while the remaining columns show the
performance of each classifier for every data set. The MLP and
SMO classifiers gave similar results, while the J48 algorithm
gave noticeably worse results than the other two. However,
the patterns between the datasets were almost the same for
all three classifier types. Datasets consisting of features based
on distances have better results than those based on angles.
Using distance based features instead of angle based ones
gave 14.48% (MLP), 7.69% (SMO) and 4.54% (J48) accuracy
increase. The biggest difference was between the data sets
using features of only upper body limbs and only lower body
limbs. Using the lower instead of the upper body limbs gave
14.48% (SMO), 12.49% (J48) and 10.14% (MLP) accuracy
increase. The features used in dataset 2 were too simple and
it achieved lower accuracy than the base dataset for two of

the three classifiers, and the same result for the MLP. The
recognition rate when using dataset 3 was higher compared to
the base dataset for the SMO and MLP and gave no change in
the case of J48, showing that the features based on centroids
did not perform really well. The best recognition rate was
achieved with a MLP classifier - 89.80% recognition rate on
data set 3. The best results achieved with a SMO were 88.78%,
while using J48 algorithm gave worse accuracy achieving a
best result of 74.49%. The highest recognition rates that we
got in general were for data sets 5 and 7, confirming our
thesis that lower body joints give more information than upper
body joints in the process of gait recognition and that features
based on angle measures were not as useful as distances
measured between the body joints. Also, we applied Principal
Component Analysis (PCA) on the datasets 1 and 7 before
performing classification, but this resulted in equal or worse
results. The obtained results are shown in Table 3.

VII. CONCLUSION AND FUTURE WORK

In this paper we defined different datasets using skeletal
images from a Kinect sensor. We wanted to investigate which
types of features and which body parts would give us the
best results. The first conclusion that we have is that lower
body parts have better information for recognition than the
upper body parts. This conclusion might be influenced by
the placement of our sensor relative to the movement of the
subject, because the upper far side of the body is hidden from
the sensor in most of the frames. The next conclusion that
we have is that features based on angles did not perform
as well as features like height or joint distances. However,
we suspect that this might be because of the low number
of subjects in our dataset. Increasing the number of people
in the dataset would lead to higher number of people with
similar height and between joint points distances, which might
cause the importance of these features to fall down. In the
future we plan to expand our dataset with more subjects and
recordings from different angles to confirm these conclusions
and make the dataset public so that we can help the research in
the area of gait recognition. We have already started working
of implementation of different algorithms that are using the
findings in this paper to help us to reach higher recognition
rates.
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TABLE I: Triples of joint points used to calculate angle
features

Joint 1 Joint 2 Joint 3
Head Center Shoulder Center Hip

Left Wrist Left Elbow Left Shoulder
Right Wrist Right Elbow Right Shoulder
Left Ankle Left Knee Left Hip

Right Ankle Right Knee Right Hip
Left Hip Right Hip Left Knee
Left Hip Right Hip Right Knee

Left Shoulder Right Shoulder Left Elbow
Left Shoulder Right Shoulder Right Elbow

V. EXPERIMENTAL SETUP AND DESIGN

From the feature vector explained in the previous section,
we created seven different data sets. The first data set is
containing all of the aggregated measures per gait cycle,
including:

- the mean of the distance between all 19 pairs of
physically connected joints according to Equation (1);

- mean step length calculated using Equation (1) and
mean height using Equation (2);

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of angles between
the triples of joints listed in Table 1, calculated using Equation
(3);

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of the angle of
rotation between the line of the shoulder joint points and the
line of hip joint points;

- mean, standard deviation, minimum, maximum and
mean difference between subsequent frames of the distances
between the centroids that were described in Section 4, calcu-
lated using Equation (4).
The second data set contains only the mean distances between
the physically adjacent joints and height of the subject. This
represents the notion of recognizing a person from only his
stature and limb length. The third data set is similar to the
first one with only the centroid distances excluded so that we
can see the performance of these features. The fourth data set
contained only the measures calculated from the angles, while
the fifth data set contained all the other measures that are not
derived from angles. The sixth data set is constructed from
features of the upper body limbs (both distances and angles)
and the final seventh data set contained the features of the
lower body limbs. The final number of features used in each
dataset is shown in Table 2.

Classification was performed using three different classi-
fiers, Support vector machine (SVM) with radial basis function
kernel using sequential minimal optimization (SMO), J48 deci-
sion tree algorithm and Multilayer perceptron (MLP) artificial
neural network. We worked with the WEKA suite of machine
learning software [21]. For each of the classifiers we tried
different values for their parameters seeking the best predictive
performance. In particular, for each combination of dataset
and method, the parameters were determined by 10-fold cross
validation. For example, for SMO we tried different values for
the complexity parameter in the range between 1 and 16 with
step size of 1 and the RBF kernel gamma value as 10x, where

TABLE II: Different data sets used

Dataset Short description Number of
features

1 Base dataset 91

2 Subject height and distances
between adjacent joints 20

3 Centroid distances excluded
from the base dataset 71

4 Only features derived from
angles between joints 50

5 No features derived from
angles between joints 41

6 Only features derived from
upper body limbs 50

7 Only features derived from
lower body limbs 41

TABLE III: Recognition rates from test combinations using 10
fold cross-validation

Dataset SMO J48 MLP
1 85.71% 69.39% 88.78%
2 83.67% 74.49% 88.78%
3 86.73% 69.39% 89.80%
4 79.59% 67.35% 77.55%
5 85.71% 70.41% 88.78%
6 77.55% 65.31% 80.61%
7 88.78% 73.47% 88.78%

1 with PCA 77.55% 55.10% 80.61%
7 with PCA 79.59% 55.10% 78.57%

x was in the range between -5 and 5 and step size of 1. For the
MLP classifier we tried different values for the learning rate
and momentum - both parameters were tried with their values
in a range between 0.1 and 0.9 with a step of 0.1 (forming a
matrix of 81 different values for this parameter pair). For the
J48 decision tree we tried different values for its confidence
interval in the range between 0.1 and 0.5 with a step size of
0.05.

VI. RESULTS

In this section, we present the results from the experimental
evaluation. The best results achieved in the experiments for
each method are shown in Table 3. The first column of the
table lists the data sets, while the remaining columns show the
performance of each classifier for every data set. The MLP and
SMO classifiers gave similar results, while the J48 algorithm
gave noticeably worse results than the other two. However,
the patterns between the datasets were almost the same for
all three classifier types. Datasets consisting of features based
on distances have better results than those based on angles.
Using distance based features instead of angle based ones
gave 14.48% (MLP), 7.69% (SMO) and 4.54% (J48) accuracy
increase. The biggest difference was between the data sets
using features of only upper body limbs and only lower body
limbs. Using the lower instead of the upper body limbs gave
14.48% (SMO), 12.49% (J48) and 10.14% (MLP) accuracy
increase. The features used in dataset 2 were too simple and
it achieved lower accuracy than the base dataset for two of

the three classifiers, and the same result for the MLP. The
recognition rate when using dataset 3 was higher compared to
the base dataset for the SMO and MLP and gave no change in
the case of J48, showing that the features based on centroids
did not perform really well. The best recognition rate was
achieved with a MLP classifier - 89.80% recognition rate on
data set 3. The best results achieved with a SMO were 88.78%,
while using J48 algorithm gave worse accuracy achieving a
best result of 74.49%. The highest recognition rates that we
got in general were for data sets 5 and 7, confirming our
thesis that lower body joints give more information than upper
body joints in the process of gait recognition and that features
based on angle measures were not as useful as distances
measured between the body joints. Also, we applied Principal
Component Analysis (PCA) on the datasets 1 and 7 before
performing classification, but this resulted in equal or worse
results. The obtained results are shown in Table 3.

VII. CONCLUSION AND FUTURE WORK

In this paper we defined different datasets using skeletal
images from a Kinect sensor. We wanted to investigate which
types of features and which body parts would give us the
best results. The first conclusion that we have is that lower
body parts have better information for recognition than the
upper body parts. This conclusion might be influenced by
the placement of our sensor relative to the movement of the
subject, because the upper far side of the body is hidden from
the sensor in most of the frames. The next conclusion that
we have is that features based on angles did not perform
as well as features like height or joint distances. However,
we suspect that this might be because of the low number
of subjects in our dataset. Increasing the number of people
in the dataset would lead to higher number of people with
similar height and between joint points distances, which might
cause the importance of these features to fall down. In the
future we plan to expand our dataset with more subjects and
recordings from different angles to confirm these conclusions
and make the dataset public so that we can help the research in
the area of gait recognition. We have already started working
of implementation of different algorithms that are using the
findings in this paper to help us to reach higher recognition
rates.
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Abstract—It is no doubt that fingerprint recognition is the
most common biometric modality, which can be used to authen-
ticate the identity of a person. Automatic identification systems
based on fingerprint recognition have been extensively deployed
in the industrial and forensics area. The performance of these
systems relies on the accuracy of the fingerprint comparison
algorithm, which is still suffering from the potential displace-
ment and rotation that might occur during fingerprint sample
capture process. Especially the strong rotation might decrease
the identification accuracy. In order to address the rotation
issue, two fingerprint samples can be aligned to each other
by analysis of the fingerprint orientation, which is generally
represented by the orientation of core point and potentially
supported by the connecting line to delta(s). However, for arch
fingerprint patterns such a core point doesn’t exist, and some
researchers consider the point with maximum curvature as
a reference point for an arch fingerprint. But measuring a
robust fingerprint orientation for an arch fingerprint is still
desirable. In this paper, we propose an approach to measure
the fingerprint orientation of arch fingerprints using a set
of isosceles triangles. We applied the proposed approach to
measure the fingerprint orientation for 80 arch fingerprint
samples, which are selected from the challenging CASIA
Fingerprint Image database Version 5.0. The experimental
results show that the proposed approach is feasible to measure
the fingerprint orientation for arch fingerprints, even for a
partial imprint with strong rotation.

Keywords-fingerprint; fingerprint orientation; fingerprint ro-
tation; fingerprint alignment;

I. INTRODUCTION

Automatic fingerprint identification system (AFIS) have
been extensively deployed in diverse application scenarios
due to their properties regarding uniqueness and permanence
of a fingerprint as a physiological characteristics. High
accuracy is the crucial requirement in these AFIS system,
especially the fingerprint identification is used as a tool
for law enforcement and forensic investigations. In order to
achieve a better performance, properly aligning the reference
sample and the probe sample is the critical step in the context
of comparing two fingerprint samples, specifically if the
fingerprint samples are captured in uncontrolled conditions.
There are three major challenges involved in fingerprint sam-
ple acquisition: translation, rotation and scaling. Researchers
have been working on addressing these challenges since
the fingerprint recognition was embedded into automatic
identification systems. The most effort focused on translation
and rotation issues, because capturing fingerprint images

from habituated subjects that are aware of the appropriate
pressure generally doesn’t lead to the scaling problem.
Detecting a singular point as a global feature has been
commonly used to process the fingerprint alignment by re-
searchers [1; 2]. In particular, the location of singular points
can be used to overcome the translation, and the direction
of the singular point (such as the core point orientation)
which generally reflects the global orientation of the pattern
represented in the sample can be applied to address the
rotation issue. Thus the singular point or reference point
detection has been studied over the last two decades. Re-
cently significant achievements have been obtained: tented
arch fingerprint, left-loop fingerprint, right-loop fingerprint
and whorl fingerprint can be easily detected by analysis
of singular points[3; 4; 5]. But finding a robust reference
point and it’s orientation for plain arch fingerprint still
remains challenging [6]. This is also reflected in commercial
of the shelve fingerprint comparison subsystems (e.g. the
NeuroTechnology Verifinger 6.0 product), which is unable to
extract singularities for the vast majority of arch fingerprint
samples in our experiments (this will be described in detail
in Section III). Therefore, it is still desirable to detect a
reliable reference point and measure its orientation for an
arch fingerprint. Thus our work will focus on measuring a
robust fingerprint orientation for these rare but specifically
challenging fingerprint patterns.

A variety of approaches have been proposed to detect
the reference point and the orientation for arch fingerprint
in the literature. Most of methods operate on fingerprint
orientation field of the fingerprint sample [6; 7; 8] or cur-
vature measurement [9; 10]. One typical approach of using
an orientation pattern was proposed by Liu et al. [6]. They
developed a multi-scale analysis of orientation consistency,
and a reference point of arch fingerprint can be located by
filtering the high orientation consistency. Another method
using curvature measurement was presented by Nandakumar
et al., who used this alignment method for their fuzzy vault
scheme in [11]. Their method relies on a set of points
with high curvature values called helper data. In order to
obtain this helper data, an orientation field flow curve is
extracted first based on the orientation field estimation. This
flow curve is a global trait and similar to fingerprint ridges
without breaks and discontinuities, thus it will be sensitive
to noise [10]. The wrong flow curves caused by noise will
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especially the fingerprint identification is used as a tool
for law enforcement and forensic investigations. In order to
achieve a better performance, properly aligning the reference
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of comparing two fingerprint samples, specifically if the
fingerprint samples are captured in uncontrolled conditions.
There are three major challenges involved in fingerprint sam-
ple acquisition: translation, rotation and scaling. Researchers
have been working on addressing these challenges since
the fingerprint recognition was embedded into automatic
identification systems. The most effort focused on translation
and rotation issues, because capturing fingerprint images

from habituated subjects that are aware of the appropriate
pressure generally doesn’t lead to the scaling problem.
Detecting a singular point as a global feature has been
commonly used to process the fingerprint alignment by re-
searchers [1; 2]. In particular, the location of singular points
can be used to overcome the translation, and the direction
of the singular point (such as the core point orientation)
which generally reflects the global orientation of the pattern
represented in the sample can be applied to address the
rotation issue. Thus the singular point or reference point
detection has been studied over the last two decades. Re-
cently significant achievements have been obtained: tented
arch fingerprint, left-loop fingerprint, right-loop fingerprint
and whorl fingerprint can be easily detected by analysis
of singular points[3; 4; 5]. But finding a robust reference
point and it’s orientation for plain arch fingerprint still
remains challenging [6]. This is also reflected in commercial
of the shelve fingerprint comparison subsystems (e.g. the
NeuroTechnology Verifinger 6.0 product), which is unable to
extract singularities for the vast majority of arch fingerprint
samples in our experiments (this will be described in detail
in Section III). Therefore, it is still desirable to detect a
reliable reference point and measure its orientation for an
arch fingerprint. Thus our work will focus on measuring a
robust fingerprint orientation for these rare but specifically
challenging fingerprint patterns.

A variety of approaches have been proposed to detect
the reference point and the orientation for arch fingerprint
in the literature. Most of methods operate on fingerprint
orientation field of the fingerprint sample [6; 7; 8] or cur-
vature measurement [9; 10]. One typical approach of using
an orientation pattern was proposed by Liu et al. [6]. They
developed a multi-scale analysis of orientation consistency,
and a reference point of arch fingerprint can be located by
filtering the high orientation consistency. Another method
using curvature measurement was presented by Nandakumar
et al., who used this alignment method for their fuzzy vault
scheme in [11]. Their method relies on a set of points
with high curvature values called helper data. In order to
obtain this helper data, an orientation field flow curve is
extracted first based on the orientation field estimation. This
flow curve is a global trait and similar to fingerprint ridges
without breaks and discontinuities, thus it will be sensitive
to noise [10]. The wrong flow curves caused by noise will
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impact the calculation of curvature values, and subsequently
influences the determination of helper data. Both of these
methods were based on the global orientation field, which
are sensitive to noise. In contrary to previous methods, we
will focus on exploring the local ridge patterns to measure
the fingerprint orientation with the help of multiple triangles
which are approximating a singular point.

The remaining of this paper is organized as follows:
Section II describes the initial idea and procedures of our
proposed approach; experimental set-up and results are in-
troduced in Section III; the conclusions are drawn in Section
IV.

II. FINGERPRINT ORIENTATION MEASUREMENT

A. Initial idea for arch fingerprint alignment
Since arch fingerprints don’t contain a core point in a strict

sense [6], researchers consider the point with maximum
curvature as a reference point for an arch fingerprint [6; 8].
In order to tolerate the noise that is present in a finger-
print sample, we consider using self-similar triangles (called
isosceles triangle) that are defined on this reference point,
which can be used to align two fingerprint samples. Figure
1(a) and Figure 1(b) illustrate two isosceles triangles de-
tected in the reference sample and probe sample respectively.
Rotating the probe sample to align with the reference can be
achieved by these two isosceles triangles, as shown in Figure
1 (c). Measuring the fingerprint orientation is the critical
step to accurately align these two samples. Meanwhile, the
fingerprint orientation can be calculated for both samples
by using detected isosceles triangles. Furthermore, the point
with maximum curvature is not strictly required in this
idea, since neighboring ridge lines show approximately the
same orientation and thus neighboring points (on parallel
ridges) with high curvature (as seen in Figure 2) also can be
used as input points to detect the triangles. In consideration
of generating a robust fingerprint orientation, the proposed
approach will detect a set of self-similar triangles (i.e.
isosceles triangles) instead of only one triangle. The details
of this approach are described in the following section.

Figure 1: Initial idea for arch fingerprint alignment: (a) a
triangle is detected in the reference sample; (b) a triangle
is detected in the probe sample; (c)Aligning two samples
based on detected triangles.

Figure 2: The proposed approach does not only rely on the
point with maximum curvature. For a given example - these
three points can be used as input point as well.

B. Procedures of measuring fingerprint orientation

In accordance with ISO/IEC 19794-2:2011 [12], the fin-
gerprint orientation is measured as an angle with respect
to the horizontal axis from right to the left. This angle is
generally reflected by the direction of the core point detected
in the fingerprint sample. As we know arch fingerprint do
not reveals such singular point. Instead, researchers [5; 13]
usually consider that the fingerprint orientation of arch
fingerprint is approximated from horizontal axis to the
symmetrical axis of the orientation field. Figure 3 illus-
trates five fingerprint samples with fingerprint orientation
α1, α2, α3, α4, α5 respectively. These five fingerprint sam-
ples were captured from the same source and are taken from
CASIA-FingerprintV5 database [14].

Figure 3: Illustration of fingerprint orientation. Fingerprint
samples are from CASIA-FingerprintV5 [14].

The proposed approach is based on the binary image
which can be obtained from the original fingerprint sample
by applying the method provided in [15]. We assume this
binary image is denoted by a matrix Mm×n. The input
data for our proposed method is location of some point
(h, g) with high curvature as described in the former section,
assuming that holds 1 ≤ g ≤ m, 1 ≤ h ≤ n, and the output
is the fingerprint orientation O, 0 ≤ O < 2π. The procedures
of measuring this fingerprint orientation include 3 steps that
will be described as follows.

Step 1: Detecting the central isosceles triangle

Before detecting the central isosceles triangle along the
ridge pattern by using the input point, it is necessary to adjust
the input point (h, g) to the closest ridge unless it is already
located on the ridge within tolerance bounds. We assume the
input point is denoted by (i, j) after the adjustment. Starting
from the input point two neighboring vertexes indicated by
(li, lj), (ri, rj) are searched that are located on the same
ridge line and will constitute the central isosceles triangle.
We define a function called ‘Detecting triangle’, which
requires input point (i, j) and will return the two vertexes
(li, lj) and (ri, rj), and define the traveling distance (i.e. side
length) between (i, j) with these two vertexes as L. The
fingerprint orientation range is divided (O, 0 ≤ O < 2π)
into four parts which will be called ‘tracking direction’ in
the rest of part: northeastern part (P1, 0 ≤ O < π/2),
northenwestern part (P2, π/2 ≤ O < π), southwestern part
(P3, π ≤ O < 3/(2π)), and southeastern part (P4, 3/(2π) ≤
O < 2π). The function ‘Detecting triangle’ is composed
of three steps.

Figure 4: Neighborhood of the input point (i, j).

First an initial tracking direction Pk, k ∈ {1, 2, 3, 4} is
determined by calculating the binary values of neighboring
points (as seen in Figure 4) around input point (i, j):

O1 =
∑

i−2≤x≤i−1
j+1≤y≤j+2

M(x, y) (1)

O2 =
∑

i−2≤x≤i−1
j−2≤y≤j−1

M(x, y) (2)

O3 =
∑

i+1≤x≤i+2
j−2≤y≤j−1

M(x, y) (3)

O4 =
∑

i+1≤x≤i+2
j+1≤y≤j+2

M(x, y) (4)

We define the first minimal value amongst [O1, O2, O3, O4]
is used to initiate the tracking direction. We assume this

initial tracking direction is Pk, k ∈ {1, 2, 3, 4} as defined in
Equation (5).

Pk = minimum[O1;O2;O3;O4] (5)

Secondly, we define an additional function
‘Detecting Vertex’ to find the first vertex (li, lj).
The inputs of this function are (i, j) and initial tracking
direction Pk. As we defined earlier, the distance threshold
between the input (i, j) and the vertex (li, lj) is set to
L. The idea of this function is to look for the next point
(called intermediate point (p, q)) pixel by pixel along the
fingerprint ridge towards the initial tracking direction until
it meets the distance threshold L or reaches the valley. The
tracking direction will adjust to the neighboring direction
if the searching processing reaches the valley. The output
vertex (li, lj) will be located once the search processing
terminates. We define eight variables to adjust the tracking
direction as listed in Equation (5)-(12). The initial value
of the intermediate point (p, q) is the input (i, j). The
details of the function ‘Detecting Vertex’ are described
in Algorithm 1.

W1 = M(p− 1, q − 1) + M(p− 1, q) + M(p− 1, q + 1) (6)

W2 = M(p− 1, q) + M(p− 1, q + 1) + M(p, q + 1) (7)

W3 = M(p− 1, q) + M(p− 1, q + 1) + M(p, q + 1) (8)

W4 = M(p+ 1, q) + M(p+ 1, q + 1) + M(p, q + 1) (9)

W5 = M(p+ 1, q − 1) + M(p+ 1, q) + M(p+ 1, q + 1) (10)

W6 = M(p, q − 1) + M(p+ 1, q − 1) + M(p+ 1, q) (11)

W7 = M(p+ 1, q − 1) + M(p, q − 1) + M(p− 1, q − 1) (12)

W8 = M(p, q − 1) + M(p− 1, q − 1) + M(p− 1, q) (13)

Thirdly, another vertex (ri, rj) can be detected by using
the same function ‘Detecting Vertex’ with the input point
(i, j) and an initial tracking direction Px which is deter-
mined by the following equation.

Px =




1 if p ≤ i, q > j
2 if p < i, q ≤ j
3 if p ≥ i, q < j
4 if p > i, q ≥ j

Step 2: Detecting the neighboring triangles
In order to achieve a robust fingerprint orientation, the

neighboring triangles are detected based on the central
isosceles triangle as mentioned earlier at the beginning of
this section. We define a middle point (bi, bj) whose location
is computed by Equation (14) and (15).

bi = ceil((li + ri)/2) (14)

bj = ceil((lj + lj)/2) (15)

We consider the direction from middle point to the input
point (i, j) as upward direction, in contrast to the direction
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impact the calculation of curvature values, and subsequently
influences the determination of helper data. Both of these
methods were based on the global orientation field, which
are sensitive to noise. In contrary to previous methods, we
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troduced in Section III; the conclusions are drawn in Section
IV.

II. FINGERPRINT ORIENTATION MEASUREMENT

A. Initial idea for arch fingerprint alignment
Since arch fingerprints don’t contain a core point in a strict
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In order to tolerate the noise that is present in a finger-
print sample, we consider using self-similar triangles (called
isosceles triangle) that are defined on this reference point,
which can be used to align two fingerprint samples. Figure
1(a) and Figure 1(b) illustrate two isosceles triangles de-
tected in the reference sample and probe sample respectively.
Rotating the probe sample to align with the reference can be
achieved by these two isosceles triangles, as shown in Figure
1 (c). Measuring the fingerprint orientation is the critical
step to accurately align these two samples. Meanwhile, the
fingerprint orientation can be calculated for both samples
by using detected isosceles triangles. Furthermore, the point
with maximum curvature is not strictly required in this
idea, since neighboring ridge lines show approximately the
same orientation and thus neighboring points (on parallel
ridges) with high curvature (as seen in Figure 2) also can be
used as input points to detect the triangles. In consideration
of generating a robust fingerprint orientation, the proposed
approach will detect a set of self-similar triangles (i.e.
isosceles triangles) instead of only one triangle. The details
of this approach are described in the following section.

Figure 1: Initial idea for arch fingerprint alignment: (a) a
triangle is detected in the reference sample; (b) a triangle
is detected in the probe sample; (c)Aligning two samples
based on detected triangles.

Figure 2: The proposed approach does not only rely on the
point with maximum curvature. For a given example - these
three points can be used as input point as well.

B. Procedures of measuring fingerprint orientation

In accordance with ISO/IEC 19794-2:2011 [12], the fin-
gerprint orientation is measured as an angle with respect
to the horizontal axis from right to the left. This angle is
generally reflected by the direction of the core point detected
in the fingerprint sample. As we know arch fingerprint do
not reveals such singular point. Instead, researchers [5; 13]
usually consider that the fingerprint orientation of arch
fingerprint is approximated from horizontal axis to the
symmetrical axis of the orientation field. Figure 3 illus-
trates five fingerprint samples with fingerprint orientation
α1, α2, α3, α4, α5 respectively. These five fingerprint sam-
ples were captured from the same source and are taken from
CASIA-FingerprintV5 database [14].

Figure 3: Illustration of fingerprint orientation. Fingerprint
samples are from CASIA-FingerprintV5 [14].

The proposed approach is based on the binary image
which can be obtained from the original fingerprint sample
by applying the method provided in [15]. We assume this
binary image is denoted by a matrix Mm×n. The input
data for our proposed method is location of some point
(h, g) with high curvature as described in the former section,
assuming that holds 1 ≤ g ≤ m, 1 ≤ h ≤ n, and the output
is the fingerprint orientation O, 0 ≤ O < 2π. The procedures
of measuring this fingerprint orientation include 3 steps that
will be described as follows.

Step 1: Detecting the central isosceles triangle

Before detecting the central isosceles triangle along the
ridge pattern by using the input point, it is necessary to adjust
the input point (h, g) to the closest ridge unless it is already
located on the ridge within tolerance bounds. We assume the
input point is denoted by (i, j) after the adjustment. Starting
from the input point two neighboring vertexes indicated by
(li, lj), (ri, rj) are searched that are located on the same
ridge line and will constitute the central isosceles triangle.
We define a function called ‘Detecting triangle’, which
requires input point (i, j) and will return the two vertexes
(li, lj) and (ri, rj), and define the traveling distance (i.e. side
length) between (i, j) with these two vertexes as L. The
fingerprint orientation range is divided (O, 0 ≤ O < 2π)
into four parts which will be called ‘tracking direction’ in
the rest of part: northeastern part (P1, 0 ≤ O < π/2),
northenwestern part (P2, π/2 ≤ O < π), southwestern part
(P3, π ≤ O < 3/(2π)), and southeastern part (P4, 3/(2π) ≤
O < 2π). The function ‘Detecting triangle’ is composed
of three steps.

Figure 4: Neighborhood of the input point (i, j).

First an initial tracking direction Pk, k ∈ {1, 2, 3, 4} is
determined by calculating the binary values of neighboring
points (as seen in Figure 4) around input point (i, j):

O1 =
∑

i−2≤x≤i−1
j+1≤y≤j+2

M(x, y) (1)

O2 =
∑

i−2≤x≤i−1
j−2≤y≤j−1

M(x, y) (2)

O3 =
∑

i+1≤x≤i+2
j−2≤y≤j−1

M(x, y) (3)

O4 =
∑

i+1≤x≤i+2
j+1≤y≤j+2

M(x, y) (4)

We define the first minimal value amongst [O1, O2, O3, O4]
is used to initiate the tracking direction. We assume this

initial tracking direction is Pk, k ∈ {1, 2, 3, 4} as defined in
Equation (5).

Pk = minimum[O1;O2;O3;O4] (5)

Secondly, we define an additional function
‘Detecting Vertex’ to find the first vertex (li, lj).
The inputs of this function are (i, j) and initial tracking
direction Pk. As we defined earlier, the distance threshold
between the input (i, j) and the vertex (li, lj) is set to
L. The idea of this function is to look for the next point
(called intermediate point (p, q)) pixel by pixel along the
fingerprint ridge towards the initial tracking direction until
it meets the distance threshold L or reaches the valley. The
tracking direction will adjust to the neighboring direction
if the searching processing reaches the valley. The output
vertex (li, lj) will be located once the search processing
terminates. We define eight variables to adjust the tracking
direction as listed in Equation (5)-(12). The initial value
of the intermediate point (p, q) is the input (i, j). The
details of the function ‘Detecting Vertex’ are described
in Algorithm 1.

W1 = M(p− 1, q − 1) + M(p− 1, q) + M(p− 1, q + 1) (6)

W2 = M(p− 1, q) + M(p− 1, q + 1) + M(p, q + 1) (7)

W3 = M(p− 1, q) + M(p− 1, q + 1) + M(p, q + 1) (8)

W4 = M(p+ 1, q) + M(p+ 1, q + 1) + M(p, q + 1) (9)

W5 = M(p+ 1, q − 1) + M(p+ 1, q) + M(p+ 1, q + 1) (10)

W6 = M(p, q − 1) + M(p+ 1, q − 1) + M(p+ 1, q) (11)

W7 = M(p+ 1, q − 1) + M(p, q − 1) + M(p− 1, q − 1) (12)

W8 = M(p, q − 1) + M(p− 1, q − 1) + M(p− 1, q) (13)

Thirdly, another vertex (ri, rj) can be detected by using
the same function ‘Detecting Vertex’ with the input point
(i, j) and an initial tracking direction Px which is deter-
mined by the following equation.

Px =




1 if p ≤ i, q > j
2 if p < i, q ≤ j
3 if p ≥ i, q < j
4 if p > i, q ≥ j

Step 2: Detecting the neighboring triangles
In order to achieve a robust fingerprint orientation, the

neighboring triangles are detected based on the central
isosceles triangle as mentioned earlier at the beginning of
this section. We define a middle point (bi, bj) whose location
is computed by Equation (14) and (15).

bi = ceil((li + ri)/2) (14)

bj = ceil((lj + lj)/2) (15)

We consider the direction from middle point to the input
point (i, j) as upward direction, in contrast to the direction
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Algorithm 1 Function of detecting an isosceles triangle:

Input: the location information of an input point: (i, j);
the initial tracking direction: Pk, k ∈ {1, 2, 3, 4};

Output: the location information of the vertex:(li, lj);
1: Define eight variables as listed in Equation (6)-(13);
2: Define the distance between intermediate point (p, q)

with the input point (i, j) as: dis = sqrt((p− i)2+(q−
j)2)

3: while dis < L do
4: if Pk == 1 then
5: if W2 < 3 then
6: if M(p− 1, q + 1)==0 then
7: Set p = p− 1, q = q + 1;
8: Continue (Go to the beginning of the loop);
9: end if

10: if M(p, q + 1)==0 then
11: Set q = q + 1;
12: Continue;
13: end if
14: if M(p− 1, q)==0 then
15: Set p = p− 1;
16: Continue;
17: end if
18: end if
19: if W1 < 3 AND W1 <= W3 then
20: Set p = p− 1, q = q − 1;
21: Adjust the tracking direction: Pk = 2;
22: Continue;
23: else
24: Set p = p+ 1, q = q + 1;
25: Pk = 4;
26: Continue;
27: end if
28: end if
29: for Pk = 2, 3, 4 do
30: The procedures are similar with the Pk = 1;
31: end for
32: end while

from the input point to the middle point as downward
direction. And there are T triangles, which will be detected
from the upward direction and downward direction respec-
tively. These triangles can be found using the same function
‘Detecting triangle’ with several neighboring points around
the input point (i, j) (as shown in Figure 2). These neighbor-
ing points can be easily located by searching the neighboring
ridges from the input point (i, j) along the upward direction
and downward direction respectively.

Step 3: Calculating the fingerprint orientation
In total, there are 2T +1 triangles that have been located

after the previous steps. The fingerprint orientation can be
derived from the set of values resulting from the individual

triangles and thus we obtain a robust measure for the
orientation angle. The individual fingerprint orientation of
each triangle is calculated by using the following equation.

o=




arctan((j − bj)/(bi − i)) + π if bi ≤ i, bj > j
2π − arctan((j − bj)/(i− bi)) if bi < i, bj ≤ j
arctan((bj − j)/(i− bi)) if bi ≥ i, bj < j
π − arctan((bj − j)/(bi − i)) if bi > i, bj ≥ j

We assume the fingerprint orientation of the central triangle
is A0. The fingerprint orientations for the upward triangles
are denoted as A1, A2, ..., AT , and AT+1, AT+2, ..., A2T in-
dicate the fingerprint orientations of the downward triangles.
The fingerprint orientation of the pattern in fingerprint sam-
ple I can be computed by discarding the outer percentiles
(i.e. ignoring the individual fingerprint orientations, which
are far from the average value Avg).

Avg =

∑
0≤c≤2T Ac

1 + 2T
(17)

The absolute differences between each individual fingerprint
orientation with Avg is denoted by Diffc in Equation (18).
If the difference value Diffc is more than a threshold DT ,
the corresponding triangle will be discarded for calculating
the final fingerprint orientation oI of the fingerprint pattern.
Therefore, the final fingerprint orientation oI is calculated
as in Equation (19).

Diffc = abs(Ac −Avg), 0 ≤ c ≤ 2T (18)

oI =

∑2T
c=0 oc(oc ≤ DT )

Z
(19)

where Z is the number of oc that are not exceeding the
threshold DT .

III. EXPERIMENTAL SET-UP AND RESULTS

A. Database preparation

80 arch fingerprint samples are selected from a very
challenging database CASIA-FIDV5.0 (Fingerprint Image
Database Version 5.0) [14]. All of them show strong rotation
and a diverse quality. These 80 samples were captured
from 16 fingers. Figure 8 illustrates three partial fingerprint
samples, and Figure 9 shows five samples, which were
captured from the same source, but with different rotations.
Before testing the proposed approach, we used a commercial
of the shelve fingerprint feature extractor ‘Verifinger 6.0
extractor’ to detect the singular points on these 80 arch
fingerprint samples. There are only 2 samples for which the
commercial algorithm could detect core points. But even
these two detected singular points are not accurate, as one
easily observe when analyzing Figure 5.

Figure 5: Only for 2 out of 80 arch fingerprint samples the
COTS ‘Verifinger 6.0 extractor’ was able to extract singular
points. The core point is for each of the two images marked
by a red cross.

B. Ground-truth generation

In order to evaluate the performance of our proposed
approach, we manually marked up the input points and the
fingerprint orientation as ground-truth for our experiments.
The input points were determined by human experts visual
inspection according to the description in Section II. As we
introduced earlier, the point with maximum curvature is not
required, instead the neighboring points with high curvature
also can be used to measure the fingerprint orientation due
to the flexibility of proposed approach. This ground-truth
dataset, fingerprint orientation of the prepared database,
can be obtained by a digital tool called ‘MB Ruler’[16].
‘MB Ruler’ can measure an angle starting at horizontal
axis from right to left. This angle just reflect the definition
of the fingerprint orientation. Figure 6 illustrated a sample
with ground-truth 75.62 measured by ‘MB Ruler’. Figure
7 shows the distribution of the ground-truth fingerprint
orientation of these 80 arch fingerprint samples.

Figure 6: Generate the ground-truth of fingerprint orientation
by using a tool ‘MB Ruler’.

C. Performance evaluation

We applied the proposed approach to measure the fin-
gerprint orientation for prepared database. The parameters
described in Section II are set as follows: L = 30, T =
3, DT = 10. Figure 9 illustrates five samples with detected

Figure 7: fingerprint orientation distribution of database

triangles, and the central triangle is marked by red color.
These five samples are from the same source. Figure 8
shows that the proposed approach is still able to detected
the triangles on partial fingerprint samples. The fingerprint
orientation can be calculated by using formula (19) based
on these detected triangles. We computed the difference
between these detected fingerprint orientation and ground-
truth, and displayed the result in Figure 10. We can see that
there are 93.75% (75 out of 80) samples with angle differ-
ences less than 10 degrees. This difference is acceptable,
since observation errors during ground-truth generation is
also inevitable. Thus the experimental results support the
assumption that the proposed approach has the capability of
measuring the fingerprint orientation for arch fingerprints,
and this fingerprint orientation can be further used to align
the fingerprint samples.

Figure 8: Partial fingerprint samples with detected triangles.
Red triangle denotes the central triangle.

IV. CONCLUSION

In this paper, We present an approach to measure the
fingerprint orientation for arch fingerprint samples. The pro-
posed approach detects a set of isosceles triangles by using
an input point as starting point. Subsequently an orientation
value is calculated for each triangle. The fingerprint orienta-
tion of the fingerprint sample can be obtained by discarding
those orientation values which are far from the average
value. The proposed approach has been tested on a very
challenging database containing 80 arch fingerprint samples
with strong rotation. In order to evaluate the performance,
we manually estimate the fingerprint orientation of this
database as ground-truth. The results of analysing detected
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Algorithm 1 Function of detecting an isosceles triangle:

Input: the location information of an input point: (i, j);
the initial tracking direction: Pk, k ∈ {1, 2, 3, 4};

Output: the location information of the vertex:(li, lj);
1: Define eight variables as listed in Equation (6)-(13);
2: Define the distance between intermediate point (p, q)

with the input point (i, j) as: dis = sqrt((p− i)2+(q−
j)2)

3: while dis < L do
4: if Pk == 1 then
5: if W2 < 3 then
6: if M(p− 1, q + 1)==0 then
7: Set p = p− 1, q = q + 1;
8: Continue (Go to the beginning of the loop);
9: end if

10: if M(p, q + 1)==0 then
11: Set q = q + 1;
12: Continue;
13: end if
14: if M(p− 1, q)==0 then
15: Set p = p− 1;
16: Continue;
17: end if
18: end if
19: if W1 < 3 AND W1 <= W3 then
20: Set p = p− 1, q = q − 1;
21: Adjust the tracking direction: Pk = 2;
22: Continue;
23: else
24: Set p = p+ 1, q = q + 1;
25: Pk = 4;
26: Continue;
27: end if
28: end if
29: for Pk = 2, 3, 4 do
30: The procedures are similar with the Pk = 1;
31: end for
32: end while

from the input point to the middle point as downward
direction. And there are T triangles, which will be detected
from the upward direction and downward direction respec-
tively. These triangles can be found using the same function
‘Detecting triangle’ with several neighboring points around
the input point (i, j) (as shown in Figure 2). These neighbor-
ing points can be easily located by searching the neighboring
ridges from the input point (i, j) along the upward direction
and downward direction respectively.

Step 3: Calculating the fingerprint orientation
In total, there are 2T +1 triangles that have been located

after the previous steps. The fingerprint orientation can be
derived from the set of values resulting from the individual

triangles and thus we obtain a robust measure for the
orientation angle. The individual fingerprint orientation of
each triangle is calculated by using the following equation.

o=




arctan((j − bj)/(bi − i)) + π if bi ≤ i, bj > j
2π − arctan((j − bj)/(i− bi)) if bi < i, bj ≤ j
arctan((bj − j)/(i− bi)) if bi ≥ i, bj < j
π − arctan((bj − j)/(bi − i)) if bi > i, bj ≥ j

We assume the fingerprint orientation of the central triangle
is A0. The fingerprint orientations for the upward triangles
are denoted as A1, A2, ..., AT , and AT+1, AT+2, ..., A2T in-
dicate the fingerprint orientations of the downward triangles.
The fingerprint orientation of the pattern in fingerprint sam-
ple I can be computed by discarding the outer percentiles
(i.e. ignoring the individual fingerprint orientations, which
are far from the average value Avg).

Avg =

∑
0≤c≤2T Ac

1 + 2T
(17)

The absolute differences between each individual fingerprint
orientation with Avg is denoted by Diffc in Equation (18).
If the difference value Diffc is more than a threshold DT ,
the corresponding triangle will be discarded for calculating
the final fingerprint orientation oI of the fingerprint pattern.
Therefore, the final fingerprint orientation oI is calculated
as in Equation (19).

Diffc = abs(Ac −Avg), 0 ≤ c ≤ 2T (18)

oI =

∑2T
c=0 oc(oc ≤ DT )

Z
(19)

where Z is the number of oc that are not exceeding the
threshold DT .

III. EXPERIMENTAL SET-UP AND RESULTS

A. Database preparation

80 arch fingerprint samples are selected from a very
challenging database CASIA-FIDV5.0 (Fingerprint Image
Database Version 5.0) [14]. All of them show strong rotation
and a diverse quality. These 80 samples were captured
from 16 fingers. Figure 8 illustrates three partial fingerprint
samples, and Figure 9 shows five samples, which were
captured from the same source, but with different rotations.
Before testing the proposed approach, we used a commercial
of the shelve fingerprint feature extractor ‘Verifinger 6.0
extractor’ to detect the singular points on these 80 arch
fingerprint samples. There are only 2 samples for which the
commercial algorithm could detect core points. But even
these two detected singular points are not accurate, as one
easily observe when analyzing Figure 5.

Figure 5: Only for 2 out of 80 arch fingerprint samples the
COTS ‘Verifinger 6.0 extractor’ was able to extract singular
points. The core point is for each of the two images marked
by a red cross.

B. Ground-truth generation

In order to evaluate the performance of our proposed
approach, we manually marked up the input points and the
fingerprint orientation as ground-truth for our experiments.
The input points were determined by human experts visual
inspection according to the description in Section II. As we
introduced earlier, the point with maximum curvature is not
required, instead the neighboring points with high curvature
also can be used to measure the fingerprint orientation due
to the flexibility of proposed approach. This ground-truth
dataset, fingerprint orientation of the prepared database,
can be obtained by a digital tool called ‘MB Ruler’[16].
‘MB Ruler’ can measure an angle starting at horizontal
axis from right to left. This angle just reflect the definition
of the fingerprint orientation. Figure 6 illustrated a sample
with ground-truth 75.62 measured by ‘MB Ruler’. Figure
7 shows the distribution of the ground-truth fingerprint
orientation of these 80 arch fingerprint samples.

Figure 6: Generate the ground-truth of fingerprint orientation
by using a tool ‘MB Ruler’.

C. Performance evaluation

We applied the proposed approach to measure the fin-
gerprint orientation for prepared database. The parameters
described in Section II are set as follows: L = 30, T =
3, DT = 10. Figure 9 illustrates five samples with detected

Figure 7: fingerprint orientation distribution of database

triangles, and the central triangle is marked by red color.
These five samples are from the same source. Figure 8
shows that the proposed approach is still able to detected
the triangles on partial fingerprint samples. The fingerprint
orientation can be calculated by using formula (19) based
on these detected triangles. We computed the difference
between these detected fingerprint orientation and ground-
truth, and displayed the result in Figure 10. We can see that
there are 93.75% (75 out of 80) samples with angle differ-
ences less than 10 degrees. This difference is acceptable,
since observation errors during ground-truth generation is
also inevitable. Thus the experimental results support the
assumption that the proposed approach has the capability of
measuring the fingerprint orientation for arch fingerprints,
and this fingerprint orientation can be further used to align
the fingerprint samples.

Figure 8: Partial fingerprint samples with detected triangles.
Red triangle denotes the central triangle.

IV. CONCLUSION

In this paper, We present an approach to measure the
fingerprint orientation for arch fingerprint samples. The pro-
posed approach detects a set of isosceles triangles by using
an input point as starting point. Subsequently an orientation
value is calculated for each triangle. The fingerprint orienta-
tion of the fingerprint sample can be obtained by discarding
those orientation values which are far from the average
value. The proposed approach has been tested on a very
challenging database containing 80 arch fingerprint samples
with strong rotation. In order to evaluate the performance,
we manually estimate the fingerprint orientation of this
database as ground-truth. The results of analysing detected
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Figure 9: Fingerprint samples with detected triangles. All
five samples are from the same source.

Figure 10: Differences between ground-truth and measured
fingerprint orientation for 80 arch fingerprint samples.

fingerprint orientation with the ground-truth indicates that
the proposed approach is capable of measuring the finger-
print orientation for arch fingerprints, which can further be
used for fingerprint alignment. Our future work will focus
on detecting a more robust input point to be used for the
proposed method.
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ABSTRACT

We propose a systematic methodology to assess fingerprint-
image quality indices. Our approach is able to identify spe-
cific weaknesses or strengths of quality indices with respect
to certain types of quality impairments. For that purpose,
we suggest to employ a tool able to simulate a wide class of
acquisition conditions and qualities, applicable to any given
dataset and also of potential interest in forensic analysis. As
an example for such a tool, StirMark image manipulations
(as being developed in the context of watermarking robust-
ness assessment) are applied to fingerprint data in this work,
to generate corresponding test data, thereby interpreting cer-
tain image manipulations as being highly related to realistic
fingerprint acquisition conditions. Experimental results doc-
ument the usefulness of the approach and report significant
inter-data set and inter-fingerprint matcher variability for the
quality indices investigated.

Index Terms— fingerprint quality indices, StirMark, fin-
gerprint recognition

1. INTRODUCTION

A wide variety of factors influence the quality of a fingerprint
image: Skin conditions (e.g. , dryness, moisture, dirt, cuts
and bruises), sensor conditions (e.g. , dirt, noise, size), and
other acquisition conditions like user cooperation or crime
scene preservation in forensic settings, etc. The recognition
performance of a fingerprint matcher is strongly affected by
the image quality of the sample fingerprint images involved
[1, 2, 3, 4]: Images with low quality generally lead to a higher
number of matching errors and likewise do images of high
quality notedly reduce the number of such errors. This obser-
vation not only appears intuitively obvious, but has also been
documented in a series of related studies (e.g. [5]).

Thus, methodology to measure fingerprint image quality
is of highest importance to control matching errors by e.g. re-
questing acquisition of additional sample data in case of de-
tected low quality or adapting feature extraction and match-
ing schemes to low quality areas. As a consequence of the
obvious importance of fingerprint image quality assesssment,

a considerable number of studies have been dealing with the
question of how to best estimate the quality of finger imprints
for AFIS [5, 6, 7] and recently also for latent (forensic) fin-
gerprints [8, 9], where the impact of different sensor devices
is considered in the latter work.

In the advent of assessing the predictive power of a certain
quality index, the correlation of recognition accuracy (e.g.
given in terms of EER) and quality index of the involved
images plays a key role. In order to determine correlation
reliably, fingerprint image data representing a wide range of
real-world acquisition conditions and quality levels is desired.
However, this requirement is not adequately met by current
public fingerprint image datasets, the data such types of anal-
yses are usually based on. Current datasets often do not ex-
hibit a uniform distribution of images across a wide range of
quality levels, it is hard to control the quality of the sample
images in a systematic manner, and datasets are of course re-
stricted to the type of quality degradations defined when the
dataset has been acquired.

In recent work [10, 11], we have proposed to establish
a standardised tool in fingerprint recognition robustness as-
sessment, which is able to simulate a wide class of acquisi-
tion conditions, applicable to any given dataset. As an exam-
ple, StirMark image manipulations have been applied to fin-
gerprint data to generate test data for robustness evaluations.
Since these manipulations can be applied to any dataset, the
effect of manipulations on data originating from different sen-
sors and acquisition conditions can be studied with respect
to recognition accuracies of the algorithms used. We have
found signficant inter-sensor and inter-algorithm variabilities
in these investigations. In this work, we propose to use this
approach to establish a systematic evaluation methodology
for fingerprint-image quality estimation techniques. This is
achieved by generating a large corpus of data exhibiting vari-
ous quality levels by employing different manipulations with
varying intensity which can then be used to correlate recog-
nition accuracy to quality estimation in a systematic manner.
One of the strengths of this approach is that the type of dis-
tortions can be identified where reliability of a certain quality
index suffers. Thus, specific waeknesses of quality indices
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Figure 9: Fingerprint samples with detected triangles. All
five samples are from the same source.

Figure 10: Differences between ground-truth and measured
fingerprint orientation for 80 arch fingerprint samples.

fingerprint orientation with the ground-truth indicates that
the proposed approach is capable of measuring the finger-
print orientation for arch fingerprints, which can further be
used for fingerprint alignment. Our future work will focus
on detecting a more robust input point to be used for the
proposed method.
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ABSTRACT

We propose a systematic methodology to assess fingerprint-
image quality indices. Our approach is able to identify spe-
cific weaknesses or strengths of quality indices with respect
to certain types of quality impairments. For that purpose,
we suggest to employ a tool able to simulate a wide class of
acquisition conditions and qualities, applicable to any given
dataset and also of potential interest in forensic analysis. As
an example for such a tool, StirMark image manipulations
(as being developed in the context of watermarking robust-
ness assessment) are applied to fingerprint data in this work,
to generate corresponding test data, thereby interpreting cer-
tain image manipulations as being highly related to realistic
fingerprint acquisition conditions. Experimental results doc-
ument the usefulness of the approach and report significant
inter-data set and inter-fingerprint matcher variability for the
quality indices investigated.

Index Terms— fingerprint quality indices, StirMark, fin-
gerprint recognition

1. INTRODUCTION

A wide variety of factors influence the quality of a fingerprint
image: Skin conditions (e.g. , dryness, moisture, dirt, cuts
and bruises), sensor conditions (e.g. , dirt, noise, size), and
other acquisition conditions like user cooperation or crime
scene preservation in forensic settings, etc. The recognition
performance of a fingerprint matcher is strongly affected by
the image quality of the sample fingerprint images involved
[1, 2, 3, 4]: Images with low quality generally lead to a higher
number of matching errors and likewise do images of high
quality notedly reduce the number of such errors. This obser-
vation not only appears intuitively obvious, but has also been
documented in a series of related studies (e.g. [5]).

Thus, methodology to measure fingerprint image quality
is of highest importance to control matching errors by e.g. re-
questing acquisition of additional sample data in case of de-
tected low quality or adapting feature extraction and match-
ing schemes to low quality areas. As a consequence of the
obvious importance of fingerprint image quality assesssment,

a considerable number of studies have been dealing with the
question of how to best estimate the quality of finger imprints
for AFIS [5, 6, 7] and recently also for latent (forensic) fin-
gerprints [8, 9], where the impact of different sensor devices
is considered in the latter work.

In the advent of assessing the predictive power of a certain
quality index, the correlation of recognition accuracy (e.g.
given in terms of EER) and quality index of the involved
images plays a key role. In order to determine correlation
reliably, fingerprint image data representing a wide range of
real-world acquisition conditions and quality levels is desired.
However, this requirement is not adequately met by current
public fingerprint image datasets, the data such types of anal-
yses are usually based on. Current datasets often do not ex-
hibit a uniform distribution of images across a wide range of
quality levels, it is hard to control the quality of the sample
images in a systematic manner, and datasets are of course re-
stricted to the type of quality degradations defined when the
dataset has been acquired.

In recent work [10, 11], we have proposed to establish
a standardised tool in fingerprint recognition robustness as-
sessment, which is able to simulate a wide class of acquisi-
tion conditions, applicable to any given dataset. As an exam-
ple, StirMark image manipulations have been applied to fin-
gerprint data to generate test data for robustness evaluations.
Since these manipulations can be applied to any dataset, the
effect of manipulations on data originating from different sen-
sors and acquisition conditions can be studied with respect
to recognition accuracies of the algorithms used. We have
found signficant inter-sensor and inter-algorithm variabilities
in these investigations. In this work, we propose to use this
approach to establish a systematic evaluation methodology
for fingerprint-image quality estimation techniques. This is
achieved by generating a large corpus of data exhibiting vari-
ous quality levels by employing different manipulations with
varying intensity which can then be used to correlate recog-
nition accuracy to quality estimation in a systematic manner.
One of the strengths of this approach is that the type of dis-
tortions can be identified where reliability of a certain quality
index suffers. Thus, specific waeknesses of quality indices

99BiForD 2014



can be identified.
In Section 2, we discuss the different types of fingerprint

recognition schemes and fingerprint image quality indices
used as examples in this work. Section 3 briefly sketches
the experimental setup including datasets, types of image
manipulations used, and the description of the assessment
methodology. Subsequently, experimental results are shown
and Section 4 concludes the paper.

2. FINGERPRINT RECOGNITION AND
FINGERPRINT QUALITY MEASURES

Different types of fingerprint recognition schemes react dif-
ferently in case of varying types of quality degradations.
Therefore, we will consider fundamentally different types of
fingerprint feature extraction and matching schemes, based
on the discriminative characteristics fingerprint do contain
[4]:
Correlation-Based Matcher: These approaches use the fin-
gerprint images in their entirety, the global ridge and furrow
structure of a fingerprint is decisive. Images are correlated at
different rotational and translational alignments, image trans-
form techniques may be utilised for that purpose. As a rep-
resentative of this class, we use a custom implementation of
the phase only correlation (POC) matcher [12] the details of
which are described in recent work [11].
Ridge Feature-Based Matcher: Matching algorithms in this
category deal with the overall ridge and furrow structure in
the fingerprint, yet in a localised manner. Characteristics like
local ridge orientation or local ridge frequency are used to
generate a set of appropriate features representing the individ-
ual fingerprint. As a representative of the ridge feature-based
matcher type we use a custom implementation of the finger-
code approach (FC) [13] the details of which are described in
recent work [11].
Minutiae-Based Matcher: The set of minutiae within each
fingerprint is determined and stored as list, each minutia be-
ing represented (at least) by its location and direction. The
matching process then basically tries to establish an opti-
mal alignment between the minutiae sets of two fingerprints
to be matched, resulting in a maximum number of pairings
between minutiae from one set with compatible ones from
the other set. As the first representative of the minutiae-
based matcher type we use mindtct and bozorth3 from the
“NIST Biometric Image Software” (NBIS) package (avail-
able at http://fingerprint.nist.gov/NBIS/)
for minutiae detection and matching, respectively. As the
second minutiae-based matcher type we use the Finger-
print SDK 2009 as developed by Griaule Biometrics (in
particular the Java version of the SDK, denoted as GF,
retrieved from http://www.griaulebiometrics.
com/page/fingerprint_sdk). As the third minutiae-
based matcher type we use VeriFinger which is developed
by Neurotechnology. For integration in PC- and web-based

application this matcher is available in form of the VeriFin-
ger SDK 6.2, denoted as VF, retrieved from http://www.
neurotechnology.com/verifinger.html. Some
details on the latter two SDKs are given in recent work [10].

Different quality indices evaluate fingerprint image qual-
ity from different perspectives and consider distinct aspects,
in a similar manner how different types of fingerprint match-
ing schemes rely on different fingerprint properties. As a first
quality index, we consider nfiq [14], which is part of the NIST
Biometric Image Software (NBIS) package. It relies on infor-
mation produced by the minutiae detector mindtct and basi-
cally conducts a neural net-based classification of the vector
of detected minutiae into into one of five overall fingerprint
quality classes: excellent (1), very good (2), good (3), fair (4)
and poor (5). The second quality index is based on determin-
ing the block-wise clarity of the ridges and furrow orientation
in the spatial domain (SpatDom [15]). For that purpose, per
foreground-block, the gradient vectors of the gray level inten-
sities are used to build a covariance matrix, based on which
the normalized coherence measure is computed. The final
quality score then consists of a normalized weighted sum of
the coherence measures of all foreground blocks and ranges
from 0 to 1, with 1 being the highest quality value. Con-
trasting to the former two quality indices, the third one aims
to determine fingerprint image quality from a global point of
view in frequency domain (FreqDom [15]). The algorithm
bases on the observation, that the ridge frequency of finger
imprints, scanned at a constant resolution, lies within a spe-
cific range. Thus, image quality is defined in terms of energy
concentration within that frequency band. To extract this in-
formation from a fingerprint images’ power spectrum, a fam-
ily of Butterworth low-pass filters is employed. The extent
of energy concentration is then given by the entropy, whose
value is adjusted in a concluding processing step, in order to
obtain the final quality score. The lower this score, the lower
the fingerprint’s quality.

3. EXPERIMENTS

3.1. Settings

With respect to fingerprint sample data, we employ three out
of four databases provided for the FVC2004 [16] (the syn-
thetic dataset is omitted), each with 500dpi resolution (DB3
with 512 dpi).

In the following, we list the set of StirMark image ma-
nipulations that have been selected for this study. In recent
work [10, 11] we have explained the way each manipu-
lation is defined, how it is parameterised to achieve vary-
ing strength of the manipulation, and we have discussed
which realistic fingerprint acquisition condition could be
modelled by applying the manipulation to fingerprint sam-
ple images. Thus, for corresponding details, please consult
the referenced publications. Here, we employ the following

manipulations: Additive Noise (noise), Median Cut Filter-
ing (medianCut), Convolution Filtering – Mean Filtering
(convMean), Convolution Filtering – Modified Gaussian
Filtering (convGauss), Remove Lines (rml), Rotation
(rot), Stretching in X-direction (affineXstretch),
Stretching in Y-direction (affineYstretch), Shear-
ing in Y-direction (affineYshear), Shearing in X- and
Y-direction (affineXYshear), Small Random Distor-
tions (rnddist), and Latest Small Random Distortions
(lrnddist). Overall, we use 12 types of StirMark manip-
ulations, each of which with 3 to 10 intensity levels [10, 11],
i.e. overall 91 different manipulations per image.

The procedure for recognition performance evaluation is
basically the same in all FVCs, from 2000 to 2006. We fol-
low this specification by conducting all genuine tests and the
required impostor tests for DB1, DB2, and DB3, thereby ob-
taining FNMR and FMR as required. Finally, equal error rate
(EER) is determined and used as measure for recognition ac-
curacy to compare different settings.

With respect to matching StirMark manipulated finger-
print images, the enrolled gallery image is taken in its original
(non-manipulated) version, while the probe image involved
in matching is the manipulated one. Thus, for each matching
scheme, for each manipulation type, and for each manipula-
tion strength we are able to compute the corresponding EER,
overall 91 EER values per database per matching scheme, ar-
ranged in lists of increasing manipulation strength. Concern-
ing quality measurement, we generate quality indices for all
involved images and generate mean values per manipulation
type and intensity level. From these data, we generate lists
of quality mean values, ordered by manipulation intensity as
well. Subsequently, the ordered lists of EERs and quality
mean values are then related using Spearman’s rank order cor-
relation per manipulation type, per quality measure, and per
fingerprint matcher. Of course, the aim is to derive a measure
of how well the quality estimates delivered by the quality in-
dices fit with the actually observed matching performances.

3.2. Results

As the Spearman’s rank order correlation results turned out
to be almost identical for the three minutiae-based matchers,
we show only plots with averaged correlation values in Figs.
1, 4, and 6. There is one manipulation type with rather uni-
form results – rotation does not affect quality indices while it
does affect most matching schemes [10, 11], thus, the result-
ing correlation is consistently low in most cases.

We screen the results for quality indices where correla-
tion is close to zero (low) for some data sets or matcher types,
while it is clearly positive or negative (high) for other con-
ditions. Existence of such results does indicate that quality
indices need to be assessed for each data set and matching
scheme separately, while the absence of such results allows
to draw data and matcher-independent conclusions.

Fig. 1 exhibits low correlation values for rml,aff.shear,
aff.XYshear,lrnddist for nfiq. The FC results on the
same data set shows higher rml correlation for nfiq in Fig. 2,
while a correlation of -1 is observed for POC in Fig. 3. Thus,
significant inter-matcher variability is observed for nfiq.
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Fig. 1. Mean correlation for minutiae-based matchers (DB1).

Considering FreqDom, Figs. 1 and 2 display low correla-
tion for noise, however, Fig. 3 reveals high correlation for
noise for the POC matcher, again a case of inter-matcher
variaility. The same is observed for aff.Ystretch, where
correlation idential to zero is seen for FC and POC but much
higher correlation for minutiae-based matching.

-1

-0.5

 0

 0.5

 1

noise

m
edianC

ut

convM
ean

convG
auss

rm
l

rot
aff.Xstretch

aff.Ystretch

aff.Yshear

aff.XYshear

rnddist

lrnddist

C
o

rr
e

la
ti
o

n
 C

o
e

ff
ic

ie
n

t

nfiq SpatDom FreqDom

Fig. 2. Correlation for FC on DB1.

The SpatDom index provides consistent results for DB1,
except for noise, where we find high correlation for minutiae-
based matching and FC, but low correlation again for POC.

Comparing Figs. 1 and 4 facilitates a inter-data set
comparison. Considering nfiq, we find high correlations
for aff.Yshear,aff.XYshear,lrnddist on DB2,
while these values have found to be low on DB1. Thus,
significant inter-data set variability is found for nfiq and
minutiae-based matching schemes, which is really a surprise,
since both measurement types rely on minutiae sets.

Further inter-data set variability can be observed when
comparing Figs. 2 and 5 with respect to nfiq (here in both
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can be identified.
In Section 2, we discuss the different types of fingerprint

recognition schemes and fingerprint image quality indices
used as examples in this work. Section 3 briefly sketches
the experimental setup including datasets, types of image
manipulations used, and the description of the assessment
methodology. Subsequently, experimental results are shown
and Section 4 concludes the paper.

2. FINGERPRINT RECOGNITION AND
FINGERPRINT QUALITY MEASURES

Different types of fingerprint recognition schemes react dif-
ferently in case of varying types of quality degradations.
Therefore, we will consider fundamentally different types of
fingerprint feature extraction and matching schemes, based
on the discriminative characteristics fingerprint do contain
[4]:
Correlation-Based Matcher: These approaches use the fin-
gerprint images in their entirety, the global ridge and furrow
structure of a fingerprint is decisive. Images are correlated at
different rotational and translational alignments, image trans-
form techniques may be utilised for that purpose. As a rep-
resentative of this class, we use a custom implementation of
the phase only correlation (POC) matcher [12] the details of
which are described in recent work [11].
Ridge Feature-Based Matcher: Matching algorithms in this
category deal with the overall ridge and furrow structure in
the fingerprint, yet in a localised manner. Characteristics like
local ridge orientation or local ridge frequency are used to
generate a set of appropriate features representing the individ-
ual fingerprint. As a representative of the ridge feature-based
matcher type we use a custom implementation of the finger-
code approach (FC) [13] the details of which are described in
recent work [11].
Minutiae-Based Matcher: The set of minutiae within each
fingerprint is determined and stored as list, each minutia be-
ing represented (at least) by its location and direction. The
matching process then basically tries to establish an opti-
mal alignment between the minutiae sets of two fingerprints
to be matched, resulting in a maximum number of pairings
between minutiae from one set with compatible ones from
the other set. As the first representative of the minutiae-
based matcher type we use mindtct and bozorth3 from the
“NIST Biometric Image Software” (NBIS) package (avail-
able at http://fingerprint.nist.gov/NBIS/)
for minutiae detection and matching, respectively. As the
second minutiae-based matcher type we use the Finger-
print SDK 2009 as developed by Griaule Biometrics (in
particular the Java version of the SDK, denoted as GF,
retrieved from http://www.griaulebiometrics.
com/page/fingerprint_sdk). As the third minutiae-
based matcher type we use VeriFinger which is developed
by Neurotechnology. For integration in PC- and web-based

application this matcher is available in form of the VeriFin-
ger SDK 6.2, denoted as VF, retrieved from http://www.
neurotechnology.com/verifinger.html. Some
details on the latter two SDKs are given in recent work [10].

Different quality indices evaluate fingerprint image qual-
ity from different perspectives and consider distinct aspects,
in a similar manner how different types of fingerprint match-
ing schemes rely on different fingerprint properties. As a first
quality index, we consider nfiq [14], which is part of the NIST
Biometric Image Software (NBIS) package. It relies on infor-
mation produced by the minutiae detector mindtct and basi-
cally conducts a neural net-based classification of the vector
of detected minutiae into into one of five overall fingerprint
quality classes: excellent (1), very good (2), good (3), fair (4)
and poor (5). The second quality index is based on determin-
ing the block-wise clarity of the ridges and furrow orientation
in the spatial domain (SpatDom [15]). For that purpose, per
foreground-block, the gradient vectors of the gray level inten-
sities are used to build a covariance matrix, based on which
the normalized coherence measure is computed. The final
quality score then consists of a normalized weighted sum of
the coherence measures of all foreground blocks and ranges
from 0 to 1, with 1 being the highest quality value. Con-
trasting to the former two quality indices, the third one aims
to determine fingerprint image quality from a global point of
view in frequency domain (FreqDom [15]). The algorithm
bases on the observation, that the ridge frequency of finger
imprints, scanned at a constant resolution, lies within a spe-
cific range. Thus, image quality is defined in terms of energy
concentration within that frequency band. To extract this in-
formation from a fingerprint images’ power spectrum, a fam-
ily of Butterworth low-pass filters is employed. The extent
of energy concentration is then given by the entropy, whose
value is adjusted in a concluding processing step, in order to
obtain the final quality score. The lower this score, the lower
the fingerprint’s quality.

3. EXPERIMENTS

3.1. Settings

With respect to fingerprint sample data, we employ three out
of four databases provided for the FVC2004 [16] (the syn-
thetic dataset is omitted), each with 500dpi resolution (DB3
with 512 dpi).

In the following, we list the set of StirMark image ma-
nipulations that have been selected for this study. In recent
work [10, 11] we have explained the way each manipu-
lation is defined, how it is parameterised to achieve vary-
ing strength of the manipulation, and we have discussed
which realistic fingerprint acquisition condition could be
modelled by applying the manipulation to fingerprint sam-
ple images. Thus, for corresponding details, please consult
the referenced publications. Here, we employ the following

manipulations: Additive Noise (noise), Median Cut Filter-
ing (medianCut), Convolution Filtering – Mean Filtering
(convMean), Convolution Filtering – Modified Gaussian
Filtering (convGauss), Remove Lines (rml), Rotation
(rot), Stretching in X-direction (affineXstretch),
Stretching in Y-direction (affineYstretch), Shear-
ing in Y-direction (affineYshear), Shearing in X- and
Y-direction (affineXYshear), Small Random Distor-
tions (rnddist), and Latest Small Random Distortions
(lrnddist). Overall, we use 12 types of StirMark manip-
ulations, each of which with 3 to 10 intensity levels [10, 11],
i.e. overall 91 different manipulations per image.

The procedure for recognition performance evaluation is
basically the same in all FVCs, from 2000 to 2006. We fol-
low this specification by conducting all genuine tests and the
required impostor tests for DB1, DB2, and DB3, thereby ob-
taining FNMR and FMR as required. Finally, equal error rate
(EER) is determined and used as measure for recognition ac-
curacy to compare different settings.

With respect to matching StirMark manipulated finger-
print images, the enrolled gallery image is taken in its original
(non-manipulated) version, while the probe image involved
in matching is the manipulated one. Thus, for each matching
scheme, for each manipulation type, and for each manipula-
tion strength we are able to compute the corresponding EER,
overall 91 EER values per database per matching scheme, ar-
ranged in lists of increasing manipulation strength. Concern-
ing quality measurement, we generate quality indices for all
involved images and generate mean values per manipulation
type and intensity level. From these data, we generate lists
of quality mean values, ordered by manipulation intensity as
well. Subsequently, the ordered lists of EERs and quality
mean values are then related using Spearman’s rank order cor-
relation per manipulation type, per quality measure, and per
fingerprint matcher. Of course, the aim is to derive a measure
of how well the quality estimates delivered by the quality in-
dices fit with the actually observed matching performances.

3.2. Results

As the Spearman’s rank order correlation results turned out
to be almost identical for the three minutiae-based matchers,
we show only plots with averaged correlation values in Figs.
1, 4, and 6. There is one manipulation type with rather uni-
form results – rotation does not affect quality indices while it
does affect most matching schemes [10, 11], thus, the result-
ing correlation is consistently low in most cases.

We screen the results for quality indices where correla-
tion is close to zero (low) for some data sets or matcher types,
while it is clearly positive or negative (high) for other con-
ditions. Existence of such results does indicate that quality
indices need to be assessed for each data set and matching
scheme separately, while the absence of such results allows
to draw data and matcher-independent conclusions.

Fig. 1 exhibits low correlation values for rml,aff.shear,
aff.XYshear,lrnddist for nfiq. The FC results on the
same data set shows higher rml correlation for nfiq in Fig. 2,
while a correlation of -1 is observed for POC in Fig. 3. Thus,
significant inter-matcher variability is observed for nfiq.
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Fig. 1. Mean correlation for minutiae-based matchers (DB1).

Considering FreqDom, Figs. 1 and 2 display low correla-
tion for noise, however, Fig. 3 reveals high correlation for
noise for the POC matcher, again a case of inter-matcher
variaility. The same is observed for aff.Ystretch, where
correlation idential to zero is seen for FC and POC but much
higher correlation for minutiae-based matching.
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Fig. 2. Correlation for FC on DB1.

The SpatDom index provides consistent results for DB1,
except for noise, where we find high correlation for minutiae-
based matching and FC, but low correlation again for POC.

Comparing Figs. 1 and 4 facilitates a inter-data set
comparison. Considering nfiq, we find high correlations
for aff.Yshear,aff.XYshear,lrnddist on DB2,
while these values have found to be low on DB1. Thus,
significant inter-data set variability is found for nfiq and
minutiae-based matching schemes, which is really a surprise,
since both measurement types rely on minutiae sets.

Further inter-data set variability can be observed when
comparing Figs. 2 and 5 with respect to nfiq (here in both
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Fig. 3. Correlation for POC on DB1.
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Fig. 4. Mean correlation for minutiae-based matchers (DB2).

cases FC matching results are considered): High values on
DB1 are seen for noise,medianCut,convMean while
these values are low on DB2. Conversely, low values on DB1
are seen on DB1 for aff.Yshear,aff.XYshear,
lrnddist while these values are high for DB2. But also
SpatDom exhibits a similar data-dependent discrepancy for
rnddist as well as FreqDom for aff.Ystretch.
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When considering results achieved on DB3, again inter-

data set variability may be observed (Fig. 6): nfiq results cor-
respond better to DB2 except for aff.Xstretch,
aff.Yshear, the behaviour on DB1 is much more differ-
ent.
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A further example of inter-matcher variabilty is found
when comparing Fig. 6 and 7: For SpatDom, low correlation
values are seen with FC matching for medianCut,
convMean,convGauss, while high values are obtained
for the minutiae-based matchers. Also for nfiq, we find an
example of low correlation with FC for rml while the cor-
responding correlation values with minutiae-based matching
are found to be high.
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Fig. 7. Correlation for FC on DB3.

4. DISCUSSION AND CONCLUSION

Our systematic evaluation methodology reveals both, cases of
significant inter-data set variability as well as cases of signif-
icant inter-matcher variability with respect to rank order cor-
relation between recognition accuracy and fingerprint image
quality. Such effects are found for all three example finger-
print quality indices. Therefore, we conclude that the pro-
posed methodology is a sensible and necessary tool to eval-
uate fingerprint quality assessment techniques. In particular,

we reveal that fingerprint image quality indices need to be
related to different data sets (or sensors) and different finger-
print matching schemes separately. Thus, the idea of a gen-
eral purpose fingerprint quality index applicable to any sensor
/ matching scheme combination does not seem to have come
into existence so far – a result already to be expected by the
observed high inter-sensor and inter-matching scheme vari-
abilities observed in [10, 11].
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cases FC matching results are considered): High values on
DB1 are seen for noise,medianCut,convMean while
these values are low on DB2. Conversely, low values on DB1
are seen on DB1 for aff.Yshear,aff.XYshear,
lrnddist while these values are high for DB2. But also
SpatDom exhibits a similar data-dependent discrepancy for
rnddist as well as FreqDom for aff.Ystretch.
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When considering results achieved on DB3, again inter-

data set variability may be observed (Fig. 6): nfiq results cor-
respond better to DB2 except for aff.Xstretch,
aff.Yshear, the behaviour on DB1 is much more differ-
ent.
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A further example of inter-matcher variabilty is found
when comparing Fig. 6 and 7: For SpatDom, low correlation
values are seen with FC matching for medianCut,
convMean,convGauss, while high values are obtained
for the minutiae-based matchers. Also for nfiq, we find an
example of low correlation with FC for rml while the cor-
responding correlation values with minutiae-based matching
are found to be high.
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4. DISCUSSION AND CONCLUSION

Our systematic evaluation methodology reveals both, cases of
significant inter-data set variability as well as cases of signif-
icant inter-matcher variability with respect to rank order cor-
relation between recognition accuracy and fingerprint image
quality. Such effects are found for all three example finger-
print quality indices. Therefore, we conclude that the pro-
posed methodology is a sensible and necessary tool to eval-
uate fingerprint quality assessment techniques. In particular,

we reveal that fingerprint image quality indices need to be
related to different data sets (or sensors) and different finger-
print matching schemes separately. Thus, the idea of a gen-
eral purpose fingerprint quality index applicable to any sensor
/ matching scheme combination does not seem to have come
into existence so far – a result already to be expected by the
observed high inter-sensor and inter-matching scheme vari-
abilities observed in [10, 11].
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Abstract – Voice conversion (Vc) techniques, which modify 
a speaker’s voice to sound like another’s, present a threat to 
automatic speaker verification (sV) systems. in this paper, 
we evaluate the vulnerability of a state-of-the-art sV system 
against a converted speech spoofing attack. To overcome the 
spoofing attack, we implement state-of-the-art converted 
speech detectors based on short- and long-term features. We 
propose a new converted speech detector using a compact 
feature representation and a discriminative modeling 
approach. We experiment pairing converted speech 
detectors based on short- and long-term features to improve 
converted speech detection.  The results indicate that the 
proposed converted speech detector pair outperforms state-
of-the-art ones, achieving a detection accuracy of 97.9% for 
natural utterances and 98.0% for converted utterances. We 
include the anti-spoofing mechanism in our sV system as a 
post-processing module for accepted trials and reevaluate its 
performance, comparing it with the performance of an ideal 
system. Our results show that the SV system’s performance 
returns to acceptable values, with less than 1.6% equal 
error rate (eer) change. 

I. INTRODUCTION 
Speaker verification (SV) is the binary task of 

accepting or rejecting a claimed identity, based on a user’s 
utterance [1]. This task falls under the broader category of 
biometrics and, as such, has many applications in access 
control systems, telephone banking, voice mail or calling 
cards [1][2]. The security of SV systems can be threatened 
by other speech processing techniques, particularly voice 
conversion (VC)[3], whose task is to modify the one 
speaker’s voice characteristics, the source speaker, into 
sounding as if they were of another speaker, the target 
speaker, without changing the linguistic contents of the 
converted utterance. A converted utterance of the source 
speaker into the target speaker could then be used to try to 
attack or fool a security system.   

The vulnerability of SV systems against spoofing 
attacks has been widely recognized [4][5]. In order to 
protect a SV system against a spoofing attack of synthetic 
nature (either converted speech or synthetic speech) and 
make it more robust, one may implement a synthetic 
speech detection module that discriminates between 
natural and synthetic speech. The development of 
synthetic speech detectors is a relatively recent research 
topic [6][7][8][9][10].  

The goal of this study is to investigate the performance 
of SV systems against converted speech attacks. We start 
by evaluating the vulnerability of a state-of-the-art i-
vector SV system against a GMM-based and a unit 

selection (US) -based converted speech corpus with 
telephone quality. Secondly we implement two state-of-
the-art converted speech detectors as in [7][8] where the 
detectors are based on short- and long-term features, 
extracted from both the magnitude or the modified group 
delay function phase spectrum (MGDFPS). The features 
are used to train GMM-based detectors. Then we fuse the 
scores of the two systems using logistic regression 
optimization. Thirdly we propose a new converted speech 
detector trained with a compact representation of the 
features extracted previously and using a discriminative 
learning model, as we consider it more suitable for a 
binary discrimination task which is the case of converted 
speech detection. For this we adopted a support vector 
machine (SVM). The scores of the two converted speech 
detectors are fused as in the previous case. Finally we 
incorporate the best converted speech detectors in our SV 
system, as an anti-spoofing mechanism and reevaluate its 
performance, comparing it with the performance of the 
system without protection and to the performance of an 
ideal anti-spoofing mechanism. 

This paper is organized as follows: section II describes 
the speaker verification system, based on total variability 
modeling, that was used to conduct this study; section III 
briefly describes the two voice conversion methods used 
to create our spoofing corpora; the state-of-the-art and the 
proposed converted speech detectors are presented in 
section IV; our experiments are described on section V 
and, lastly some conclusions are drawn on section VI. 

II. SPEAKER VERIFICATION SYSTEM 
In this study we consider a state-of-the-art SV system 

based on i-vectors, as proposed in [11].    

A. I-vectors 
I-vectos are based on total variability modeling, a 

technique that rapidly emerged as a powerful approach for 
SV and has become a current de facto standard. In this 
approach, closely related to the joint factor analysis (JFA), 
the speaker and channel variability of a high dimensional 
GMM supervector are jointly modeled as a single low-
rank total-variability space. The low-dimensional total-
variability factors are extracted from a speech segment to 
form a vector, called i-vector, which represents the speech 
segment in a compact and efficient way.  

In our experiments, we computed the i-vectors based 
on MFCC features extracted in 20ms frames, updated 
every10ms. Each feature vector had 12 MFCC, log-energy 
and the corresponding velocities and accelerations, 
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performance, comparing it with the performance of an ideal 
system. Our results show that the SV system’s performance 
returns to acceptable values, with less than 1.6% equal 
error rate (eer) change. 

I. INTRODUCTION 
Speaker verification (SV) is the binary task of 

accepting or rejecting a claimed identity, based on a user’s 
utterance [1]. This task falls under the broader category of 
biometrics and, as such, has many applications in access 
control systems, telephone banking, voice mail or calling 
cards [1][2]. The security of SV systems can be threatened 
by other speech processing techniques, particularly voice 
conversion (VC)[3], whose task is to modify the one 
speaker’s voice characteristics, the source speaker, into 
sounding as if they were of another speaker, the target 
speaker, without changing the linguistic contents of the 
converted utterance. A converted utterance of the source 
speaker into the target speaker could then be used to try to 
attack or fool a security system.   

The vulnerability of SV systems against spoofing 
attacks has been widely recognized [4][5]. In order to 
protect a SV system against a spoofing attack of synthetic 
nature (either converted speech or synthetic speech) and 
make it more robust, one may implement a synthetic 
speech detection module that discriminates between 
natural and synthetic speech. The development of 
synthetic speech detectors is a relatively recent research 
topic [6][7][8][9][10].  

The goal of this study is to investigate the performance 
of SV systems against converted speech attacks. We start 
by evaluating the vulnerability of a state-of-the-art i-
vector SV system against a GMM-based and a unit 

selection (US) -based converted speech corpus with 
telephone quality. Secondly we implement two state-of-
the-art converted speech detectors as in [7][8] where the 
detectors are based on short- and long-term features, 
extracted from both the magnitude or the modified group 
delay function phase spectrum (MGDFPS). The features 
are used to train GMM-based detectors. Then we fuse the 
scores of the two systems using logistic regression 
optimization. Thirdly we propose a new converted speech 
detector trained with a compact representation of the 
features extracted previously and using a discriminative 
learning model, as we consider it more suitable for a 
binary discrimination task which is the case of converted 
speech detection. For this we adopted a support vector 
machine (SVM). The scores of the two converted speech 
detectors are fused as in the previous case. Finally we 
incorporate the best converted speech detectors in our SV 
system, as an anti-spoofing mechanism and reevaluate its 
performance, comparing it with the performance of the 
system without protection and to the performance of an 
ideal anti-spoofing mechanism. 

This paper is organized as follows: section II describes 
the speaker verification system, based on total variability 
modeling, that was used to conduct this study; section III 
briefly describes the two voice conversion methods used 
to create our spoofing corpora; the state-of-the-art and the 
proposed converted speech detectors are presented in 
section IV; our experiments are described on section V 
and, lastly some conclusions are drawn on section VI. 

II. SPEAKER VERIFICATION SYSTEM 
In this study we consider a state-of-the-art SV system 

based on i-vectors, as proposed in [11].    

A. I-vectors 
I-vectos are based on total variability modeling, a 

technique that rapidly emerged as a powerful approach for 
SV and has become a current de facto standard. In this 
approach, closely related to the joint factor analysis (JFA), 
the speaker and channel variability of a high dimensional 
GMM supervector are jointly modeled as a single low-
rank total-variability space. The low-dimensional total-
variability factors are extracted from a speech segment to 
form a vector, called i-vector, which represents the speech 
segment in a compact and efficient way.  

In our experiments, we computed the i-vectors based 
on MFCC features extracted in 20ms frames, updated 
every10ms. Each feature vector had 12 MFCC, log-energy 
and the corresponding velocities and accelerations, 
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totaling 39 dimensions. The total variability matrix was 
estimated according to [11] using a universal background 
model (UBM) composed by 1024 Gaussians that was 
trained using the 1conv4w-1conv4w training data subsets 
of NIST SRE 2004 and 2005 corpora. The dimension of 
the total variability sub-space was set to 400. No channel 
compensation or probabilistic linear discriminant analysis 
(PLDA) were applied, making this a simple SV system. 

The verification score is obtained by simple cosine 
similarity between the target speaker i-vector and the test 
segment i-vector. 

III. VOICE CONVERSION METHODS 
In order to simulate the spoofing attacks to our SV 

system we considered two different voice conversion 
methods: GMM-based voice conversion, and US-based 
voice conversion. 

A. GMM-based conversion 
One of the most popular methods for voice conversion 

was originally proposed by [12] and is based on the joint 
density Gaussian mixture model. 

This model requires N-dimensional time aligned 
acoustic features,   [             ] , from the source 
speaker and   [             ] , from the target 
speaker, determined, for instance, by Dynamic Time 
Warping (DTW). 

In the GMM algorithm, the joint probability function 
of the acoustic features is defined as: 
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is the posterior probabi-

lity of the source vector belonging to the    mixture 
component. 
B. Unit Selection-based conversion 

Unlike GMM-based voice conversion, US-based voice 
conversion does not require parallel data between 
speakers; instead, it uses the target speaker’s voice to 
directly synthesize new speech [14].  

The goal of US is to, given a sequence of source 
speech features,      find the best fitting sequence of target 
speech features,    , that minimizes the target cost (an 
estimate of the difference between the database unit    
and the target    which it is supposed to represent), and 
the concatenation cost (an estimate of the quality of a join 

between the consecutive units      and   ) [15]. The 
target vector sequence is given by:  
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where   is a parameter to adjust the tradeoff between 
fitting the accuracy of source and target sequences and the 
spectral continuity criteria. 

IV. CONVERTED SPEECH DETECTION MODULES 
A good approach to build a converted speech detector 

is to train a model that characterizes the converted speech 
signal. The features used to train such a model should 
contain relevant information on the characteristics of 
converted speech vs. natural speech. 

The most common methods for voice conversion use 
features derived from short-term magnitude spectrum to 
train and estimate the conversion. Hence, during the 
conversion process, information that is not from frame 
level and relative to the magnitude spectrum is left out. 
Particular examples of discarded information include 
information about the phase spectrum, and information 
about the evolution of the speech signal over time. As a 
consequence of this information loss, systematical 
artifacts are produced in the converted speech.  

A. Information extraction 
In [7][8] it is suggested that good features used to 

characterize converted speech may be extracted from the 
MGDFPS or from the temporal modulation of either the 
magnitude or the MGDFPS. The goal of using such 
features is to easily detect the artifacts on converted 
speech created by the information lost during the analysis-
synthesis process of voice conversion.  

1) Phase information  
In order to extract features derived directly from the 

phase spectrum of a speech signal, it is necessary to 
compute the unwrapped phase [15]. An alternative that is 
computationally simpler is using the group delay function 
phase spectrum (GDFPS) [16], which has the additional 
advantage of reducing the effects of noise. 

The GDFPS is a measure of non-linearity of the phase 
spectrum [17] and is defined as the negative derivative of 
the phase spectrum with respect to the frequency: 
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Where   ( )  and   ( )  are the short time Fourier 
transform (STFT) of  ( )  and   ( ) ,   ( ) ,   ( ) , 
  ( ) and    ( ) are the real and imaginary part of  ( ) 
and  ( ), respectively. 

Given a speech signal, the computation of group delay 
cepstral coefficients (GDCC) for each speech segment, 
 ( ) , of 20ms, updated every 10ms was achieved as 
follows: 

1. Computing the STFT  ( )  and  ( )  of  ( ) 
and   ( ), respectively. 

2. Computing the GDFPS as in Equation (4). 

3. Applying a 24 filter Mel-frequency filterbank to 
the MGDFPS to obtain filter-bank coefficients. 

4. Applying the discrete cosine transform (DCT) to 
the filter-bank coefficients to obtain 12 GDCC. 

The resulting 12 GDCC are used as feature vectors for 
model training. For comparison sake, tests will also 
include de facto standard features (12 MFCC, without 
deltas or delta-deltas, extracted from the same speech 
frames). 

2) Temporal modulation information 
To capture the correlation between frames and the 

temporal characteristics of features trajectories both in the 
magnitude spectrum and in the GDFPS, we compute the 
magnitude modulation (MM) features and the phase 
modulation (PM) features, respectively [8]. 

The MM were derived as follows: 

1. Dividing the power spectrogram into 50 frame 
segments with a 30 frame overlap. 

2. Applying a 20 filter Mel-filterbank to the 
spectrogram to obtain the filter-bank coefficients, 
forming an       matrix. 

3. Applying mean variance normalization (MVN) to 
the trajectory of each filter-bank. 

4. Computing the 64-point FFT of the 20 normalized 
trajectories. 

5. Concatenating every modulation spectra to form a 
          coefficients modulation 
supervector. 

6. Applying principal component analysis (PCA) to 
the modulation supervector to reduce dimension-
nality and eliminate dimensions with high correla-
tion. We kept the 10 projected dimensions with 
the largest associated variance. 

The MM feature vectors are then 10-dimensional and 
are used as feature vectors for model training. 

To derive the PM features, we followed the same 
steps, but applying them to the group delay function phase 
spectrogram instead of the power spectrogram. 

B. Model training 
In this study, we modeled the feature distributions with 

a generative model, the GMM, which is the preferred 
model for state-of-the-art converted speech detectors. We 
propose a new compact representation of the features that 
we model this using a discriminative approach, the SVM. 

1) GMM model 
Two GMM models are trained, one with natural data 

and another with converted data. The converted or natural 
decision is done based on the log likelihood radio: 
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where   is the feature vector sequence of the test 
utterance,          and            are the GMM models for 
converted and natural speech, respectively.  

For the GMM models of the short-term features we 
studied (MFCC and GDCC), we adopted 512 Gaussian 

components to model the distributions. For the long-term 
features (MM and PM) we adopted 32 Gaussian 
components. We chose a smaller number of components 
for the latter features because those are extracted over a 
longer speech segment. 

2) SVM 
The converted or natural discrimination task is a 

binary task; as such, we considered studying the 
performance of a discriminative approach to address it. 
Over the last decade, SVM-based methods have been out-
performing log likelihood ratio-based methods in SV 
problems [18], which further motivated us to try this 
approach. 

Given a training set of labeled, two-class examples, an 
SVM estimates a hyperplane that maximizes the 
separation of the two classes, after transforming it to a 
high dimensional space via Kernel function. SVMs are 
constructed as a weighted sum of a kernel function: 
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where   is the input data,   is the number of support 
vectors,    and   are training parameters,    are the 
support vectors, obtained via an optimization process. 

In this study we chose a linear kernel and sequential 
minimal optimization (SMO) as the optimization 
algorithm. 

Traditionally, the output of an SVM for inputed test 
data is a predicted label, p.e. 0 or 1. This label is assigned 
depending on which side of the separating hyperplane do 
the test input features fall on. A more detailed output is the 
distance of test features to the hyperplane. We opted to 
use that distance as our SVM output in order to allow a 
finer score fusion for the two systems. 

a) Compact feature representation 
The previously described feature representation (used 

in the state-of-the-art converted speech detectors) resulted 
in a matrix of      coefficients for each speech file, 
where N is the number of frames in the file and C is the 
number of coefficients of the feature vectors. This meant 
that, for each minute of speech, with features extracted 
every 10 ms, we would have a 6       matrix. 

Alternatively to this consuming, full representation of 
information, we propose the use of a lighter feature 
representation. To use this feature representation, given a 
speech file, we do feature extraction as described and fit a 
normal curve to the distribution of each of the coefficients. 
We keep the fitted parameters, the average and standard 
deviation of each coefficient over the whole utterance and 
form a new feature vector, of dimension     , that 
compactly represents the speech file. Comparatively to the 
full representation we decrease the number of feature 
vectors approximately     times. 

This representation conversion can be made after 
feature extraction or during the feature extraction process. 

The greatest advantage of such representation is that it 
reduces the training time of the model from several hours 
to a few seconds. 
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totaling 39 dimensions. The total variability matrix was 
estimated according to [11] using a universal background 
model (UBM) composed by 1024 Gaussians that was 
trained using the 1conv4w-1conv4w training data subsets 
of NIST SRE 2004 and 2005 corpora. The dimension of 
the total variability sub-space was set to 400. No channel 
compensation or probabilistic linear discriminant analysis 
(PLDA) were applied, making this a simple SV system. 

The verification score is obtained by simple cosine 
similarity between the target speaker i-vector and the test 
segment i-vector. 

III. VOICE CONVERSION METHODS 
In order to simulate the spoofing attacks to our SV 

system we considered two different voice conversion 
methods: GMM-based voice conversion, and US-based 
voice conversion. 

A. GMM-based conversion 
One of the most popular methods for voice conversion 

was originally proposed by [12] and is based on the joint 
density Gaussian mixture model. 

This model requires N-dimensional time aligned 
acoustic features,   [             ] , from the source 
speaker and   [             ] , from the target 
speaker, determined, for instance, by Dynamic Time 
Warping (DTW). 

In the GMM algorithm, the joint probability function 
of the acoustic features is defined as: 
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The mapping function [13] used to convert features 
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is the posterior probabi-

lity of the source vector belonging to the    mixture 
component. 
B. Unit Selection-based conversion 

Unlike GMM-based voice conversion, US-based voice 
conversion does not require parallel data between 
speakers; instead, it uses the target speaker’s voice to 
directly synthesize new speech [14].  

The goal of US is to, given a sequence of source 
speech features,      find the best fitting sequence of target 
speech features,    , that minimizes the target cost (an 
estimate of the difference between the database unit    
and the target    which it is supposed to represent), and 
the concatenation cost (an estimate of the quality of a join 

between the consecutive units      and   ) [15]. The 
target vector sequence is given by:  
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where   is a parameter to adjust the tradeoff between 
fitting the accuracy of source and target sequences and the 
spectral continuity criteria. 

IV. CONVERTED SPEECH DETECTION MODULES 
A good approach to build a converted speech detector 

is to train a model that characterizes the converted speech 
signal. The features used to train such a model should 
contain relevant information on the characteristics of 
converted speech vs. natural speech. 

The most common methods for voice conversion use 
features derived from short-term magnitude spectrum to 
train and estimate the conversion. Hence, during the 
conversion process, information that is not from frame 
level and relative to the magnitude spectrum is left out. 
Particular examples of discarded information include 
information about the phase spectrum, and information 
about the evolution of the speech signal over time. As a 
consequence of this information loss, systematical 
artifacts are produced in the converted speech.  

A. Information extraction 
In [7][8] it is suggested that good features used to 

characterize converted speech may be extracted from the 
MGDFPS or from the temporal modulation of either the 
magnitude or the MGDFPS. The goal of using such 
features is to easily detect the artifacts on converted 
speech created by the information lost during the analysis-
synthesis process of voice conversion.  

1) Phase information  
In order to extract features derived directly from the 

phase spectrum of a speech signal, it is necessary to 
compute the unwrapped phase [15]. An alternative that is 
computationally simpler is using the group delay function 
phase spectrum (GDFPS) [16], which has the additional 
advantage of reducing the effects of noise. 

The GDFPS is a measure of non-linearity of the phase 
spectrum [17] and is defined as the negative derivative of 
the phase spectrum with respect to the frequency: 
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Where   ( )  and   ( )  are the short time Fourier 
transform (STFT) of  ( )  and   ( ) ,   ( ) ,   ( ) , 
  ( ) and    ( ) are the real and imaginary part of  ( ) 
and  ( ), respectively. 

Given a speech signal, the computation of group delay 
cepstral coefficients (GDCC) for each speech segment, 
 ( ) , of 20ms, updated every 10ms was achieved as 
follows: 

1. Computing the STFT  ( )  and  ( )  of  ( ) 
and   ( ), respectively. 

2. Computing the GDFPS as in Equation (4). 

3. Applying a 24 filter Mel-frequency filterbank to 
the MGDFPS to obtain filter-bank coefficients. 

4. Applying the discrete cosine transform (DCT) to 
the filter-bank coefficients to obtain 12 GDCC. 

The resulting 12 GDCC are used as feature vectors for 
model training. For comparison sake, tests will also 
include de facto standard features (12 MFCC, without 
deltas or delta-deltas, extracted from the same speech 
frames). 

2) Temporal modulation information 
To capture the correlation between frames and the 

temporal characteristics of features trajectories both in the 
magnitude spectrum and in the GDFPS, we compute the 
magnitude modulation (MM) features and the phase 
modulation (PM) features, respectively [8]. 

The MM were derived as follows: 

1. Dividing the power spectrogram into 50 frame 
segments with a 30 frame overlap. 

2. Applying a 20 filter Mel-filterbank to the 
spectrogram to obtain the filter-bank coefficients, 
forming an       matrix. 

3. Applying mean variance normalization (MVN) to 
the trajectory of each filter-bank. 

4. Computing the 64-point FFT of the 20 normalized 
trajectories. 

5. Concatenating every modulation spectra to form a 
          coefficients modulation 
supervector. 

6. Applying principal component analysis (PCA) to 
the modulation supervector to reduce dimension-
nality and eliminate dimensions with high correla-
tion. We kept the 10 projected dimensions with 
the largest associated variance. 

The MM feature vectors are then 10-dimensional and 
are used as feature vectors for model training. 

To derive the PM features, we followed the same 
steps, but applying them to the group delay function phase 
spectrogram instead of the power spectrogram. 

B. Model training 
In this study, we modeled the feature distributions with 

a generative model, the GMM, which is the preferred 
model for state-of-the-art converted speech detectors. We 
propose a new compact representation of the features that 
we model this using a discriminative approach, the SVM. 

1) GMM model 
Two GMM models are trained, one with natural data 

and another with converted data. The converted or natural 
decision is done based on the log likelihood radio: 

 ( )      (          )      (            )  

where   is the feature vector sequence of the test 
utterance,          and            are the GMM models for 
converted and natural speech, respectively.  

For the GMM models of the short-term features we 
studied (MFCC and GDCC), we adopted 512 Gaussian 

components to model the distributions. For the long-term 
features (MM and PM) we adopted 32 Gaussian 
components. We chose a smaller number of components 
for the latter features because those are extracted over a 
longer speech segment. 

2) SVM 
The converted or natural discrimination task is a 

binary task; as such, we considered studying the 
performance of a discriminative approach to address it. 
Over the last decade, SVM-based methods have been out-
performing log likelihood ratio-based methods in SV 
problems [18], which further motivated us to try this 
approach. 

Given a training set of labeled, two-class examples, an 
SVM estimates a hyperplane that maximizes the 
separation of the two classes, after transforming it to a 
high dimensional space via Kernel function. SVMs are 
constructed as a weighted sum of a kernel function: 
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where   is the input data,   is the number of support 
vectors,    and   are training parameters,    are the 
support vectors, obtained via an optimization process. 

In this study we chose a linear kernel and sequential 
minimal optimization (SMO) as the optimization 
algorithm. 

Traditionally, the output of an SVM for inputed test 
data is a predicted label, p.e. 0 or 1. This label is assigned 
depending on which side of the separating hyperplane do 
the test input features fall on. A more detailed output is the 
distance of test features to the hyperplane. We opted to 
use that distance as our SVM output in order to allow a 
finer score fusion for the two systems. 

a) Compact feature representation 
The previously described feature representation (used 

in the state-of-the-art converted speech detectors) resulted 
in a matrix of      coefficients for each speech file, 
where N is the number of frames in the file and C is the 
number of coefficients of the feature vectors. This meant 
that, for each minute of speech, with features extracted 
every 10 ms, we would have a 6       matrix. 

Alternatively to this consuming, full representation of 
information, we propose the use of a lighter feature 
representation. To use this feature representation, given a 
speech file, we do feature extraction as described and fit a 
normal curve to the distribution of each of the coefficients. 
We keep the fitted parameters, the average and standard 
deviation of each coefficient over the whole utterance and 
form a new feature vector, of dimension     , that 
compactly represents the speech file. Comparatively to the 
full representation we decrease the number of feature 
vectors approximately     times. 

This representation conversion can be made after 
feature extraction or during the feature extraction process. 

The greatest advantage of such representation is that it 
reduces the training time of the model from several hours 
to a few seconds. 
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C. Score Fusion 
The features extracted from short-time features carry 

complementary information to the long term-features [7]. 
As such, it may be useful to fuse the scores of the two 
converted speech detectors in order to make the overall 
performance of the anti-spoofing mechanism more robust. 

To perform the score fusion, we have used the fusion 
algorithms implemented in the BOSARIS toolkit for 
matlab [19], which performs logistic regression to fuse 
multiple sub-systems of binary classification. 

V. EXPERIMENTAL SETUP AND RESULTS 

A. Corpora 
In this study we use 4 main speech corpora, either 

taken directly from the NIST SRE2006 or derived from it: 
1) 782 files of the training data in the core task, 1conv4w-
1conv4w, of NIST SRE2006; 2) 3647 randomly chosen 
files of the test data in of the same subset of NIST 
SRE2006; 3) a set of 2904 files of GMM-based converted 
speech; 4) a set 2902 files of US-based converted speech. 

The converted corpora used utterances from the NIST 
SRE2006 3conv4w and 8conv4w training sections as 
source data and the conversion matched randomly chosen 
same gender speakers from the 1conv4w-1conv4w of the 
NIST SRE2006. 

Table I summarizes the usage of the available corpora 
for training and testing the several systems. We note that 
there is no file overlap on the training and testing sets.  

TABLE I. CORPORA USED FOR MODEL TRAINING AND 
TESTING 

sre2006 
1conv4w-
1conv4w 

train

sre2006 
1conv4w-
1conv4w 

test

gMM-
based 

converted 
speech

Us-based 
converted 

speech

train 782
test 3647 2447 2449
train 300 300 300
test 2459 2447 2449

SV system

converted 
detectors  

B. Spoofing data against speaker verification system 
As performance measure for the SV system we 

consider the EER.  

The system was tested against 1458 natural genuine 
trials and 2700 natural impostor trials. To simulate 
spoofing attacks, we added to the test trials 2164 GMM-
based converted impostor trials and 2196 US-based 
converted impostor trials. The EER is presented in Table 
II. The system detection error tradeoff (DET) curve is 
presented in Fig. 1. 

Table II shows that the EER increased when the 
system was under a spoofing attack, a result in line with 
other previous studies. We note that our system is slightly 
more vulnerable to attacks with US-based converted data 
than with GMM-based converted data.  

The increase of the EER is a result of the increased 
number of false acceptances (FA) of the system, a 
consequence of all the misclassifications of the converted 
impostor trials. The number of misses remained constant.  

 
Fig. 1 DET curve of the SV system performance when against natural 
data; natural data and converted GMM impostors; natural data and US 

impostors   

TABLE II. EER % OF SV SYSTEM PERFORMANCE AGAINST 
NATURAL DATA; NATURAL DATA AND GMM-BASED 

IMPOSTORS; NATURAL DATA AND US-BASED IMPOSTORS 

Baseline (no conversion) 9.4
GMM-based conversion 18.9

US-based conversion 20.0

Voice conversion method sV system 
performance (eer %)

 
C. Spoofing data against converted speech detectors 

Firstly we evaluated the performance of the converted 
speech detectors separately, using as performance measure 
the system accuracy (Acc) percentage. 

Every converted speech detector was trained and 
tested with the same train and test sets, for better 
comparability of the performance. The test set consisted of 
2459 natural speech files, 2447 GMM-based converted 
speech files and 2449 US-based converted speech files. 
We measured the Acc% of the natural and converted files.  

Table III summarizes the performance of the converted 
speech detector for each combination of model, short-term 
feature and training data. The results for the long-term 
features are presented in Table IV. 

From Tables III and IV we can make the following 
observations: mixing converted train data (GMM-based 
and US-based) does not always improve the performance 
of the detector. Regarding the converted detectors trained 
with short-term features, we observed that the ones using 
GDCC over-performed the ones using MFCCs, a result in 
line with previous studies, that confirms the efficiency of 
discriminating natural and converted speech through 
searching for the artifacts created in the phase spectrum 
during the analysis-synthesis stage of the conversion. 

It is unclear which of the long-term features performs 
better, given the similar accuracy for equivalent testing 
conditions. The systems averaged 68.7% for the PM 
modeled by a GMM, 68.7% for the MM modeled by 
GMM, 79.6% for the PM modeled by SVM and 80.1% for 
MM modeled by SVM, which confirms that the 
modulation features contain important information on the 
naturalness of the speech signal. 

Comparing the performance of the two models, we 
observed that, with the exception of the model trained 
with MFCC as features, the proposed SVM out-performed 
the GMM models in the majority of the test scenarios. In 
particular, we highlight the SVM scores obtained by the 
detector trained with mixed converted data, using GDCC 
as features, which averaged 97.9% accuracy. 

We proceeded to fuse the scores of our speech 
detectors that modeled short and long-term information. 
For this, we considered only relevant features, leaving out 
the MFCC as a consequence of poor performance. The 
fusions we considered were the following: 1) GDCC and 
MM for every condition; 2) GDCC and PM for every 
condition. The results relative to the score fusion are 
presented in Table V. 

TABLE III. PERFORMANCE (ACC %)OF THE CONVERTED 
SPEECH DETECTORS USING SHORT-TERM FEATURES WITH 

VARIABLE TRAIN, TEST AND MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 87.0 89.5 75.2 54.9

US 87.0 20.6 71.6 45.4
GMM 85.4 95.3 68.0 74.9

US 85.4 89.3 82.8 88.2
GMM 84.6 93.4 65.9 78.2

US 84.6 79.8 70.6 79.0
GMM 91.0 89.4 97.5 94.4

US 91.0 52.1 97.9 80.0
GMM 96.1 86.8 98.2 84.6

US 96.1 74.0 82.1 93.9
GMM 91.5 92.3 97.7 98.0

US 91.5 77.1 97.6 98.5

GDCC

GMM

US

mix

Short-      
-term 

feature

Train 
data

Test 
data

GMM model SVM

MFCC

GMM

US

mix

 

TABLE IV.  PERFORMANCE (ACC %)OF THE CONVERTED 
SPEECH DETECTORS USING LONG-TERM FEATURES WITH 

VARIABLE TRAIN, TEST AND MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 73.1 78.8 75.1 83.4

US 73.1 50.9 75.1 82.4
GMM 73.1 78.8 82.9 61.5

US 73.1 50.9 82.9 90.7
GMM 62.8 72.4 75.7 78.8

US 62.8 74.5 75.7 91.1
GMM 72.0 80.1 73.5 83.8

US 72.0 50.7 73.5 84.1
GMM 72.0 80.1 84.0 64.3

US 72.0 50.7 84.0 90.6
GMM 62.2 75.1 76.7 78.6

US 62.2 74.7 76.7 91.3

Test 
data

GMM model SVM

PM

GMM

US

mix

MM 

GMM

US

mix

Long-     
-term 

feature

Train 
data

 
From Table V we observe that score fusion improved 

the accuracy percentage in most of the test conditions, 
yielding an average of 91.1% for the PM and GDCC 
fusion modeled by GMM, 91.0% for the MM and GDCC 
fusion modeled by GMM, 94.7% for the PM and GDCC 
fusion modeled by the proposed SVM, and 94.8% for the 
MM and GDCC fusion modeled by the proposed SVM.  

 The combination of feature pair, training data and 
model with the highest accuracy was the MM and GDCC, 
trained with mixed data and modeled by the SVM, scoring 
98.0%. This was therefore the combination chosen to 
incorporate our converted detectors in the SV system. 

TABLE V. PERFORMANCE (ACC %)OF THE FUSED 
CONVERTED SPEECH DETECTORS USING SHORT- AND 

LONG-TERM FEATURES WITH VARIABLE TRAIN, TEST AND 
MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 94.5 96.6 98.3 97.5

US 78.0 79.8 92.4 91.8
GMM 93.2 98.5 84.3 83.4

US 84.0 94.5 98.0 98.6
GMM 96.3 95.7 98.1 97.2

US 87.1 94.9 98.1 98.0
GMM 94.6 96.6 98.4 97.5

US 77.3 79.2 92.1 91.6
GMM 93.2 98.1 85.3 83.4

US 84.4 94.9 98.7 98.6
GMM 96.6 96.0 98.2 97.8

US 87.1 94.4 98.0 98.2

Test 
data

GMM model SVM

PM + 
GDCC

GMM

US

mix

MM + 
GDCC

GMM

US

mix

Feature 
pair

Train 
data

 
D. Spoofing data against speeaker verification system 

with anti-spoofing mechanisms 
To reduce the effects of spoofing attacks in the 

performance of our SV system, particularly in the FA, we 
incorporated our best converted speech detector as an anti-
spoofing mechanism as shown in Fig. 2 

In the proposed SV system with anti-spoofing 
mechanisms, the test utterance is verified as in standard 
SV systems. The speaker is considered an impostor if the 
SV system rejects the utterance. If the SV system accepts 
it as belonging to the target speaker, the verification is not 
considered final, undergoing a second stage of testing in 
which the utterance is fed to the anti-spoofing mechanism. 
If it is considered natural, the system accepts it as a target 
speaker utterance; otherwise it is rejected as a converted 
impostor utterance 

The performance of the SV system with the anti-
spoofing mechanism was reevaluated using the same 
metric (EER). This performance was also compared to 
that of a perfect anti-spoofing mechanism, which was 
simulated by assigning the correct output to each impostor 
trial. The performances of the SV system with real and 
ideal anti-spoofing mechanisms are shown in Table VI 
and the corresponding DET curves in Fig. 3. 

 
Fig. 2 SV system with anti-spoofing mechanism based on the fusion of 

two converted speech detectors 

TABLE VI. EER % OF SV SYSTEM PERFORMANCE WITH 
REAL AND IDEAL ANTI-SPOOFING MECHANISM AGAINST 

NATURAL DATA; NATURAL DATA AND GMM-BASED 
IMPOSTORS; NATURAL DATA AND US BASED-IMPOSTORS   

 

Baseline (no conversion) 10.3 9.4
GMM-based conversion 9.1 7.5

US-based conversion 8.9 7.4

Voice conversion 
method

sV w/ ideal 
detectors (eer %)

sV w/ real 
detectors (eer %)
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C. Score Fusion 
The features extracted from short-time features carry 

complementary information to the long term-features [7]. 
As such, it may be useful to fuse the scores of the two 
converted speech detectors in order to make the overall 
performance of the anti-spoofing mechanism more robust. 

To perform the score fusion, we have used the fusion 
algorithms implemented in the BOSARIS toolkit for 
matlab [19], which performs logistic regression to fuse 
multiple sub-systems of binary classification. 

V. EXPERIMENTAL SETUP AND RESULTS 

A. Corpora 
In this study we use 4 main speech corpora, either 

taken directly from the NIST SRE2006 or derived from it: 
1) 782 files of the training data in the core task, 1conv4w-
1conv4w, of NIST SRE2006; 2) 3647 randomly chosen 
files of the test data in of the same subset of NIST 
SRE2006; 3) a set of 2904 files of GMM-based converted 
speech; 4) a set 2902 files of US-based converted speech. 

The converted corpora used utterances from the NIST 
SRE2006 3conv4w and 8conv4w training sections as 
source data and the conversion matched randomly chosen 
same gender speakers from the 1conv4w-1conv4w of the 
NIST SRE2006. 

Table I summarizes the usage of the available corpora 
for training and testing the several systems. We note that 
there is no file overlap on the training and testing sets.  

TABLE I. CORPORA USED FOR MODEL TRAINING AND 
TESTING 

sre2006 
1conv4w-
1conv4w 

train

sre2006 
1conv4w-
1conv4w 

test

gMM-
based 

converted 
speech

Us-based 
converted 

speech

train 782
test 3647 2447 2449
train 300 300 300
test 2459 2447 2449

SV system

converted 
detectors  

B. Spoofing data against speaker verification system 
As performance measure for the SV system we 

consider the EER.  

The system was tested against 1458 natural genuine 
trials and 2700 natural impostor trials. To simulate 
spoofing attacks, we added to the test trials 2164 GMM-
based converted impostor trials and 2196 US-based 
converted impostor trials. The EER is presented in Table 
II. The system detection error tradeoff (DET) curve is 
presented in Fig. 1. 

Table II shows that the EER increased when the 
system was under a spoofing attack, a result in line with 
other previous studies. We note that our system is slightly 
more vulnerable to attacks with US-based converted data 
than with GMM-based converted data.  

The increase of the EER is a result of the increased 
number of false acceptances (FA) of the system, a 
consequence of all the misclassifications of the converted 
impostor trials. The number of misses remained constant.  

 
Fig. 1 DET curve of the SV system performance when against natural 
data; natural data and converted GMM impostors; natural data and US 

impostors   

TABLE II. EER % OF SV SYSTEM PERFORMANCE AGAINST 
NATURAL DATA; NATURAL DATA AND GMM-BASED 

IMPOSTORS; NATURAL DATA AND US-BASED IMPOSTORS 

Baseline (no conversion) 9.4
GMM-based conversion 18.9

US-based conversion 20.0

Voice conversion method sV system 
performance (eer %)

 
C. Spoofing data against converted speech detectors 

Firstly we evaluated the performance of the converted 
speech detectors separately, using as performance measure 
the system accuracy (Acc) percentage. 

Every converted speech detector was trained and 
tested with the same train and test sets, for better 
comparability of the performance. The test set consisted of 
2459 natural speech files, 2447 GMM-based converted 
speech files and 2449 US-based converted speech files. 
We measured the Acc% of the natural and converted files.  

Table III summarizes the performance of the converted 
speech detector for each combination of model, short-term 
feature and training data. The results for the long-term 
features are presented in Table IV. 

From Tables III and IV we can make the following 
observations: mixing converted train data (GMM-based 
and US-based) does not always improve the performance 
of the detector. Regarding the converted detectors trained 
with short-term features, we observed that the ones using 
GDCC over-performed the ones using MFCCs, a result in 
line with previous studies, that confirms the efficiency of 
discriminating natural and converted speech through 
searching for the artifacts created in the phase spectrum 
during the analysis-synthesis stage of the conversion. 

It is unclear which of the long-term features performs 
better, given the similar accuracy for equivalent testing 
conditions. The systems averaged 68.7% for the PM 
modeled by a GMM, 68.7% for the MM modeled by 
GMM, 79.6% for the PM modeled by SVM and 80.1% for 
MM modeled by SVM, which confirms that the 
modulation features contain important information on the 
naturalness of the speech signal. 

Comparing the performance of the two models, we 
observed that, with the exception of the model trained 
with MFCC as features, the proposed SVM out-performed 
the GMM models in the majority of the test scenarios. In 
particular, we highlight the SVM scores obtained by the 
detector trained with mixed converted data, using GDCC 
as features, which averaged 97.9% accuracy. 

We proceeded to fuse the scores of our speech 
detectors that modeled short and long-term information. 
For this, we considered only relevant features, leaving out 
the MFCC as a consequence of poor performance. The 
fusions we considered were the following: 1) GDCC and 
MM for every condition; 2) GDCC and PM for every 
condition. The results relative to the score fusion are 
presented in Table V. 

TABLE III. PERFORMANCE (ACC %)OF THE CONVERTED 
SPEECH DETECTORS USING SHORT-TERM FEATURES WITH 

VARIABLE TRAIN, TEST AND MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 87.0 89.5 75.2 54.9

US 87.0 20.6 71.6 45.4
GMM 85.4 95.3 68.0 74.9

US 85.4 89.3 82.8 88.2
GMM 84.6 93.4 65.9 78.2

US 84.6 79.8 70.6 79.0
GMM 91.0 89.4 97.5 94.4

US 91.0 52.1 97.9 80.0
GMM 96.1 86.8 98.2 84.6

US 96.1 74.0 82.1 93.9
GMM 91.5 92.3 97.7 98.0

US 91.5 77.1 97.6 98.5

GDCC

GMM

US

mix

Short-      
-term 

feature

Train 
data

Test 
data

GMM model SVM

MFCC

GMM

US

mix

 

TABLE IV.  PERFORMANCE (ACC %)OF THE CONVERTED 
SPEECH DETECTORS USING LONG-TERM FEATURES WITH 

VARIABLE TRAIN, TEST AND MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 73.1 78.8 75.1 83.4

US 73.1 50.9 75.1 82.4
GMM 73.1 78.8 82.9 61.5

US 73.1 50.9 82.9 90.7
GMM 62.8 72.4 75.7 78.8

US 62.8 74.5 75.7 91.1
GMM 72.0 80.1 73.5 83.8

US 72.0 50.7 73.5 84.1
GMM 72.0 80.1 84.0 64.3

US 72.0 50.7 84.0 90.6
GMM 62.2 75.1 76.7 78.6

US 62.2 74.7 76.7 91.3

Test 
data

GMM model SVM

PM

GMM

US

mix

MM 

GMM

US

mix

Long-     
-term 

feature

Train 
data

 
From Table V we observe that score fusion improved 

the accuracy percentage in most of the test conditions, 
yielding an average of 91.1% for the PM and GDCC 
fusion modeled by GMM, 91.0% for the MM and GDCC 
fusion modeled by GMM, 94.7% for the PM and GDCC 
fusion modeled by the proposed SVM, and 94.8% for the 
MM and GDCC fusion modeled by the proposed SVM.  

 The combination of feature pair, training data and 
model with the highest accuracy was the MM and GDCC, 
trained with mixed data and modeled by the SVM, scoring 
98.0%. This was therefore the combination chosen to 
incorporate our converted detectors in the SV system. 

TABLE V. PERFORMANCE (ACC %)OF THE FUSED 
CONVERTED SPEECH DETECTORS USING SHORT- AND 

LONG-TERM FEATURES WITH VARIABLE TRAIN, TEST AND 
MODELING CONDITIONS 

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)

Natural 
trials 

(Acc%)

Conv. 
trials 

(Acc%)
GMM 94.5 96.6 98.3 97.5

US 78.0 79.8 92.4 91.8
GMM 93.2 98.5 84.3 83.4

US 84.0 94.5 98.0 98.6
GMM 96.3 95.7 98.1 97.2

US 87.1 94.9 98.1 98.0
GMM 94.6 96.6 98.4 97.5

US 77.3 79.2 92.1 91.6
GMM 93.2 98.1 85.3 83.4

US 84.4 94.9 98.7 98.6
GMM 96.6 96.0 98.2 97.8

US 87.1 94.4 98.0 98.2

Test 
data

GMM model SVM

PM + 
GDCC

GMM

US

mix

MM + 
GDCC

GMM

US

mix

Feature 
pair

Train 
data

 
D. Spoofing data against speeaker verification system 

with anti-spoofing mechanisms 
To reduce the effects of spoofing attacks in the 

performance of our SV system, particularly in the FA, we 
incorporated our best converted speech detector as an anti-
spoofing mechanism as shown in Fig. 2 

In the proposed SV system with anti-spoofing 
mechanisms, the test utterance is verified as in standard 
SV systems. The speaker is considered an impostor if the 
SV system rejects the utterance. If the SV system accepts 
it as belonging to the target speaker, the verification is not 
considered final, undergoing a second stage of testing in 
which the utterance is fed to the anti-spoofing mechanism. 
If it is considered natural, the system accepts it as a target 
speaker utterance; otherwise it is rejected as a converted 
impostor utterance 

The performance of the SV system with the anti-
spoofing mechanism was reevaluated using the same 
metric (EER). This performance was also compared to 
that of a perfect anti-spoofing mechanism, which was 
simulated by assigning the correct output to each impostor 
trial. The performances of the SV system with real and 
ideal anti-spoofing mechanisms are shown in Table VI 
and the corresponding DET curves in Fig. 3. 

 
Fig. 2 SV system with anti-spoofing mechanism based on the fusion of 

two converted speech detectors 

TABLE VI. EER % OF SV SYSTEM PERFORMANCE WITH 
REAL AND IDEAL ANTI-SPOOFING MECHANISM AGAINST 

NATURAL DATA; NATURAL DATA AND GMM-BASED 
IMPOSTORS; NATURAL DATA AND US BASED-IMPOSTORS   

 

Baseline (no conversion) 10.3 9.4
GMM-based conversion 9.1 7.5

US-based conversion 8.9 7.4

Voice conversion 
method

sV w/ ideal 
detectors (eer %)

sV w/ real 
detectors (eer %)
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Fig. 3 DET curves of SV system performance with real and ideal anti-

spoofing mechanism tested against natural data; natural data and 
converted GMM impostors; natural data and US impostors 

We observe that the EER of the SV system with anti-
spoofing mechanism drops as much as 11.1% compared to 
the EER presented on Table II. When comparing the SV 
system with real mechanism vs. ideal mechanism for 
converted speech detection, we observe that the 2.2% of 
GMM-based converted utterances corresponding to false 
positives accounted for an increase of the ideal EER of 
1.6%; the 1.8% of false positives for the US-based 
conversion accounted for a 1.4% increase of the ideal 
EER. Finally, the 2.1% of false negatives of natural 
utterances corresponded to an increase of 0.9% of the 
ideal EER. 

VI. CONLUSION 
In this study, we evaluated the vulnerability of a state-

of-the-art SV system against spoofing attacks by GMM-
based and US-based converted speech. The experiment 
showed that the FA of the system deteriorated beyond 
what is acceptable for real life applications.  

To manage the FA, we implemented state-of-the-art 
converted speech detectors based on features derived from 
the magnitude and GDFPS and compared their 
performances. Additionally we proposed a new more 
compact representation of the features and adopted a 
discriminative approach to model them. The proposed 
feature representation and modeling approach have 
outperformed the existing converted speech detectors.  

We proceeded to fuse the scores of the best converted 
speech detectors and achieved better accuracy rates than 
with any standalone detector. That result strengthens the 
hypothesis that the short- and long-term features carried 
complementary information useful for converted speech 
detection. Finally we tested our SV system with anti-
spoofing mechanism consisting of a fusion of two 
converted speech detectors using compact feature 
representation. We verified that the performance of the 
system was only marginally affected by the spoofing data. 
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Fig. 3 DET curves of SV system performance with real and ideal anti-

spoofing mechanism tested against natural data; natural data and 
converted GMM impostors; natural data and US impostors 

We observe that the EER of the SV system with anti-
spoofing mechanism drops as much as 11.1% compared to 
the EER presented on Table II. When comparing the SV 
system with real mechanism vs. ideal mechanism for 
converted speech detection, we observe that the 2.2% of 
GMM-based converted utterances corresponding to false 
positives accounted for an increase of the ideal EER of 
1.6%; the 1.8% of false positives for the US-based 
conversion accounted for a 1.4% increase of the ideal 
EER. Finally, the 2.1% of false negatives of natural 
utterances corresponded to an increase of 0.9% of the 
ideal EER. 

VI. CONLUSION 
In this study, we evaluated the vulnerability of a state-

of-the-art SV system against spoofing attacks by GMM-
based and US-based converted speech. The experiment 
showed that the FA of the system deteriorated beyond 
what is acceptable for real life applications.  

To manage the FA, we implemented state-of-the-art 
converted speech detectors based on features derived from 
the magnitude and GDFPS and compared their 
performances. Additionally we proposed a new more 
compact representation of the features and adopted a 
discriminative approach to model them. The proposed 
feature representation and modeling approach have 
outperformed the existing converted speech detectors.  

We proceeded to fuse the scores of the best converted 
speech detectors and achieved better accuracy rates than 
with any standalone detector. That result strengthens the 
hypothesis that the short- and long-term features carried 
complementary information useful for converted speech 
detection. Finally we tested our SV system with anti-
spoofing mechanism consisting of a fusion of two 
converted speech detectors using compact feature 
representation. We verified that the performance of the 
system was only marginally affected by the spoofing data. 
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Abstract - Accurate detection of non-linguistic vocal events 
in social signals can have a great impact on the applicability 
of speech enabled interactive systems. In this paper, we in-
vestigate the use of random forest for vocal event detection. 
Random forest technique has been successfully employed in 
many areas such as object detection, face recognition, and 
audio event detection. This paper proposes to use online 
random forest technique for detecting laughter and filler 
and for analyzing the importance of various features for 
non-linguistic vocal event classification through permuta-
tion. The results show that ac- cording to the Area Under 
Curve measure the online random forest achieved 88.1% 
compared to 82.9% obtained by the baseline support vector 
machines for laughter classification and 86.8% to 83.6% for 
filler classification.  

I. INTRODUCTION 
Social signals processing, a very important aspect of 

human computer interaction applications, is a challenging 
task and an essential step towards more efficient interac-
tion with ma- chines. Facial expressions, body postures, 
gestures and vocal events are all social cues that can be 
generated during social interactions and contain infor-
mation about the adjustment of relations and interactions 
between counterparts [1]. The non-linguistic vocal events 
are considered one of the main clues that reflect the social 
interactions and emotions. The impact of vocal events on 
the meaning of recognized speech has proven to be very 
significant in HCI systems [2]. Fillers, laughters and si-
lence are some of these events that have a considerable 
effect on the meaning of the transmitted message as they 
provide feedback and reflect the level of engagement. 
Moreover, the detection of non-linguistic vocalization 
promises a significance improvement in the performance 
of spontaneous speech recognition systems. 

 

Several studies in the literature have tackled the vocal 
social event detection problem by investigating various 
ways of detection. Weninger et. al. [3] used bidirectional 
short-term memory recurrent neural network combined 
with a set of features extracted using non-negative matrix 
factorization for the detection of non-linguistic events 
such as laughter, filler and breathing. Bayesian infor-
mation criterion was used for acoustic event detection in 
podcast [4]. Feed-forward neural net- work were used for 
laughter detection by Sumi et. al. [4], where the MFCC 
and pitch features were utilized for training the network. 
In [5] the frequency analysis was used to detect the filler 
in speech recognition systems. Automatic Language Inde-
pendent Speech Processing was also investigated for the 

generation of acoustic segments and the extraction of 
acoustic events sequence [6]. Maximum likelihood linear 
regression and maximum a posterior techniques were then 
used to detect the laughter [6]. Gaussian mixture models 
technique was used for laughter detection in [7]. 

With regard to classifiers random forest (RF) [8] has 
been successfully employed in several classification tasks 
in audio domain such as emotion recognition [9, 10, 11] 
and audio event detection [12]. 

The aim of this work is to investigate the use of ran-
dom forest approach for non-linguistic vocal event detec-
tion. We present an online RF method with a two phases 
data balancing approach for this task. We further employ 
this method as an analysis tool to study the importance of 
each feature used on the detection accuracy of the chosen 
events. This is, to the best of the authors’ knowledge, the 
first attempt to use technique as such for non-linguistic 
vocal event detection. The paper is organized as follows: 
Section 2 briefly explains the random forest approach and 
the importance of its variables. Section 3 presents the pro-
posed methodology to detect non- linguistic vocal events, 
while in Section 4, the evaluation of the proposed method 
on a paralinguistic challenge corpus is presented. 

 

II. RANDOM FOREST 
Random forest is a tree-based non-parametric classifi-

cation and regression approach. The principle is to grow 
an assemble of trees on a random selection of samples in a 
training set. Each tree is a non-pruned classification and 
regression tree (CART). While constructing the trees, at 
each tree node, a set of randomly selected features is con-
sidered and these features are investigated as a potential 
predictor that decide the split of the data in the tree. For 
classification, each tree predicts the target class individu-
ally, and the forest predicts the final target class as a ma-
jority vote of the individual tree predictions. 

Compared to a single decision tree, the random forest as-
sembles several trees that are trained using a randomly 
selected subset of the data and it usually achieves a higher 
degree of generalization, stability and accuracy. In this 
work, the random forest model is used for classifying the 
frames of the signals into different events. 

Formally, a random forest is a set of decision trees: 

  RF=t1,t2…tntree        (1) 
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where ti is the ith individual tree and ntree is the number of 
trees. Suppose D is training data consisting of a set of 
samples (frames in our the current implementation): 

  D=fn        (2) 

 

for n = 1,..,N, where each fn is a frame. In CART, the puri-
ty measure maximization is used to build the tree. In a 
random forest, each tree is grown until its leaves contain 
one label (100% pure is employed as a purity threshold) or 
the tree reaches to a maximum depth as in online random 
forest [13]. 

A. Variable Importance 
The importance of a variable (i.e., feature) is derived from 
the variable contribution in the classification performance. 
When changing the value of an important variable with a 
random value, the classification performance should de-
crease. On the other hand, if a variable is not important for 
the classification task, the random replacement of its val-
ues should have an unnoticeable effect on the classifica-
tion accuracy. The random forest algorithm estimates the 
importance of a variable by looking at the changes in the 
prediction error when the values of that variable are per-
muted while all others are left unchanged.  

 

III. VOCAL SOCIAL EVENT DETECTION USING 
RANDOM FOREST 

Suppose we want to classify the three classes: 
(G)arbage, (F)iller and (L)aughter. The numbers of frames 
for the classes are x, y, and z respectively, where x ≫ y, z. 
Suppose training data D = fn : n = 1,..,N,where N is huge. 
When classifying the data, we need to address two prob-
lems: 

the unbalancing of the data. 

the huge number of samples in the data. 

The first problem appears due to the unbalance be-
tween the number of frames of each of the social signal 
events in the corpus and the number of garbage frames. 
Therefore, a data balancing operation is required. Data 
unbalancing has been a research question for several stud-
ies and several solutions have been proposed such as 
down-sampling and up-sampling [14]. The down-
sampling of the majority class may result an information 
lose, due to removing a large part of the majority class 
[14]. The up-sampling is considered a better solution. 
However this will result in an increase in the data size as 
well as increase in the training time specially when the 
dataset size is already huge. 

The Balanced Random Forest (BRF) has been pro-
posed as a better alternative for dealing with imbalanced 
data [14]. For each tree in a random forest, we randomly 
down-sample the majority class to the same size as the 
minority class, and use the down-sampled data for train-
ing. A more complex approach is required, however, when 
we are dealing with a multi-classes classification task, 

where we have several classes with different numbers of 
samples. Another alternative approach is to use the 
Weighted Random Forest (WRF) [14], by assigning a 
higher weight for the minority class samples. Although 
this approach has been implemented and achieved good 
results, it faces several problems including its sensitivity 
to noise. 

In the vocal event detection task, the data is huge and 
could not be read and processed as one big batch and there 
is one majority class and two minority classes. In addition, 
the data is read utterance by utterance (call it sub-batch), 
and these sub-batches contain different numbers of sam-
ples for each class, so it is not feasible to select the num-
ber of samples that is equal to that of the smallest class. 
Furthermore, there are two levels of unbalancing: The first 
is between the majority class and the two minority classes, 
and the second is between the two minority classes. As a 
result, it is not possible to balance the data using the BRF 
only. 

Consequently, a combination of the BRF and the WRF 
methods is proposed. The main idea is that each tree in the 
forest should be trained on a subset of data and the sam-
ples in this subset should be balanced. Specifically, after 
the subset of data is chosen for training each tree, we se-
lect the samples so that each resulted sub-dataset contains 
a balanced number of samples. Afterwards, WRF is ap-
plied. 

The data balancing process is done as follows:  

For the frames of each utterance i: 

• x’
i= the number of frames of the minority 

classes (filler + laughter). 

• randomly select x’
i frames of the garbage 

class. 

As a result of this operation, the number of garbage 
class frames for training a each tree ( x’

 ) will be equal to 
the number of filler frames ( y ) plus the number of laugh-
ter frames ( z ) (x’

 = y+z). The reason for choosing (x’ = 
y+z) is that the distributions of the minority classes in 
each utterance are unknown and we only know the total 
number of samples for each class. By selecting x’

i = yi + zi 
at each utterance i, it is guaranteed that by the end of the 
process, the forest is trained on the maximum number of 
samples from the majority class possible, taking into ac-
count that all of the samples in the minority classes are 
used for training. 

In this case, we reduce the unbalancing problem, and 
the numbers of training samples for each tree in the forest 
will be x’ = y+z, y, z for classes G, F and L respectively. 
To make data for the classes fully balanced, the WRF ap-
proach is used. The weight of class F samples will be x’/y, 
the weight of class L samples will be x’/z and the weight 
of class G samples will be x’/x’ = 1. In this approach, it is 
not necessary to know the content of each sub-batch in 
advance in order to make the data balanced; but it is only 
required to know the total number of samples from each 
class in the entire training data (or an approximation of 
its). As a result, it is possible to train each tree in the ran-
dom forest using a balanced data without removing many 
training samples from the majority class since each tree in 
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the forest is trained using a randomly selected samples 
from the majority class, which increases the possibility of 
covering the majority class data. 

To solve the second problem of huge data, an online 
random forest is used instead of the traditional (one-batch 
learning) approach [13]. This approach showed efficiency 
in using the memory and the processing time with very 
comparable results with the one-batch approach. 

The trained forest is then used for event detection. Fur-
thermore, a post-processing smoothing operation has been 
performed to improve the continuity of the detected 
events. The smoothing is performed by taking the average 
of a 13 frames window (6 before and 6 after). This opera-
tion is applied on the confident membership of the frame 
for each class. Then a scaling operation is applied on the 
confident member- ship of the frame to make the sum of 
them equal to one. 

 

IV. MODEL EVALUATION  

A. Data Description 
The SSPNet Vocalization Corpus (SVC) [15] is used in 
this work for the model evaluation. The corpus is com-
posed of 2763 audio clips extracted from a collection of 
60 phone calls collected from 120 participants (63 female, 
57 male). The audio clips are annotated according to 
laughter and fillers with 11 seconds length each. Table 1 
presents the distribution of the data over training, devel-
opment and testing sets. More information about data de-
scription could be found in [15]. 

The data presented in Table 1 clearly shows the unbalance 
in the data, where the percentages of the laughter, filler 
and garbage classes in the training dataset are 0.37%, 
0.53%, and 99.10%, respectively. It is also noticed that the 
filler class is about 30% larger than the laughter class. 

The features used for classification are: 

• MFCCs 1-12 and logarithmic energy + their first and 
second order delta 

• voicing probability + first order delta 

• harmonics-to-noise ratio (HNR) + first order delta 

• f0 + first order delta 

• zero-crossing rate (zcr) + first order delta 

• the arithmetic mean and standard deviation across the 
frame itself and eight of its neighboring frames (four from 
each side) for each of the listed above features. 

As a result, 140 features per frame are used for classifica-
tion. 

 

B. Online Random Forest Configuration 
A java version of the online random forest [13] is imple-
mented and used. Several experiments with different con-
figurations have been explored. In this paper we focus on 

the configuration that gives the best classification accura-
cy. 

The maximum depth of forest trees is fixed to 141, and 
the number of randomly examined variables per node is 
number of features /3 = 47. The number of frames seen 
before 3 splitting each node is 300 frames, and the forest 
consists of 100 trees.  

 

C. Experiment and Results 

After constructing the random forest using the training set, 
an evaluation is performed using the development and test 
sets. For evaluation purposes, the unweighted average 
recall (UAR) and the Area Under the Curve measure 
(AUC) for the laughter and filler classes on frame level 
(100 frames per second) are used as main performance 
measures. In addition, the unweighted average of AUC 
(UAAUC) is used. 

Note that the test labels are not available to the authors 
since the corpus is the official data for INTERSPEECH 

TABLE I.  THE CONTENT OF THE CORPUS USED FOR TRAINING 
AND TESTING THE MODEL. 

 
Database content 

Training Development Testing 

 Utterances 

 1583 500 680 

 Segments 

Laughter 649 225 284 

Filler 1710 556 722 

 Frames 

Laughter 59294 
25750 23994 

Filler 85034 29432 35459 

Garbage 15914421 492607 684937 

TABLE II.  THE AUC AND UAAUC VALUES FOR THE BASELINE 
SVM AND THE PROPOSED RANDOM FOREST APPROACH USING THE 

DEVELOPMENT AND TESTING SETS 

Development Set
SVM Random

Forest
Smoothed
Random
Forest

Laughter
AUC

86.2% 88.2% 90.4%

Filler AUC 89.0% 89.6% 90.7%
UAAUC 87.6% 88.9% 90.6%

Test Set
SVM Random

Forest
Smoothed
Random
Forest

Laughter
AUC

82.9% 86.2% 88.1%

Filler AUC 83.6% 85.8% 86.8%
UAAUC 83.3% 86.0% 87.5%

Table 2. The AUC and UAAUC values for the baseline SVM
and the proposed random forest approach using the develop-
ment and testing sets

the official competition measure of the Social Signals Sub-
Challenge in the INTERSPEECH 2013 Computational Par-
alinguistics Challenge.

Note that the test labels are not available to the authors
since the corpus is the official data for INTERSPEECH 2013
Computational Paralinguistics Challenge. The accuracy re-
sults of the model were calculated by the challenge website
based on the class probability for each frame that we submit-
ted.

Table 2 represents the AUC and UAAUC results obtained
from baseline support vector machine (SVM) and the pro-
posed model using the development and test sets with and
without smoothing.

Table 2 shows that the random forest model has outper-
formed the baseline SVM model for both the development
and testing sets using the AUC and UAAUC measures. The
UAAUC performance difference between the proposed model
and baseline one is 1.3% without post-processing smoothing
and 2.0% with post-processing smoothing using development
set, and 2.7% without post-processing smoothing and 4.2%
with post-processing smoothing using test set. The best per-
formance is achieved using the smoothing operation. This is
due to the remove of the small discontinuity errors that might
occur during the frame classification.

In the next section, the feature importance analysis for
the non-linguistic event detection is explained and the exper-
iments that assert the use the feature importance as a feature
selection mechanism are presented.

4.4. Feature Importance Analysis

To study the importance of each feature used in the classifica-
tion, the variable importance is calculated. The AUC is used
as an accuracy measure as proposed in [16]. After permuting
the values of a feature f

i

, the AUC is calculated (AUC

p(fi))
for each tree in the forest. Then, the distance between this
AUC and the AUC of the model without permutation AUC

fi

is calculated. Finally, the average distance over all trees is
calculated as:

V I(f
i

) =
1

ntree

ntreeX

j=1

(AUC

j,fi
AUC

j,p(fi)) (3)

where ntree is the number of trees in the forest. The value of
V I(f

i

) represents the feature importance.
The feature importance analysis approach is applied to

discover the important features for classifying each of laugh-
ter and filler classes only since they are the important events
to detect. Figures 1 and 2 illustrate the 15 most important fea-
tures for these two classes, respectively. The x  axis is the
features ordered by importance and yaxis is the importance
of the feature calculated using equation 3. The figures show
that the energy, zcr, low-order mfccs, and their mean values
across the frame and its neighboring frames have a consider-
able effect on the classification accuracy.

To further justify the variable importance, the proposed
random forest was rebuilt using only the union of the 10 most
important features from each class (as a result 15 features are
used since 5 features are common between the two classes),
and the UAR, AUC and UAAUC are calculated for the new
forest. Table 3 presents the results obtained using the devel-
opment and the testing sets.

The results presented in the table show that the model
built using only the 10 most important features for each class
generate a very comparable classification accuracies with the
model that uses the full set of features. Moreover, construct-
ing models based on a smaller subset of features results in less
complex models that are easier to analyze and this also has a
positive impact on processing time. However, the effect of
combining the important features for a certain class with the
important features of the other class requires more investiga-
tion.

5. CONCLUSION

This paper presented the use of the random forest approach
for non-linguistic vocal event detection task. In order to em-
ploy the random forest for classifying non-linguistic vocal
events and to deal with large corpus, two main problems re-
quire special attention: the first one is the unbalance of the
data used for training, the second issue relates to the huge
size of audio data.

To solve the first problem, a data balancing approach was
proposed and implemented. The methodology allows effi-
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2013 Computational Paralinguistics Challenge. The accu-
racy results of the model were calculated by the challenge 
website based on the class probability for each frame that 
we submitted. 
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Fig. 1. The 15 most important variables for laughter classi-
fication. The read line is after the 10th most important vari-
able.
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Fig. 2. The 15 most important variables for filler classifica-
tion. The read line is after the 10th most important variable.

cient use of most of the data samples while preserving the
data balance for generating the trees. To deal with a corpus of
a large size, an online RF approach was employed that allows
efficient use of memory resources.

The model proposed was tested using Social Signals Sub-
Challenge in the INTERSPEECH 2013 Computational Par-
alinguistics Challenge corpus. The proposed model was com-
pared with a baseline SVM model using the UAAUC. The
results obtained show that the proposed model outperforms
the baseline model in absolute value by 2.7% without post-
processing and by 4.2% with post-processing. In addition, a
variable importance analysis was performed. The results ob-
tained show that it is possible to identify most important fea-
tures for classification using the random forest and the AUC
measurement, and by using only these most important fea-
tures (15 out of 140 in the experiment) it is possible to rebuild

Development Set
Random For-
est

Feature Selected
Random Forest

Laughter
AUC

88.2% 88.3%

Filler AUC 89.6% 89.0%
UAAUC 88.9% 88.7%
UAC 75.2% 74.8%

Smoothed
Random
Forest

Smoothed Fea-
ture Selected
Random Forest

Laughter
AUC

90.4% 90.0%

Filler AUC 90.7% 90.7%
UAAUC 90.6% 90.4%
UAC 77.4% 76.9%

Test Set
Random For-
est

Feature Selected
Random Forest

Laughter
AUC

86.2% 86.7%

Filler AUC 85.8% 84.7%
UAAUC 86.0% 85.7%

Table 3. The AUC, UAAUC, and UAC values for the pro-
posed random forest approach before and after feature selec-
tion based on the variable importance approach using the de-
velopment and testing sets

the random forest with a very comparable result to the one
using the full feature set.
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Table 2 represents the AUC and UAAUC results ob-

tained from baseline support vector machine (SVM) and 
the pro- posed model using the development and test sets 
with and without smoothing. 

Table 2 shows that the random forest model has out-
performed the baseline SVM model for both the develop-
ment and testing sets using the AUC and UAAUC 
measures. The UAAUC performance difference between 
the proposed model and baseline one is 1.3% without 
post-processing smoothing and 2.0% with post-processing 
smoothing using development set, and 2.7% without post-
processing smoothing and 4.2% with post-processing 
smoothing using test set. The best performance is 
achieved using the smoothing operation. This is due to the 
remove of the small discontinuity errors that might occur 
during the frame classification. 

In the next section, the feature importance analysis for 
the non-linguistic event detection is explained and the 
experiments that assert the use the feature importance as a 
feature selection mechanism are presented. 

 

D. Feature Importance Analysis  
To study the importance of each feature used in the classi-
fication, the variable importance is calculated. The AUC is 
used as an accuracy measure as proposed in [16]. After 
permuting the values of a feature fi, the AUC is calculated 
(AUCp(fi)) for each tree in the forest. Then, the distance 
between this AUC and the AUC of the model without 
permutation AUCfi is calculated. Finally, the average dis-
tance over all trees is calculated as: 

Development Set
SVM Random

Forest
Smoothed
Random
Forest

Laughter
AUC

86.2% 88.2% 90.4%

Filler AUC 89.0% 89.6% 90.7%
UAAUC 87.6% 88.9% 90.6%

Test Set
SVM Random

Forest
Smoothed
Random
Forest

Laughter
AUC

82.9% 86.2% 88.1%

Filler AUC 83.6% 85.8% 86.8%
UAAUC 83.3% 86.0% 87.5%

Table 2. The AUC and UAAUC values for the baseline SVM
and the proposed random forest approach using the develop-
ment and testing sets

the official competition measure of the Social Signals Sub-
Challenge in the INTERSPEECH 2013 Computational Par-
alinguistics Challenge.

Note that the test labels are not available to the authors
since the corpus is the official data for INTERSPEECH 2013
Computational Paralinguistics Challenge. The accuracy re-
sults of the model were calculated by the challenge website
based on the class probability for each frame that we submit-
ted.

Table 2 represents the AUC and UAAUC results obtained
from baseline support vector machine (SVM) and the pro-
posed model using the development and test sets with and
without smoothing.

Table 2 shows that the random forest model has outper-
formed the baseline SVM model for both the development
and testing sets using the AUC and UAAUC measures. The
UAAUC performance difference between the proposed model
and baseline one is 1.3% without post-processing smoothing
and 2.0% with post-processing smoothing using development
set, and 2.7% without post-processing smoothing and 4.2%
with post-processing smoothing using test set. The best per-
formance is achieved using the smoothing operation. This is
due to the remove of the small discontinuity errors that might
occur during the frame classification.

In the next section, the feature importance analysis for
the non-linguistic event detection is explained and the exper-
iments that assert the use the feature importance as a feature
selection mechanism are presented.

4.4. Feature Importance Analysis

To study the importance of each feature used in the classifica-
tion, the variable importance is calculated. The AUC is used
as an accuracy measure as proposed in [16]. After permuting
the values of a feature f

i

, the AUC is calculated (AUC

p(fi))
for each tree in the forest. Then, the distance between this
AUC and the AUC of the model without permutation AUC

fi

is calculated. Finally, the average distance over all trees is
calculated as:

V I(f
i

) =
1

ntree

ntreeX

j=1

(AUC

j,fi
AUC

j,p(fi)) (3)

where ntree is the number of trees in the forest. The value of
V I(f

i

) represents the feature importance.
The feature importance analysis approach is applied to

discover the important features for classifying each of laugh-
ter and filler classes only since they are the important events
to detect. Figures 1 and 2 illustrate the 15 most important fea-
tures for these two classes, respectively. The x  axis is the
features ordered by importance and yaxis is the importance
of the feature calculated using equation 3. The figures show
that the energy, zcr, low-order mfccs, and their mean values
across the frame and its neighboring frames have a consider-
able effect on the classification accuracy.

To further justify the variable importance, the proposed
random forest was rebuilt using only the union of the 10 most
important features from each class (as a result 15 features are
used since 5 features are common between the two classes),
and the UAR, AUC and UAAUC are calculated for the new
forest. Table 3 presents the results obtained using the devel-
opment and the testing sets.

The results presented in the table show that the model
built using only the 10 most important features for each class
generate a very comparable classification accuracies with the
model that uses the full set of features. Moreover, construct-
ing models based on a smaller subset of features results in less
complex models that are easier to analyze and this also has a
positive impact on processing time. However, the effect of
combining the important features for a certain class with the
important features of the other class requires more investiga-
tion.

5. CONCLUSION

This paper presented the use of the random forest approach
for non-linguistic vocal event detection task. In order to em-
ploy the random forest for classifying non-linguistic vocal
events and to deal with large corpus, two main problems re-
quire special attention: the first one is the unbalance of the
data used for training, the second issue relates to the huge
size of audio data.

To solve the first problem, a data balancing approach was
proposed and implemented. The methodology allows effi-

 
where ntree is the number of trees in the forest. The 

value of VI(fi) represents the feature importance. 

The feature importance analysis approach is applied to 
discover the important features for classifying each of 
laughter and filler classes only since they are the im-
portant events to detect. Figures 1 and 2 illustrate the 15 
most important features for these two classes, respective-
ly. The x−axis is the features ordered by importance and 
y−axis is the importance of the feature calculated using 
equation 3. The figures show that the energy, zcr, low-
order mfccs, and their mean values across the frame and 
its neighboring frames have a consider- able effect on the 
classification accuracy. 

To further justify the variable importance, the pro-
posed random forest was rebuilt using only the union of 
the 10 most important features from each class (as a result 

TABLE III.  THE AUC AND UAAUC VALUES FOR THE BASELINE 
SVM AND THE PROPOSED RANDOM FOREST APPROACH USING THE 

WHOLE FEATURE SET AND USING THE MOST IMPORTANT 10 FEATURES 
FOR THE DEVELOPMENT AND TESTING SETS 
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Fig. 1. The 15 most important variables for laughter classi-
fication. The read line is after the 10th most important vari-
able.
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Fig. 2. The 15 most important variables for filler classifica-
tion. The read line is after the 10th most important variable.

cient use of most of the data samples while preserving the
data balance for generating the trees. To deal with a corpus of
a large size, an online RF approach was employed that allows
efficient use of memory resources.

The model proposed was tested using Social Signals Sub-
Challenge in the INTERSPEECH 2013 Computational Par-
alinguistics Challenge corpus. The proposed model was com-
pared with a baseline SVM model using the UAAUC. The
results obtained show that the proposed model outperforms
the baseline model in absolute value by 2.7% without post-
processing and by 4.2% with post-processing. In addition, a
variable importance analysis was performed. The results ob-
tained show that it is possible to identify most important fea-
tures for classification using the random forest and the AUC
measurement, and by using only these most important fea-
tures (15 out of 140 in the experiment) it is possible to rebuild

Development Set
Random For-
est

Feature Selected
Random Forest

Laughter
AUC

88.2% 88.3%

Filler AUC 89.6% 89.0%
UAAUC 88.9% 88.7%
UAC 75.2% 74.8%

Smoothed
Random
Forest

Smoothed Fea-
ture Selected
Random Forest

Laughter
AUC

90.4% 90.0%

Filler AUC 90.7% 90.7%
UAAUC 90.6% 90.4%
UAC 77.4% 76.9%

Test Set
Random For-
est

Feature Selected
Random Forest

Laughter
AUC

86.2% 86.7%

Filler AUC 85.8% 84.7%
UAAUC 86.0% 85.7%

Table 3. The AUC, UAAUC, and UAC values for the pro-
posed random forest approach before and after feature selec-
tion based on the variable importance approach using the de-
velopment and testing sets

the random forest with a very comparable result to the one
using the full feature set.
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15 features are used since 5 features are common between 
the two classes), and the UAR, AUC and UAAUC are 
calculated for the new forest. Table 3 presents the results 
obtained using the development and the testing sets. 

The results presented in Table 3 show that the model 
built using only the 10 most important features for each 
class generate a very comparable classification accuracies 
with the model that uses the full set of features, where the 
AUC difference between the results obtained from model 
built using the whole feature set and the selected features 
are 0.0% and 1.1% for development and testing sets re-
spectively. Moreover, constructing models based on a 
smaller subset of features results in less complex models 
that are easier to analyze and this also has a positive im-
pact on processing time. These comparable results be-
tween the two models show that we gain simpler and fast-
er to built models without losing a lot at the accuracy lev-
el. However, the effect of combining the important fea-
tures for a certain class with the important features of the 
other class requires more investigation.  

V. CONLCUSION 
This paper presented the use of the random forest ap-

proach for non-linguistic vocal event detection task. In 
order to employ the random forest for classifying non-
linguistic vocal events and to deal with large corpus, two 
main problems re- quire special attention: the first one is 
the unbalance of the data used for training, the second 
issue relates to the huge size of audio data. 

To solve the first problem, a data balancing approach 
was proposed and implemented. The methodology allows 
efficient use of most of the data samples while preserving 
the data balance for generating the trees. To deal with a 
corpus of a large size, an online RF approach was em-
ployed that allows efficient use of memory resources. 

The model proposed was tested using Social Signals 
Sub-Challenge in the INTERSPEECH 2013 Computa-
tional Paralinguistics Challenge corpus. The proposed 
model was com- pared with a baseline SVM model using 
the UAAUC. The results obtained show that the proposed 
model outperforms the baseline model in absolute value 
by 2.7% without post- processing and by 4.2% with post-
processing. In addition, a variable importance analysis 
was performed. The results obtained show that it is possi-
ble to identify most important features for classification 
using the random forest and the AUC measurement, and 
by using only these most important features (15 out of 140 
in the experiment) it is possible to rebuild the random for-
est with a very comparable result to the one using the full 
feature set. This feature selection process improves the 
computational time of the model building stage. 
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Abstract—Soft biometrics comprises the biological traits that
are not sufficient for person authentication but can help to
narrow the search space. Evidence of mental health state can be
considered as a soft biometric, as it provides valuable information
about the identity of an individual. Different approaches have
been used for the automatic classification of speech in “depressed”
or “non-depressed”, but the differences in algorithms, features,
databases and performance measures make it difficult to draw
conclusions about which features and techniques are more
suitable for this task. In this work, the performance of different
acoustic features for classification of depression in speech was
studied in the framework of the audiovisual emotion challenge
(AVEC 2013). To do so, an approach in which the audio data
is segmented and projected into a total variability subspace was
used, and these projected data was used to estimate the depression
level by cosine distance scoring and majority voting.

I. INTRODUCTION

The biometrics field aims at using permanent and
distinctive features of individuals for their authentication.
Some of the most popular biometric modalities are face,
fingerprint, iris, hand geometry and voice, among others. The
use of these biometric modalities usually imply searching for
matches on large databases, issue that can be eased by applying
constraints to the search space. Soft biometrics have shown
to be a good complement to other biometric modalities; they
are characteristics of an individual that are not enough for
identifying an individual by themselves and are not necessarily
permanent, but they provide additional information about
the individual and are also useful for narrowing the search
space [1], offering an improvement of biometric systems both
in performance [2] and in computational load [3].

Soft biometrics comprises traits such as age, gender and
ethnicity, which are invariant but are not enough for completely
characterizing an individual. There are other soft biometrics
such as hair colour, eye colour, tattoos and scars that can
complete the information about an individual but are not
invariable [1]. Going a step further, the psychological state of
an individual, such as their mood or mental health disorders,
can also be considered as soft biometric traits, as they can help
to discriminate between one individual or another [4]. Clinical
depression is one of the most common mood disorders, and
the automatic detection of its presence or absence has gained
the interest of the research community for different reasons.
On the one hand, the automatic detection of depression for
medical assessment would suppose an important advance on
the treatment of this mental illness. Moreover, it can be applied
in forensic psychological assessments to detect whether an
individual is faking this disease [5] for reasons such as

obtaining a sick leave at work or obtaining a compensation for
permanent disability, which generates an increasing burden to
the governments [6]. On the other hand, the use of depression
as a soft biometric trait can provide additional information to
the personal identification task.

The speech technologies community has shown a growing
interest about the detection of depression level in speech,
having produced different systems and studies for this
purpose [7] [8]. Challenges have also been organized, such
as the AVEC 2013 depression recognition sub-challenge [9],
in order to encourage researchers to develop systems for
detecting the depression level in audiovisual contents. This
task consisted on the prediction of the level of self-reported
depression as indicated by the Beck Depression Inventory
(BDI), which ranges between 0 and 63. Nevertheless, a
classification of speech in “depressed” or “non-depressed”
might be more interesting for the forensic assessment of
depression, as the aim is finding out whether an individual is
depressed or not. Different systems for discriminating between
depressed and non-depressed speech can be found in the
literature [10][11], although results show that there is still
room for improvement. Also, the lack of publicly available
databases of depressed speech makes it difficult to the scientific
community to find a common framework for comparing the
performance of different algorithms and features.

In this paper, an analysis of different audio features
for classification of depressed speech was performed in the
framework of the publicly available AVEC 2013 depression
recognition sub-challenge (from now on, DSC). This work
is a preliminary study that continues that presented by the
authors in [12], in which a study of different features for
the estimation of depression level in speech was presented.
The system presented in [12] for estimating the BDI of the
speakers was used as a starting point for creating a depression
classification system which classifies speech as uttered by a
depressed or a non-depressed speaker.

The rest of the paper is organized as follows: Section
II describes the depression detection system; the different
acoustic features are defined in Section III; Section IV gives
information about the experimental framework; experimental
results are discussed in Section V; and Section VI presents a
discussion of the results.

II. SYSTEM DESCRIPTION

Figure 1 depicts the system used in this paper for
classification of depressed speech. This system uses iVectors
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the estimation of depression level in speech was presented.
The system presented in [12] for estimating the BDI of the
speakers was used as a starting point for creating a depression
classification system which classifies speech as uttered by a
depressed or a non-depressed speaker.

The rest of the paper is organized as follows: Section
II describes the depression detection system; the different
acoustic features are defined in Section III; Section IV gives
information about the experimental framework; experimental
results are discussed in Section V; and Section VI presents a
discussion of the results.

II. SYSTEM DESCRIPTION

Figure 1 depicts the system used in this paper for
classification of depressed speech. This system uses iVectors
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for representing the audio information in a low-dimensionality
space. The iVector paradigm is considered state-of-art in
different tasks such as speaker recognition and verification
[13] or language identification [14] due to its potential for
representing audio in a speaker and channel independent way,
which motivated its use in this work. The tasks that involved
iVector training and extraction were performed using the
ALIZE 3.0 toolkit [15].

Fig. 1. Block diagram of the depression classification system

A. Universal background model training

Audio features are extracted from the waveforms of the
training data, and the obtained feature vectors are used to
train a universal background model (UBM) by means of
the expectation-maximization (EM) algorithm [16]. The UBM
was, in these experiments, a Gaussian mixture model (GMM).

B. Total variability training

First a segmentation of the feature vectors of the training
data is performed in order to obtain more than one training
example per training file. This procedure is applied because
the database is very limited and, in this way, several speech
instances can be extracted from a single audio file, obtaining
a larger amount of data for training the system.

The UBM is adapted to the segments extracted from the
training files using maximum a posteriori (MAP) adaptation,
and the means of the resulting Gaussian mixture model (GMM)
are concatenated in order to obtain a UBM supervector for
each segment. As we want to avoid the effects of speaker and
channel variability, the iVectors technique is applied to the
UBM supervectors. This technique defines a low-dimensional
space, named total variability space, in which the speech
segments are represented by a vector of total factors, namely
iVector [13]. A UBM supervector M is decomposed as
follows:

M = m+Tw (1)

where m is the speaker and channel independent supervector,
T is a low-rank total variability matrix, and w is the iVector
corresponding to the UBM supervector. In this training stage,
the matrix T is trained as described in [17]. The training
data used for training the total variability matrix must be
independent of the data used for training the UBM, in order
to avoid biasing the training of T.

C. Classifier training

Features are extracted from the audio files, and then
the segmentation described above is performed. The total
variability matrix T and the UBM are used to extract iVectors
in the space defined by T, obtaining a single iVector for each
of the two possible classes, “depressed” and “non-depressed”;
these two iVectors are the target models of the classifier.

D. Testing

To classify an audio file as depressed or non-depressed
speech, feature extraction and segmentation are performed,
and the resulting segments are projected into the iVectors
space defined by T, obtaining one iVector per speech segment.
Cosine distance scoring is performed for each iVector,
obtaining a set of scores for class “depressed” and for class
“non-depressed”. The class with the highest score is selected
for each speech segment, and the final decision is taken
by majority voting. In this way, a single label, “depressed”
or “non-depressed” is obtained for each testing audio file.
Another way to perform this test would be extracting a single
iVector from all the speech segments, as depicted in Fig. 2.

Fig. 2. Alternative test stage extracting one iVector per test file

It is common to apply linear discriminant analysis (LDA)
before the cosine scoring. To do so, a projection matrix is
trained and then it is applied to both the target model and
test iVectors [18]. This projection produces a representation
of the iVectors in a more discriminative, and sometimes
lower-dimensional, subspace.

III. ACOUSTIC FEATURES

According to the literature, different acoustic features
have been used for automatic detection of depression.
Mel-frequency cepstral coefficients (MFCCs) were used in
[19] for measuring clinical depression in adolescents. In [11],
MFCCs were compared to shifted delta cepstrum (SDC),
widely used in language recognition. The combination of
MFCCs with spectral, prosodic and energy features was
assessed in [6].

A description of the acoustic feature sets used in these
experiments for the depression detection task is found in this
Section. Their use was motivated either by their application

in previous work on the depression detection task or by their
almost standardized presence in different speech technologies
tasks. The openSMILE tool [20] was used for this purpose.

A. MFCC

Mel-frequency cepstral coefficients are one of the most
popular acoustic features used in speech technologies. They
represent the spectrum of the audio signal in the Mel scale. To
compute them, first the fast Fourier transform of a window of
the audio signal is computed. Its power spectrum is mapped
into the Mel scale using a triangular filterbank. The discrete
cosine transform of the Mel filterbank log-energy is computed,
thus obtaining the cepstral features. MFCCs are commonly
followed by their delta and acceleration coefficients in order to
capture short-term dynamics. In these experiments, 12 MFCCs
plus the 0’th cepstral coefficient augmented with their delta and
acceleration coefficients were used, and they were extracted
every 10 ms using a 25 ms Hamming window.

B. RASTA-PLP

The perceptual linear prediction (PLP) analysis was
proposed as a way of warping spectra for minimizing the
differences between speakers without missing relevant speech
information [21]. The relative spectral transform (RASTA)
filtering applies a band-pass filter to the energy of each
frequency sub-band for smoothing short-term noise variations
while removing constant offset from static spectral coloration
in the speech channel [22]. In this work, 12 RASTA-PLP
cepstral coefficients augmented with their C0 coefficient plus
delta and acceleration coefficients were used. They were
extracted every 10 ms using a 25 ms Hamming window.

C. SDC

Shifted delta cepstrum (SDC) features have been
successfully used in speech technologies tasks such as
language recognition and speaker recognition. SDCs have the
ability to capture long-term dynamics, because the span of
these shifted delta coefficients is wider than the span of the
traditional delta and acceleration coefficients [23].

In order to obtain the SDC coefficients, several delta
cepstrum coefficients are computed across multiple frames and
they are stacked together to form a longer feature vector.
The method has four control parameters: N , d, P and k,
where N is the number of cepstral coefficients computed
at each frame, d represents the time advance and delay for
the delta computation, k is the number of blocks whose
delta coefficients are concatenated to form the final feature
vector, and P is the time shift between consecutive blocks.
The result of these operations is a feature vector of kN
parameters that represents the temporal dynamics of the audio
information, instead of the 2N used for conventional cepstral
delta and acceleration feature vectors. The classical SDC
configuration was used in these experiments, which consists
of a 56-dimensional feature vector composed by 7 MFCCs
augmented with 47 SDCs obtained using the configuration
(N -d-P -k) equal to 7-1-3-7.

D. Energy and spectral features

The set of energy and spectral features (from now on,
Spectral) used in [24] was described in these experiments.
Specifically, this feature set includes loudness, zero crossing
rate, energy in bands from 250–650Hz, 1 kHz–4 kHz, 25%,
50%, 75%, and 90% spectral roll-off points, spectral flux,
centroid, entropy, variance, skewness, kurtosis, psychoacoustic
sharpness, harmonicity and flatness. These features, which
were extracted every 10 ms using a 25 ms Hamming window,
were augmented with their delta and acceleration coefficients.

E. Prosodic features

Some prosodic related features were extracted from
the audio signal for these experiments. Specifically:
harmonics-to-noise ratio (HNR), fundamental frequency
(F0), shimmer, jitter, formant intensity, three first formants
frequency and bandwidths. These features are augmented with
the delta coefficients of the F0 and the formants, and they
were extracted every 10 ms using a 40 ms Hamming window.

IV. EXPERIMENTAL FRAMEWORK

The ability of the system described in Section II for
estimating the degree of depression of a speaker and the
appropriateness of the different sets of audio features described
in Section III are assessed in the framework of the AVEC
2013 DSC. This task consists on the estimation of the level
of self-reported depression indicated by the Beck Depression
Index (BDI) [25] of a speaker. The BDI ranges from 0 to
63, indicating the level of depression: 0 stands for minimal
depression, while 63 stands for severe depression. As the
aim of this work is classifying speech as “depressed” or
“non-depressed”, the BDI range was split in two different
classes:

• Non-depressed speech: it includes the speakers with
BDI ranging from 0 to 19, which corresponds to
minimal and mild depression levels.

• Depressed speech: it includes the speakers with BDI
ranging from 20 to 64, which corresponds to moderate
and severe depression levels [9].

TABLE I. SUMMARY OF THE DATASETS USED IN THE EXPERIMENTS.

Dataset Total duration Min duration Max duration
Training 13 h 17 min 8 min 5 s 27 min 20 s

Development 13 h 5 min 14 min 20 s 23 min 55 s

The data used in these experiments is a subset of the
audio-visual depressive language corpus (AVDLC) [9]. The
database is organized in three partitions, each of them
including 50 recordings, but only two of them were used in
these experiments, as the test labels are not publicly available.
These partitions are summarized in Table I.

The distribution of the two classes taken into consideration
in this work (“non-depressed” and “depressed”) is shown
in Figure 3 for the two datasets. It can be seen that the
database partitions are not balanced, as the number of instances
of the “non-depressed” class is much higher than those of
the “depressed” class. Also, as described in Table II, the
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data is performed in order to obtain more than one training
example per training file. This procedure is applied because
the database is very limited and, in this way, several speech
instances can be extracted from a single audio file, obtaining
a larger amount of data for training the system.

The UBM is adapted to the segments extracted from the
training files using maximum a posteriori (MAP) adaptation,
and the means of the resulting Gaussian mixture model (GMM)
are concatenated in order to obtain a UBM supervector for
each segment. As we want to avoid the effects of speaker and
channel variability, the iVectors technique is applied to the
UBM supervectors. This technique defines a low-dimensional
space, named total variability space, in which the speech
segments are represented by a vector of total factors, namely
iVector [13]. A UBM supervector M is decomposed as
follows:

M = m+Tw (1)

where m is the speaker and channel independent supervector,
T is a low-rank total variability matrix, and w is the iVector
corresponding to the UBM supervector. In this training stage,
the matrix T is trained as described in [17]. The training
data used for training the total variability matrix must be
independent of the data used for training the UBM, in order
to avoid biasing the training of T.

C. Classifier training

Features are extracted from the audio files, and then
the segmentation described above is performed. The total
variability matrix T and the UBM are used to extract iVectors
in the space defined by T, obtaining a single iVector for each
of the two possible classes, “depressed” and “non-depressed”;
these two iVectors are the target models of the classifier.

D. Testing

To classify an audio file as depressed or non-depressed
speech, feature extraction and segmentation are performed,
and the resulting segments are projected into the iVectors
space defined by T, obtaining one iVector per speech segment.
Cosine distance scoring is performed for each iVector,
obtaining a set of scores for class “depressed” and for class
“non-depressed”. The class with the highest score is selected
for each speech segment, and the final decision is taken
by majority voting. In this way, a single label, “depressed”
or “non-depressed” is obtained for each testing audio file.
Another way to perform this test would be extracting a single
iVector from all the speech segments, as depicted in Fig. 2.

Fig. 2. Alternative test stage extracting one iVector per test file

It is common to apply linear discriminant analysis (LDA)
before the cosine scoring. To do so, a projection matrix is
trained and then it is applied to both the target model and
test iVectors [18]. This projection produces a representation
of the iVectors in a more discriminative, and sometimes
lower-dimensional, subspace.

III. ACOUSTIC FEATURES

According to the literature, different acoustic features
have been used for automatic detection of depression.
Mel-frequency cepstral coefficients (MFCCs) were used in
[19] for measuring clinical depression in adolescents. In [11],
MFCCs were compared to shifted delta cepstrum (SDC),
widely used in language recognition. The combination of
MFCCs with spectral, prosodic and energy features was
assessed in [6].

A description of the acoustic feature sets used in these
experiments for the depression detection task is found in this
Section. Their use was motivated either by their application

in previous work on the depression detection task or by their
almost standardized presence in different speech technologies
tasks. The openSMILE tool [20] was used for this purpose.

A. MFCC

Mel-frequency cepstral coefficients are one of the most
popular acoustic features used in speech technologies. They
represent the spectrum of the audio signal in the Mel scale. To
compute them, first the fast Fourier transform of a window of
the audio signal is computed. Its power spectrum is mapped
into the Mel scale using a triangular filterbank. The discrete
cosine transform of the Mel filterbank log-energy is computed,
thus obtaining the cepstral features. MFCCs are commonly
followed by their delta and acceleration coefficients in order to
capture short-term dynamics. In these experiments, 12 MFCCs
plus the 0’th cepstral coefficient augmented with their delta and
acceleration coefficients were used, and they were extracted
every 10 ms using a 25 ms Hamming window.

B. RASTA-PLP

The perceptual linear prediction (PLP) analysis was
proposed as a way of warping spectra for minimizing the
differences between speakers without missing relevant speech
information [21]. The relative spectral transform (RASTA)
filtering applies a band-pass filter to the energy of each
frequency sub-band for smoothing short-term noise variations
while removing constant offset from static spectral coloration
in the speech channel [22]. In this work, 12 RASTA-PLP
cepstral coefficients augmented with their C0 coefficient plus
delta and acceleration coefficients were used. They were
extracted every 10 ms using a 25 ms Hamming window.

C. SDC

Shifted delta cepstrum (SDC) features have been
successfully used in speech technologies tasks such as
language recognition and speaker recognition. SDCs have the
ability to capture long-term dynamics, because the span of
these shifted delta coefficients is wider than the span of the
traditional delta and acceleration coefficients [23].

In order to obtain the SDC coefficients, several delta
cepstrum coefficients are computed across multiple frames and
they are stacked together to form a longer feature vector.
The method has four control parameters: N , d, P and k,
where N is the number of cepstral coefficients computed
at each frame, d represents the time advance and delay for
the delta computation, k is the number of blocks whose
delta coefficients are concatenated to form the final feature
vector, and P is the time shift between consecutive blocks.
The result of these operations is a feature vector of kN
parameters that represents the temporal dynamics of the audio
information, instead of the 2N used for conventional cepstral
delta and acceleration feature vectors. The classical SDC
configuration was used in these experiments, which consists
of a 56-dimensional feature vector composed by 7 MFCCs
augmented with 47 SDCs obtained using the configuration
(N -d-P -k) equal to 7-1-3-7.

D. Energy and spectral features

The set of energy and spectral features (from now on,
Spectral) used in [24] was described in these experiments.
Specifically, this feature set includes loudness, zero crossing
rate, energy in bands from 250–650Hz, 1 kHz–4 kHz, 25%,
50%, 75%, and 90% spectral roll-off points, spectral flux,
centroid, entropy, variance, skewness, kurtosis, psychoacoustic
sharpness, harmonicity and flatness. These features, which
were extracted every 10 ms using a 25 ms Hamming window,
were augmented with their delta and acceleration coefficients.

E. Prosodic features

Some prosodic related features were extracted from
the audio signal for these experiments. Specifically:
harmonics-to-noise ratio (HNR), fundamental frequency
(F0), shimmer, jitter, formant intensity, three first formants
frequency and bandwidths. These features are augmented with
the delta coefficients of the F0 and the formants, and they
were extracted every 10 ms using a 40 ms Hamming window.

IV. EXPERIMENTAL FRAMEWORK

The ability of the system described in Section II for
estimating the degree of depression of a speaker and the
appropriateness of the different sets of audio features described
in Section III are assessed in the framework of the AVEC
2013 DSC. This task consists on the estimation of the level
of self-reported depression indicated by the Beck Depression
Index (BDI) [25] of a speaker. The BDI ranges from 0 to
63, indicating the level of depression: 0 stands for minimal
depression, while 63 stands for severe depression. As the
aim of this work is classifying speech as “depressed” or
“non-depressed”, the BDI range was split in two different
classes:

• Non-depressed speech: it includes the speakers with
BDI ranging from 0 to 19, which corresponds to
minimal and mild depression levels.

• Depressed speech: it includes the speakers with BDI
ranging from 20 to 64, which corresponds to moderate
and severe depression levels [9].

TABLE I. SUMMARY OF THE DATASETS USED IN THE EXPERIMENTS.

Dataset Total duration Min duration Max duration
Training 13 h 17 min 8 min 5 s 27 min 20 s

Development 13 h 5 min 14 min 20 s 23 min 55 s

The data used in these experiments is a subset of the
audio-visual depressive language corpus (AVDLC) [9]. The
database is organized in three partitions, each of them
including 50 recordings, but only two of them were used in
these experiments, as the test labels are not publicly available.
These partitions are summarized in Table I.

The distribution of the two classes taken into consideration
in this work (“non-depressed” and “depressed”) is shown
in Figure 3 for the two datasets. It can be seen that the
database partitions are not balanced, as the number of instances
of the “non-depressed” class is much higher than those of
the “depressed” class. Also, as described in Table II, the
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distribution of the BDI values is irregular, being high values
very uncommon. In fact, the highest BDI value found in
the database was 45, so BDI values from 46 to 63 are not
represented at all.
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Fig. 3. Histogram showing the distribution of classes “non-depressed” and
“depressed” of the datasets

TABLE II. MEAN AND STANDARD DEVIATION OF THE DEPRESSION
LEVELS OF THE TWO CLASSES ON THE DATASETS.

Dataset Class Mean Std

Training Non-depressed 8.0 6.4
Depressed 29.9 7.6

Development Non-depressed 7.2 5.6
Depressed 28.1 7.1

The evaluation metric used in the DSC was the root
mean square error (RMSE) between the estimated and the
groundtruth depression levels but, as the task performed in
this work is the classification of speech in “depressed” or
“non-depressed”, the accuracy was used for measuring the
performance of the system, as it is a more appropriate
performance measure for this task [10]. Accuracy can be
defined as:

Accuracy(%) =
# Correctly classified recordings

# recordings
× 100 (2)

A. Experimental settings

The Training partition was used to train the UBM, while
the Development data was used to train the matrix T, to obtain
the iVectors for classes “depressed” and “non-depressed”, and
to assess the performance of the different features. To do this
without biasing the experiments, a leave-one-out strategy was
applied: 49 of the audio files were used for training, and the
remaining file was used for testing, leaving a different file out
at each trial. In the case of the experiment which applies an
LDA subspace projection, half of the segments extracted from
the training files were used to train the total variability matrix,
and the other half was used to train the LDA projection matrix.

A study of the influence of the length and overlap of the
segments was done and, as the performance obtained with
different segmentations was almost the same, the configuration
used in [8] was adopted. Specifically, a 40 s window and an
overlap of 20 s were used. After the segmentation, all the
silence frames were removed (the unvoiced frames were also
removed in the case of the prosodic features), as they do not
give any information about the depression level of the speaker.

The number of Gaussians of the UBM was set to 64
because of the limited training data. With respect to the

dimension of the iVectors, after performing experiments with
different values of this parameter, it was observed that there
was not a big difference in performance when varying the
dimension between 50 and 200. Thus, iVectors of dimension 50
were used, as this setting obtained a slightly better performance
compared to higher dimensionalities, and also because the
training data was limited, so using a small dimensionality
seemed more appropriate.

V. EXPERIMENTAL RESULTS

Table III shows the accuracies obtained when classifying
the speakers as “depressed” or “non-depressed” following the
majority voting approach described in Section II, with and
without applying linear discriminant analysis (LDA) when
obtaining the test scores. Results obtained with the alternative
test approach that uses one iVector per test file are also
shown for comparison. The Table shows that the strategy that
uses one iVector per test file was not able to discriminate
between the two classes; in fact, it classified all the instances
as “non-depressed”. However, the proposed majority voting
approach obtained results over the chance level, being the
spectral and energy features the ones that obtained the best
classification accuracy, followed by the MFCCs. Table III
also shows that applying LDA did not improve the results
in general, which was probably caused by the fact that the
amount of available data was very limited.

TABLE III. ACCURACY OF THE DEPRESSION CLASSIFICATION TASK
USING DIFFERENT FEATURES.

Accuracy
Features Majority voting Majority voting+LDA One iVector per file

MFCC 66% 64% 60%
RPLP 54% 54% 60%
SDC 62% 62% 60%

Spectral 70% 70% 60%
Prosodic 60% 62% 60%

VI. DISCUSSION

This paper presented some results obtained when
classifying speech as “depressed” or “non-depressed” in the
framework of the AVEC 2013 DSC. Different features were
used, being the spectral and energy features the ones that
obtained the best results in these experiments. These results are
similar to those obtained on other database by other researchers
with a different system [6], but still it is difficult to prove the
validity of these results; the lack of publicly available databases
of depressed speech makes databases, systems, features and
results very difficult to compare. Our motivation for using
the AVEC 2013 DSC comes from the fact that it is publicly
available and there are several papers describing systems and
results obtained on this database, which makes it possible to
compare the performance and to draw conclusions from the
results. Nevertheless, this database is very limited because
there is a small number of audio files, which may lead to jump
into wrong conclusions. Also, the partitions are not speaker
dependent: the number of different speakers is reduced and
they appear in both training and testing partitions, making
it difficult to be sure that a speaker-independent system has
been obtained. Also, the number of examples of the different
depression levels is limited, which makes it difficult to know
if the results obtained by a depression level classifier are
generalizable to other data.
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distribution of the BDI values is irregular, being high values
very uncommon. In fact, the highest BDI value found in
the database was 45, so BDI values from 46 to 63 are not
represented at all.
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Fig. 3. Histogram showing the distribution of classes “non-depressed” and
“depressed” of the datasets

TABLE II. MEAN AND STANDARD DEVIATION OF THE DEPRESSION
LEVELS OF THE TWO CLASSES ON THE DATASETS.

Dataset Class Mean Std

Training Non-depressed 8.0 6.4
Depressed 29.9 7.6

Development Non-depressed 7.2 5.6
Depressed 28.1 7.1

The evaluation metric used in the DSC was the root
mean square error (RMSE) between the estimated and the
groundtruth depression levels but, as the task performed in
this work is the classification of speech in “depressed” or
“non-depressed”, the accuracy was used for measuring the
performance of the system, as it is a more appropriate
performance measure for this task [10]. Accuracy can be
defined as:

Accuracy(%) =
# Correctly classified recordings

# recordings
× 100 (2)

A. Experimental settings

The Training partition was used to train the UBM, while
the Development data was used to train the matrix T, to obtain
the iVectors for classes “depressed” and “non-depressed”, and
to assess the performance of the different features. To do this
without biasing the experiments, a leave-one-out strategy was
applied: 49 of the audio files were used for training, and the
remaining file was used for testing, leaving a different file out
at each trial. In the case of the experiment which applies an
LDA subspace projection, half of the segments extracted from
the training files were used to train the total variability matrix,
and the other half was used to train the LDA projection matrix.

A study of the influence of the length and overlap of the
segments was done and, as the performance obtained with
different segmentations was almost the same, the configuration
used in [8] was adopted. Specifically, a 40 s window and an
overlap of 20 s were used. After the segmentation, all the
silence frames were removed (the unvoiced frames were also
removed in the case of the prosodic features), as they do not
give any information about the depression level of the speaker.

The number of Gaussians of the UBM was set to 64
because of the limited training data. With respect to the

dimension of the iVectors, after performing experiments with
different values of this parameter, it was observed that there
was not a big difference in performance when varying the
dimension between 50 and 200. Thus, iVectors of dimension 50
were used, as this setting obtained a slightly better performance
compared to higher dimensionalities, and also because the
training data was limited, so using a small dimensionality
seemed more appropriate.

V. EXPERIMENTAL RESULTS

Table III shows the accuracies obtained when classifying
the speakers as “depressed” or “non-depressed” following the
majority voting approach described in Section II, with and
without applying linear discriminant analysis (LDA) when
obtaining the test scores. Results obtained with the alternative
test approach that uses one iVector per test file are also
shown for comparison. The Table shows that the strategy that
uses one iVector per test file was not able to discriminate
between the two classes; in fact, it classified all the instances
as “non-depressed”. However, the proposed majority voting
approach obtained results over the chance level, being the
spectral and energy features the ones that obtained the best
classification accuracy, followed by the MFCCs. Table III
also shows that applying LDA did not improve the results
in general, which was probably caused by the fact that the
amount of available data was very limited.

TABLE III. ACCURACY OF THE DEPRESSION CLASSIFICATION TASK
USING DIFFERENT FEATURES.

Accuracy
Features Majority voting Majority voting+LDA One iVector per file

MFCC 66% 64% 60%
RPLP 54% 54% 60%
SDC 62% 62% 60%

Spectral 70% 70% 60%
Prosodic 60% 62% 60%

VI. DISCUSSION

This paper presented some results obtained when
classifying speech as “depressed” or “non-depressed” in the
framework of the AVEC 2013 DSC. Different features were
used, being the spectral and energy features the ones that
obtained the best results in these experiments. These results are
similar to those obtained on other database by other researchers
with a different system [6], but still it is difficult to prove the
validity of these results; the lack of publicly available databases
of depressed speech makes databases, systems, features and
results very difficult to compare. Our motivation for using
the AVEC 2013 DSC comes from the fact that it is publicly
available and there are several papers describing systems and
results obtained on this database, which makes it possible to
compare the performance and to draw conclusions from the
results. Nevertheless, this database is very limited because
there is a small number of audio files, which may lead to jump
into wrong conclusions. Also, the partitions are not speaker
dependent: the number of different speakers is reduced and
they appear in both training and testing partitions, making
it difficult to be sure that a speaker-independent system has
been obtained. Also, the number of examples of the different
depression levels is limited, which makes it difficult to know
if the results obtained by a depression level classifier are
generalizable to other data.
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Faculty of Electrical Engineering

University of Ljubljana
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Abstract—Many techniques in the area of 3D face recognition
rely on local descriptors to characterize the surface-shape infor-
mation around points of interest (or keypoints) in the 3D images.
Despite the fact that a lot of advancements have been made in the
area of keypoint descriptors over the last years, the literature on
3D-face recognition for the most part still focuses on established
descriptors, such as SIFT and SURF, and largely neglects more
recent descriptors, such as the FREAK descriptor. In this paper
we try to bridge this gap and assess the usefulness of the FREAK
descriptor for the task for 3D face recognition. Of particular
interest to us is a direct comparison of the FREAK and SIFT
descriptors within a simple verification framework. To evaluate
our framework with the two descriptors, we conduct 3D face
recognition experiments on the challenging FRGCv2 and UMB-
DB databases and show that the FREAK descriptor ensures a
very competitive verification performance when compared to the
SIFT descriptor, but at a fraction of the computational cost. Our
results indicate that the FREAK descriptor is a viable alternative
to the SIFT descriptor for the problem of 3D face verification
and due to its binary nature is particularly useful for real-time-
recognition systems and verification techniques for low-resource
devices such as mobile phones, tablets and alike.

I. INTRODUCTION

For many computer vision tasks using local image descrip-
tors has become the norm rather than an exception over the
last decades [1]. Image descriptors, such as the SIFT [2], the
SURF [3] or the HOG [4] descriptor, established themselves
as state-of-the-art tools for solving various vision-related prob-
lems ranging from object detection, recognition and tracking
to image stitching and retrieval.

Due to their popularity image descriptors have also found
their way into the area of 3D-face recognition, where they
were again shown to ensure state-of-the-art recognition results
(see e.g., [5], [6]). However, most of the available literature
on this topic focuses on established descriptors, such as the
SIFT or SURF, and largely neglects more recent descriptors,
such ORB [7], BRIEF [8] or FREAK [9], which unlike SIFT
or SURF are binary in nature and, therefore, computationally
much simpler. Whether this is a consequence of the superi-
ority of the SIFT and SURF descriptors when applied to a
recognition task or pertains to other factors remains an open
question.

In this paper we try to address this question and present
a comparative assessment of the SIFT and FREAK keypoint
descriptors when applied to the task of 3D face recognition. We

use the two descriptors within the 3D face recognition frame-
work originally presented in [10], and apply the framework to
images from the FRGCv2 [11] and UMB-DB [12] databases.
We assess the descriptors in terms of computational speed and
descriptiveness (reflected in the verification performance). The
results of our experiments suggest that the FREAK descriptor
represents an appealing alternative to the SIFT descriptor and
is capable of ensuring a competitive verification performance
at a fraction of SIFT’s computational cost.

The rest of the paper is structured as follows. In Sections II
and III we briefly describe the theory underlying the SIFT
and the FREAK descriptors, respectively. In Section IV we
introduce the 3D-face-recognition framework used in our ex-
periments and present the experimental results and our main
findings. We conclude the paper with some final comments
and directions for future work in Section V.

II. SCALE INVARIANT FEATURE TRANSFORM (SIFT)

The Scale Invariant Feature Transform (SIFT), introduced
in [2], represents one of the most popular approaches to
keypoint detection and subsequent descriptor calculation. The
SIFT algorithm features four important steps: (i) scale-space
extrema detection, (ii) removal of unreliable keypoints, (iii)
orientation assignment, and (iv) keypoint descriptor calcula-
tion. In the remainder of this section we briefly describe all
the four steps.

A. Extrema detection

In the first step of the SIFT algorithm, interest points (or
keypoints) are identified in the given image by searching for
pixels that represent extrema of the Difference-of-Gaussian
(DoG) scale-space. Here, the DoG scale-space is defined as
a function D(x, y, σ) that is produced through convolution
of a variable-scale Difference-of-Gaussian filter and the input
image, I(x, y) [13], [2]:

D(x, y, σ) = (G(x, y, kσ) −G(x, y, σ)) ∗ I(x, y) (1)

with
G(x, y, σ) =

1

2πσ2
e−(x2+y2)/2σ2

, (2)

where σ denotes the standard deviation of the Gaussian
G(x, y, σ) and k stands for a scaling factor that controls the
Gaussian’s size.
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very competitive verification performance when compared to the
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results indicate that the FREAK descriptor is a viable alternative
to the SIFT descriptor for the problem of 3D face verification
and due to its binary nature is particularly useful for real-time-
recognition systems and verification techniques for low-resource
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I. INTRODUCTION

For many computer vision tasks using local image descrip-
tors has become the norm rather than an exception over the
last decades [1]. Image descriptors, such as the SIFT [2], the
SURF [3] or the HOG [4] descriptor, established themselves
as state-of-the-art tools for solving various vision-related prob-
lems ranging from object detection, recognition and tracking
to image stitching and retrieval.

Due to their popularity image descriptors have also found
their way into the area of 3D-face recognition, where they
were again shown to ensure state-of-the-art recognition results
(see e.g., [5], [6]). However, most of the available literature
on this topic focuses on established descriptors, such as the
SIFT or SURF, and largely neglects more recent descriptors,
such ORB [7], BRIEF [8] or FREAK [9], which unlike SIFT
or SURF are binary in nature and, therefore, computationally
much simpler. Whether this is a consequence of the superi-
ority of the SIFT and SURF descriptors when applied to a
recognition task or pertains to other factors remains an open
question.

In this paper we try to address this question and present
a comparative assessment of the SIFT and FREAK keypoint
descriptors when applied to the task of 3D face recognition. We

use the two descriptors within the 3D face recognition frame-
work originally presented in [10], and apply the framework to
images from the FRGCv2 [11] and UMB-DB [12] databases.
We assess the descriptors in terms of computational speed and
descriptiveness (reflected in the verification performance). The
results of our experiments suggest that the FREAK descriptor
represents an appealing alternative to the SIFT descriptor and
is capable of ensuring a competitive verification performance
at a fraction of SIFT’s computational cost.

The rest of the paper is structured as follows. In Sections II
and III we briefly describe the theory underlying the SIFT
and the FREAK descriptors, respectively. In Section IV we
introduce the 3D-face-recognition framework used in our ex-
periments and present the experimental results and our main
findings. We conclude the paper with some final comments
and directions for future work in Section V.

II. SCALE INVARIANT FEATURE TRANSFORM (SIFT)

The Scale Invariant Feature Transform (SIFT), introduced
in [2], represents one of the most popular approaches to
keypoint detection and subsequent descriptor calculation. The
SIFT algorithm features four important steps: (i) scale-space
extrema detection, (ii) removal of unreliable keypoints, (iii)
orientation assignment, and (iv) keypoint descriptor calcula-
tion. In the remainder of this section we briefly describe all
the four steps.

A. Extrema detection

In the first step of the SIFT algorithm, interest points (or
keypoints) are identified in the given image by searching for
pixels that represent extrema of the Difference-of-Gaussian
(DoG) scale-space. Here, the DoG scale-space is defined as
a function D(x, y, σ) that is produced through convolution
of a variable-scale Difference-of-Gaussian filter and the input
image, I(x, y) [13], [2]:

D(x, y, σ) = (G(x, y, kσ) −G(x, y, σ)) ∗ I(x, y) (1)

with
G(x, y, σ) =

1

2πσ2
e−(x2+y2)/2σ2

, (2)

where σ denotes the standard deviation of the Gaussian
G(x, y, σ) and k stands for a scaling factor that controls the
Gaussian’s size.
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Local maxima and minima of D(x, y, σ) are identified by
comparing the given sample point with its eight neighbors as
well as the nine neighbors in the scale above and below. If the
point represents a local extreme, it is selected as a keypoint
candidate.

B. Removal of unreliable keypoints

Not all keypoints detected with the procedure described
above are actually used for keypoint descriptor calculation.
The final keypoints are selected based on different measures
of stability. During this step keypoints with low contrast and
keypoints with poorly determined locations along edges are
discarded.

Two criteria are used for the detection of the unreliable
keypoints. The first criterion evaluates the value of |D(x, y, σ)|
for each keypoint candidate. If the value is below some
threshold, the keypoint is removed, as this indicates that the
keypoint was detected in an image area of poor contrast. The
second criterion evaluates the ratio of the principal curvatures
across an edge and the principal curvature perpendicular to
this direction. Note that this is necessary as the DoG function
will have strong responses across edges regardless of whether
the keypoints at the edge responses are stable (i.e., they have
corner-like properties) or not. Thus, for unstable keypoints the
ratio will be large and vice versa, for stable keypoints the ratio
will be small. Consequently, all keypoints candidates with the
ratio below some threshold are retained, otherwise they are
discarded.

C. Orientation assignment

In the third step of the SIFT algorithm an orientation is
assigned to each keypoint by building a histogram of gradi-
ent orientations θ(x, y) weighted by the gradient magnitudes
m(x, y) from the key-point’s local neighborhood:

m(x, y) =
√

A(x, y)2 +B(x, y)2, (3)

θ(x, y) = tanh
L(x, y + 1)− L(x, y − 1)

L(x+ 1, y)− L(x− 1, y)
, (4)

where L(x, y) is a Gaussian smoothed image, where the scale
of the Gaussian is determined by the scale that closest to
the scale at which the keypoint was detected, and A(x, y) =
L(x+1, y)−L(x−1, y) and B(x, y) = L(x, y+1)−L(x, y−1).
By assigning a consistent orientation to each keypoint, the key-
point descriptor can be represented relative to this orientation
and, therefore, can be made invariant to image rotation.

D. Keypoint descriptor calculation

Once the keypoint locations and orientation of each key-
point are determined, a descriptor can be computed for each of
the detected keypoints. This fourth step of the SIFT algorithm
calculates the SIFT descriptors by first computing the gradient
magnitude and orientation at each image point of the 16×16
keypoint neighborhood (Fig. 1 - left). The keypoint neighbor-
hood is weighted with a Gaussian and then used to compute
orientation histograms of subregions of the neighborhood, each
subregion having a size of 4× 4 pixels ( Fig. 1 - right), with
the length of each arrow in Fig. 1(right) corresponding to the

Fig. 1. In this figure the 2 × 2 subregions are computed from an 8 × 8

neighborhood, whereas in the experiments we use a 16 × 16 neighborhood
and subregions of size 4× 4 (image taken from [2]).

sum of the gradient magnitudes near that direction within the
region [2]. Each histogram typically features 8 bins making
the final keypoint descriptor comprising 4 × 4 × 8 = 128
elements. The keypoint coordinates of the descriptor as well
as the gradient orientations are rotated relative to the keypoint
orientation to achieve orientation invariance and the descriptor
is ultimately normalized to enhance invariance to changes in
illumination [13], [2].

E. Matching

A procedure for matching the computed descriptors was
also presented in [2] together with the SIFT algorithm. Con-
sider a probe SIFT descriptor and some database of training
descriptors1. The matching procedure first looks among the
training descriptors for the the nearest neighbor of the probe
descriptor. Generally, many descriptors do not have a good
match among the training descriptors because they were either
computed from different image features (and objects) or they
arose from background clutter. To discard these descriptors
a threshold is used based on which matches that are too
ambiguous are discarded. The threshold is applied on the
ratio between the distance to the descriptors closest neighbor
and its second closest neighbor from the database of training
descriptors. If the ratio is below a predefined threshold value
the descriptors are declared a match.

III. FAST RETINA KEYPOINT (FREAK) DESCRIPTOR

The FREAK (Fast REtinA Keypoint) [9] descriptor is a
binary descriptor computed based on the results of brightness-
comparison tests in a number of sampling locations around a
keypoint. Unlike the SIFT algorithm, the FREAK approach
does not include a keypoint detectior step, but relies on
existing keypoint detectors - most often the AGAST corner
detector [14].

A. Sampling Pattern

The sampling pattern adopted by the FREAK approach is
biologically inspired by the retinal pattern in the eye. Thus, the
sample points that form the basis for calculating the FREAK
descriptor are arranged in the sample pattern shown in Fig 2.

1Typically the probe descriptor represents one descriptor computed from
a probe image and the training descriptors represent all of the descriptors
extracted from some training (or gallery) image. The goal here is to compare
the probe and gallery images through descriptor comparisons.

Fig. 2. FREAK sampling pattern (image taken from [9]). Red circles
represents the standard deviations of the Gaussian kernels applied to the
corresponding sampling points. A total of 43 sampling points are selected
for the sampling pattern of the FREAK descriptor.

Before the descriptor is computed, the N sample points located
around the given keypoint are smoothed with a Gaussian
kernel. Here, the size of the kernel is varied with respect to
the location of the sampling point to simulate the behavior of
the human retina. In analogy to the human visual system, the
smoothed image areas around the sampling points are referred
to as receptive fields by the authors of [9]. The sampling points
of the FREAK descriptor, hence, represent the centers of the
receptive fields. Mathematically, this can be defined as follows:

Pi = P (xi, yi) = Lri(xi, yi), (5)

where
Lri(x, y) = I(x, y) ∗Gri(x, y, σri). (6)

In the above equations I(x, y) stands for the input image,
Gri(x, y, σri) denotes the Gaussian kernel for the i-th re-
ceptive field (i = 1, 2, . . . , N ) and Lri(x, y) represents the
smoothed version of the input image. The i-th sampling point
Pi corresponding to the center of the i-th receptive field ri
and is defined with the predefined coordinates (xi, yi) from
the sampling pattern, where i = 1, 2, . . . , N .

B. Building the Descriptor

As indicated in the beginning of this section, the FREAK
descriptor is constructed based on intensity comparisons be-
tween different pairs of smoothed sampling points (i.e., centers
of receptive fields). Formally, this can defined as follows.
Consider a pair of sampling points Pa = (Pi, Pj), where
i, j ∈ {1, 2, . . . , N} and i �= j. The FREAK approach defines
a binary encoded intensity comparison s(Pa) on this pair as

s(Pa) =

{

1, if Pi > Pj ,
0, otherwise,

(7)

The presented comparison forms the basis for building the
FREAK descriptor F as a N -dimensional bit string:

F =
∑

0≤a<N

2as(Pa). (8)

The FREAK sampling pattern enables many pair-wise
comparisons (binary tests) that would lead to a very large
descriptor. However, since many of the pairs might not be
useful for describing the content of an image, the authors of [9]
run a training algorithm with the sampling pattern presented in
Fig. 2 to identify useful pairs for building the descriptor. The
final (trained) form of the FREAK descriptor, thus, defines 512

Fig. 3. Illustration of the four binary tests clusters composing the FREAK
descriptor: peripheral receptive fields (top left), central (bottom right). The
images were taken from [9]

Fig. 4. Pairs selected to compute the keypoint orientation. The image was
taken from [9].

pairs from the sampling pairs that need to be tested in order
to compute the bit-string in Eq. (8).

Fig 3 shows the selected 512 sampling-point pairs grouped
into four clusters of 128 pairs. Due to the orientation of
the pattern along the global gradient, a symmetric pattern is
captured in the clusters.

C. Orientation normalization

The orientation of the FREAK descriptor is estimated
based on 45 selected sampling-point pairs that are arranged
symmetrically with respect to the center of the sampling
pattern (see Fig. 4). Let G be the set of all the selected pairs
and assume that local gradients have been computed for all the
selected sampling points, then the orientation o of the given
keypoint can be computed as:

o =
1

M

∑

Pi,Pj∈G
i�=j

(Pi − Pj)
T (Pi)− T (Pj)

�T (Pi)− T (Pj)�
, (9)

where M is the number of pairs in G and T (Pi) denotes a
function returning the 2D vector of the spatial coordinates of
the center of receptive field, i.e., the vector of coordinates of
the k-th sampling point T (Pk) = [xk, yk].

D. Descriptor matching

The procedure for matching FREAK descriptors imitates
the coarse-to-fine sacadic search of the human eye. Matching
starts by considering only the first 128 bits of the FREAK
descriptor carrying coarse information. If the computed Ham-
ming distance is smaller than a predefined threshold, the
matching proceeds by considering the remaining bits that
represent finer information. With this procedure, more than
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Local maxima and minima of D(x, y, σ) are identified by
comparing the given sample point with its eight neighbors as
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Once the keypoint locations and orientation of each key-
point are determined, a descriptor can be computed for each of
the detected keypoints. This fourth step of the SIFT algorithm
calculates the SIFT descriptors by first computing the gradient
magnitude and orientation at each image point of the 16×16
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illumination [13], [2].
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A procedure for matching the computed descriptors was
also presented in [2] together with the SIFT algorithm. Con-
sider a probe SIFT descriptor and some database of training
descriptors1. The matching procedure first looks among the
training descriptors for the the nearest neighbor of the probe
descriptor. Generally, many descriptors do not have a good
match among the training descriptors because they were either
computed from different image features (and objects) or they
arose from background clutter. To discard these descriptors
a threshold is used based on which matches that are too
ambiguous are discarded. The threshold is applied on the
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keypoint. Unlike the SIFT algorithm, the FREAK approach
does not include a keypoint detectior step, but relies on
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The sampling pattern adopted by the FREAK approach is
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1Typically the probe descriptor represents one descriptor computed from
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Fig. 2. FREAK sampling pattern (image taken from [9]). Red circles
represents the standard deviations of the Gaussian kernels applied to the
corresponding sampling points. A total of 43 sampling points are selected
for the sampling pattern of the FREAK descriptor.

Before the descriptor is computed, the N sample points located
around the given keypoint are smoothed with a Gaussian
kernel. Here, the size of the kernel is varied with respect to
the location of the sampling point to simulate the behavior of
the human retina. In analogy to the human visual system, the
smoothed image areas around the sampling points are referred
to as receptive fields by the authors of [9]. The sampling points
of the FREAK descriptor, hence, represent the centers of the
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Gri(x, y, σri) denotes the Gaussian kernel for the i-th re-
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smoothed version of the input image. The i-th sampling point
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and is defined with the predefined coordinates (xi, yi) from
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B. Building the Descriptor

As indicated in the beginning of this section, the FREAK
descriptor is constructed based on intensity comparisons be-
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of receptive fields). Formally, this can defined as follows.
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comparisons (binary tests) that would lead to a very large
descriptor. However, since many of the pairs might not be
useful for describing the content of an image, the authors of [9]
run a training algorithm with the sampling pattern presented in
Fig. 2 to identify useful pairs for building the descriptor. The
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pairs from the sampling pairs that need to be tested in order
to compute the bit-string in Eq. (8).

Fig 3 shows the selected 512 sampling-point pairs grouped
into four clusters of 128 pairs. Due to the orientation of
the pattern along the global gradient, a symmetric pattern is
captured in the clusters.

C. Orientation normalization

The orientation of the FREAK descriptor is estimated
based on 45 selected sampling-point pairs that are arranged
symmetrically with respect to the center of the sampling
pattern (see Fig. 4). Let G be the set of all the selected pairs
and assume that local gradients have been computed for all the
selected sampling points, then the orientation o of the given
keypoint can be computed as:

o =
1

M

∑

Pi,Pj∈G
i�=j

(Pi − Pj)
T (Pi)− T (Pj)

�T (Pi)− T (Pj)�
, (9)

where M is the number of pairs in G and T (Pi) denotes a
function returning the 2D vector of the spatial coordinates of
the center of receptive field, i.e., the vector of coordinates of
the k-th sampling point T (Pk) = [xk, yk].

D. Descriptor matching

The procedure for matching FREAK descriptors imitates
the coarse-to-fine sacadic search of the human eye. Matching
starts by considering only the first 128 bits of the FREAK
descriptor carrying coarse information. If the computed Ham-
ming distance is smaller than a predefined threshold, the
matching proceeds by considering the remaining bits that
represent finer information. With this procedure, more than
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Fig. 5. Sample data from: the UBM-DB database (top row), the FRGCv2
database (bottom row)

90% of the candidate matches are discarded with the first 128
bits of the FREAK descriptor, resulting in an extremely rapid
matching step.

IV. EXPERIMENTS

A. Experimental databases

To assess the relative usefulness of the SIFT and FREAK
descriptors for the task of 3D face recognition, we use two
publicly available databases of 3D facial images, i.e., the
FRGCv2 [11] and UMB-DB [12] databases. The FRGCv2
database serves for evaluating the recognition performance
ensured by the descriptors within our 3D face recognition
framework (presented in the next section) in the case of a
large number of subjects with near frontal orientations and
major expression variations. The UMB-DB databases is used to
examine the robustness of our framework to occlusions given
the two descriptors. Images from the two databases represent
challenging problems for the existing 3D face recognition
technology as evidenced by the sample images presented in
Fig. 5. Here, the upper row depicts sample images from the
FRGCv2 database and the lower row shows sample images
from the UMB-DB database.

During our experiments we focus on the performance
of our face recognition framework with respect to the two
descriptors and do not use the otherwise more commonly used
metrics for evaluation of detectors and descriptors (i.e. recall
and precision), as suggested in [15]. Our experimental results
are, therefore, mostly presented in the form of the verification
performance (or true accept rate - TAR) at the 0.1% false
accept rate (FAR) [16], [17], [18].

B. Experimental setup

For the experimental evaluation we use a similar recog-
nition framework as presented in [10]. A diagram of the
framework is presented in Fig. 6.

The processing chain of our framework starts by low-pass
filtering the 3D scans to remove high frequency noise. The
depth components (z values) are then interpolated and uni-
formly re-sampled on the (x, y) plane. After the re-sampling,
face localization is performed with a technique relying on
k-means clustering (similar to the one presented in [19]).
With this technique, the facial area is extracted from the 3D

Fig. 7. Effect of data representation on the number of detected SIFT keypoints
(with default parameters). From left to right: grayscale image, depth image,
maximum curvature, mean curvature, z components of the surface normals,
shape index (best viewed in color).

scans by clustering the depth data into 3 distinct clusters that
commonly correspond to the background, body parts and the
face/head region. The cluster with the lowest average depth
value typically corresponds to the facial area and is, therefore,
retained for further processing. Note that the employed face
localization procedure assures only a very rough localization
of the facial region. However, it is computationally extremely
simple and is able to localize the face even in the presence of
severe occlusions, rotations and expression variations, where
other localization techniques frequently fail [10].

As the keypoint-descriptor-calculation methods are opti-
mized for 2D images, it is of major importance in what
form the 3D data is passed to the keypoint-detection and
the descriptor-calculation procedure. With an unappropriate
representation of the depth data, the keypoint detector will
be unable to find a sufficient number of keypoints for the
recognition procedure to work. Thus, the depth images need to
be represented in a reasonable form for our assessment to make
sense. Towards this end, we consider different representations
of the surface shape to represent our depth data. Specifically,
we use pure depth images Ir, shape index values Is, mean
curvature values Im, maximum curvature values Imax and
surface normal coordinates Inx, Iny and Inz (see Fig. 7). An
illustrative example of the effect of different representations
on the keypoint detection step of the SIFT algorithm is shown
in Fig. 7.

The keypoint-detection and descriptor-calculation steps of
our framework, are implemented with the SIFT and the
FREAK approaches. With the SIFT descriptor, the SIFT
keypoint-detection procedure is used, while for the FREAK
descriptor AGAST keypoint detector is adopted.

The final step in the processing chain of our framework is
the matching stage. In this stage a similarity score (or matching
score) measuring the similarity between the given probe and
target images needs to be computed. Towards this end, each de-
scriptor from the given probe image is matched independently
against all descriptors extracted from the given target image.
For the descriptor-matching procedure the technique proposed
for the SIFT descriptor is used. Recall from Section II-E
that the technique relies on the ratio between the distance
to the nearest end second nearest neighbor [2], [15] - we
will refer to this matching procedure as the “nearest-neighbor-
ratio” matching in the reminder of the paper. Eventually, the
number of matching descriptors between the two images serves
as similarity measure for the given pair of probe and target
images2.

2Note that matching of the binary descriptors is performed using the
Hamming distance (bitwise XOR followed by a bit count), which can be
computed very efficiently on today architectures [20].

Fig. 6. Conceptual diagram of the 3D face recognition framework used in the experiments. During all of our experiments all steps were kept the same, except
for the keypoint-descriptor-calculation step, which in one case was implemented with the SIFT algorithm and in the second with the FREAK approach.

TABLE I. INFLUENCE OF DIFFERENT 3D DATA REPRESENTATION
TECHNIQUES ON THE KEYPOINT-DETECTION STEP AND THE VERIFICATION

PERFORMANCE (TAR @ 0.1% FAR, FRGC V2, neut. vs neut.; ALL
DESCRIPTORS ARE EXTRACTED ON THE SHAPE INDEX REPRESENTATION)

Data representation for the keypoint detection

Method Ir Inz Imax Is Im

SIFT 21.5 (6)∗ 90.0 (72) 82.2 (62) 94.3 (396) 81.6 (81)
FREAK 2.4 (3) 92.5 (162) 78.1 (134) 92.4 (349) 76.8 (138)
∗ numbers in brackets denote the average number of detected keypoints per one 3D

face image

C. Results

In the first series of our experiments we try to evaluate the
impact of the selected 3D-surface-shape representation on the
keypoint-detection and descriptor-calculation steps, and con-
sequently on the recognition performance of our framework.
For this series of experiments we use the FRGCv2 database
and compute our performance metrics only on 3D facial
images marked as neutral in the database. The experiments are
conducted in a all-vs-all manner, thus, each image from the
“neutral” subset of the FRGCv2 database is matched against all
remaining images in this subset. Due to the selected setup the
same images appear as probes and targets, which is common
with this database [11], [10].

Table I presents the results of the first experimental run,
where the keypoint-detection step is conducted on differ-
ent 3D-shape-surface representations and the descriptors are
computed from the shape-index representation Is

3. Note that
the best performance (considering both descriptor types) is
achieved when both the keypoint-detection and descriptor cal-
culation steps are conducted on the shape-index representation.
We argue that this is due to an increased variability in the
shape-index representation compared, for example, to the pure
depth images, resulting in much more detected keypoints and
thus better description of the face.

In the second experimental run of this series of experi-
ments we conduct a similar experiment as in the first run,
but this time use the shape-index representation to find the
keypoints for the two descriptors and calculates the actual

3We have also experimented with settings, where the keypoint-detection and
descriptor calculation steps were conducted on the same representation, but
do not show the results here, as the performance was significantly worse than
that tabulated in Tables I and II.

TABLE II. INFLUENCE OF DIFFERENT 3D DATA REPRESENTATION
TECHNIQUES ON THE DESCRIPTOR-CALCULATION STEP AND THE

VERIFICATION PERFORMANCE (TAR @ 0.1% FAR, FRGC V2, neut. vs
neut.; ALL KEYPOINTS ARE DETECTED ON THE SHAPE INDEX

REPRESENTATION)

Data representation for the descriptor extraction

Method Ir Inz Is

SIFT 12.6 79.3 94.3
FREAK 72.8 85.6 92.4

descriptors on different data representations. In Table II we
present the results for the three top performing representations,
all other representations were omitted from the table, as their
performance was significantly worse from what is presented.
Similar to the results in Table I the shape index is again the
best representation, which can be explained by the increased
robustness of the descriptors, resulting from the invariance of
the shape index to scale, translation and rotation [21]. Based
on the results of this series of experiments we select the shape-
index representation for all our subsequent experiments.

In the second series of experiments we evaluate the ro-
bustness of the keypoint descriptors (within our framework)
to variations in the facial expressions and presence to partial
occlusions of the facial area. For this series of experiments
we use both the FRGCv2 and UMB-DB databases. For the
FRGCv2 database we match all images marked as neutral
to all image marked as non-neutral. For the UMB-DB we
match all non-occluded images against all occluded images.
The results of the experiments are presented in Table III. The
SIFT-based framework outperforms the FREAK-based one,
but the differences in the performance is only around 3%
on both databases. Furthermore, the SIFT-based framework is
computationally much more expensive as shown in the graphs
in Fig. 8, where the average time needed by our framework
to process a single image (given a specific descriptor) is
presented. Here, it has to be noted that our experiments were
performed on a Intel Xeon CPU @ 2.67 GHz personal desktop
computer with 12 GB of RAM. The implementation of the
keypoint detectors and descriptor computation procedures is
taken from OpenCV [22] and assessed through Matlab4. As
can be seen from Fig. 8, the keypoint detection and descriptor
calculation times for the FREAK-based framework are much
lower than those of the SIFT descriptor.

4http://www.cs.stonybrook.edu/∼kyamagu/mexopencv/
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Fig. 5. Sample data from: the UBM-DB database (top row), the FRGCv2
database (bottom row)

90% of the candidate matches are discarded with the first 128
bits of the FREAK descriptor, resulting in an extremely rapid
matching step.

IV. EXPERIMENTS

A. Experimental databases

To assess the relative usefulness of the SIFT and FREAK
descriptors for the task of 3D face recognition, we use two
publicly available databases of 3D facial images, i.e., the
FRGCv2 [11] and UMB-DB [12] databases. The FRGCv2
database serves for evaluating the recognition performance
ensured by the descriptors within our 3D face recognition
framework (presented in the next section) in the case of a
large number of subjects with near frontal orientations and
major expression variations. The UMB-DB databases is used to
examine the robustness of our framework to occlusions given
the two descriptors. Images from the two databases represent
challenging problems for the existing 3D face recognition
technology as evidenced by the sample images presented in
Fig. 5. Here, the upper row depicts sample images from the
FRGCv2 database and the lower row shows sample images
from the UMB-DB database.

During our experiments we focus on the performance
of our face recognition framework with respect to the two
descriptors and do not use the otherwise more commonly used
metrics for evaluation of detectors and descriptors (i.e. recall
and precision), as suggested in [15]. Our experimental results
are, therefore, mostly presented in the form of the verification
performance (or true accept rate - TAR) at the 0.1% false
accept rate (FAR) [16], [17], [18].

B. Experimental setup

For the experimental evaluation we use a similar recog-
nition framework as presented in [10]. A diagram of the
framework is presented in Fig. 6.

The processing chain of our framework starts by low-pass
filtering the 3D scans to remove high frequency noise. The
depth components (z values) are then interpolated and uni-
formly re-sampled on the (x, y) plane. After the re-sampling,
face localization is performed with a technique relying on
k-means clustering (similar to the one presented in [19]).
With this technique, the facial area is extracted from the 3D

Fig. 7. Effect of data representation on the number of detected SIFT keypoints
(with default parameters). From left to right: grayscale image, depth image,
maximum curvature, mean curvature, z components of the surface normals,
shape index (best viewed in color).

scans by clustering the depth data into 3 distinct clusters that
commonly correspond to the background, body parts and the
face/head region. The cluster with the lowest average depth
value typically corresponds to the facial area and is, therefore,
retained for further processing. Note that the employed face
localization procedure assures only a very rough localization
of the facial region. However, it is computationally extremely
simple and is able to localize the face even in the presence of
severe occlusions, rotations and expression variations, where
other localization techniques frequently fail [10].

As the keypoint-descriptor-calculation methods are opti-
mized for 2D images, it is of major importance in what
form the 3D data is passed to the keypoint-detection and
the descriptor-calculation procedure. With an unappropriate
representation of the depth data, the keypoint detector will
be unable to find a sufficient number of keypoints for the
recognition procedure to work. Thus, the depth images need to
be represented in a reasonable form for our assessment to make
sense. Towards this end, we consider different representations
of the surface shape to represent our depth data. Specifically,
we use pure depth images Ir, shape index values Is, mean
curvature values Im, maximum curvature values Imax and
surface normal coordinates Inx, Iny and Inz (see Fig. 7). An
illustrative example of the effect of different representations
on the keypoint detection step of the SIFT algorithm is shown
in Fig. 7.

The keypoint-detection and descriptor-calculation steps of
our framework, are implemented with the SIFT and the
FREAK approaches. With the SIFT descriptor, the SIFT
keypoint-detection procedure is used, while for the FREAK
descriptor AGAST keypoint detector is adopted.

The final step in the processing chain of our framework is
the matching stage. In this stage a similarity score (or matching
score) measuring the similarity between the given probe and
target images needs to be computed. Towards this end, each de-
scriptor from the given probe image is matched independently
against all descriptors extracted from the given target image.
For the descriptor-matching procedure the technique proposed
for the SIFT descriptor is used. Recall from Section II-E
that the technique relies on the ratio between the distance
to the nearest end second nearest neighbor [2], [15] - we
will refer to this matching procedure as the “nearest-neighbor-
ratio” matching in the reminder of the paper. Eventually, the
number of matching descriptors between the two images serves
as similarity measure for the given pair of probe and target
images2.

2Note that matching of the binary descriptors is performed using the
Hamming distance (bitwise XOR followed by a bit count), which can be
computed very efficiently on today architectures [20].

Fig. 6. Conceptual diagram of the 3D face recognition framework used in the experiments. During all of our experiments all steps were kept the same, except
for the keypoint-descriptor-calculation step, which in one case was implemented with the SIFT algorithm and in the second with the FREAK approach.

TABLE I. INFLUENCE OF DIFFERENT 3D DATA REPRESENTATION
TECHNIQUES ON THE KEYPOINT-DETECTION STEP AND THE VERIFICATION

PERFORMANCE (TAR @ 0.1% FAR, FRGC V2, neut. vs neut.; ALL
DESCRIPTORS ARE EXTRACTED ON THE SHAPE INDEX REPRESENTATION)

Data representation for the keypoint detection

Method Ir Inz Imax Is Im

SIFT 21.5 (6)∗ 90.0 (72) 82.2 (62) 94.3 (396) 81.6 (81)
FREAK 2.4 (3) 92.5 (162) 78.1 (134) 92.4 (349) 76.8 (138)
∗ numbers in brackets denote the average number of detected keypoints per one 3D

face image

C. Results

In the first series of our experiments we try to evaluate the
impact of the selected 3D-surface-shape representation on the
keypoint-detection and descriptor-calculation steps, and con-
sequently on the recognition performance of our framework.
For this series of experiments we use the FRGCv2 database
and compute our performance metrics only on 3D facial
images marked as neutral in the database. The experiments are
conducted in a all-vs-all manner, thus, each image from the
“neutral” subset of the FRGCv2 database is matched against all
remaining images in this subset. Due to the selected setup the
same images appear as probes and targets, which is common
with this database [11], [10].

Table I presents the results of the first experimental run,
where the keypoint-detection step is conducted on differ-
ent 3D-shape-surface representations and the descriptors are
computed from the shape-index representation Is

3. Note that
the best performance (considering both descriptor types) is
achieved when both the keypoint-detection and descriptor cal-
culation steps are conducted on the shape-index representation.
We argue that this is due to an increased variability in the
shape-index representation compared, for example, to the pure
depth images, resulting in much more detected keypoints and
thus better description of the face.

In the second experimental run of this series of experi-
ments we conduct a similar experiment as in the first run,
but this time use the shape-index representation to find the
keypoints for the two descriptors and calculates the actual

3We have also experimented with settings, where the keypoint-detection and
descriptor calculation steps were conducted on the same representation, but
do not show the results here, as the performance was significantly worse than
that tabulated in Tables I and II.

TABLE II. INFLUENCE OF DIFFERENT 3D DATA REPRESENTATION
TECHNIQUES ON THE DESCRIPTOR-CALCULATION STEP AND THE

VERIFICATION PERFORMANCE (TAR @ 0.1% FAR, FRGC V2, neut. vs
neut.; ALL KEYPOINTS ARE DETECTED ON THE SHAPE INDEX

REPRESENTATION)

Data representation for the descriptor extraction

Method Ir Inz Is

SIFT 12.6 79.3 94.3
FREAK 72.8 85.6 92.4

descriptors on different data representations. In Table II we
present the results for the three top performing representations,
all other representations were omitted from the table, as their
performance was significantly worse from what is presented.
Similar to the results in Table I the shape index is again the
best representation, which can be explained by the increased
robustness of the descriptors, resulting from the invariance of
the shape index to scale, translation and rotation [21]. Based
on the results of this series of experiments we select the shape-
index representation for all our subsequent experiments.

In the second series of experiments we evaluate the ro-
bustness of the keypoint descriptors (within our framework)
to variations in the facial expressions and presence to partial
occlusions of the facial area. For this series of experiments
we use both the FRGCv2 and UMB-DB databases. For the
FRGCv2 database we match all images marked as neutral
to all image marked as non-neutral. For the UMB-DB we
match all non-occluded images against all occluded images.
The results of the experiments are presented in Table III. The
SIFT-based framework outperforms the FREAK-based one,
but the differences in the performance is only around 3%
on both databases. Furthermore, the SIFT-based framework is
computationally much more expensive as shown in the graphs
in Fig. 8, where the average time needed by our framework
to process a single image (given a specific descriptor) is
presented. Here, it has to be noted that our experiments were
performed on a Intel Xeon CPU @ 2.67 GHz personal desktop
computer with 12 GB of RAM. The implementation of the
keypoint detectors and descriptor computation procedures is
taken from OpenCV [22] and assessed through Matlab4. As
can be seen from Fig. 8, the keypoint detection and descriptor
calculation times for the FREAK-based framework are much
lower than those of the SIFT descriptor.

4http://www.cs.stonybrook.edu/∼kyamagu/mexopencv/
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TABLE III. TAR (%) AT A 0.1% FAR OF THE ASSESSED METHODS IN
THE PRESENCE OF EXPRESSION, OCCLUSION AND ORIENTATION

VARIATIONS.

Matching/classification Data set Descriptor

Name Target Query SIFT FREAK

nearest-neighbor-ratio FRGC neutral non-neut. 81.2 77.8
UMB-DB non-occl. occluded 78.2 75.0

0 0.05 0.1 0.15 0.2 0.25

FREAK (348)
SIFT (404)

Time in seconds
Keypoint detection Descriptor calculation Classification

Fig. 8. Average times needed by different computational steps of the
descriptors within our framework for the verification of one face image
(numbers in brackets denote the number of detected keypoints).

All in all, the results of our experiments suggest that the
FREAK descriptor represents a viable alternative to the SIFT
descriptor for the task of 3D face recognition. Even with our
simple recognition framework, both descriptors ensured high
verification performance; in the case of the UMB-DB even
comparable to the state-of-the-art (see, e.g., [23], [24]). When
looking at the speed of computation, the FREAK descriptor
definitely has an advantage compared to the SIFT descriptor
and is also well suited for building recognition systems for
low-resource devices such as mobile phones, tablets and alike.

V. CONCLUSION

We have assessed the relative usefulness of two keypoint
descriptors, i.e., the SIFT and the FREAK descriptors, for the
task of 3D face recognition. We have shown that despite its
binary nature the FREAK descriptor is powerful enough to be
used in 3D face recognition systems, where it ensures a recog-
nition performance comparable to the SIFT descriptor, but at
a fraction of the computational cost. For our future work, we
plan to incorporate the FREAK descriptor into more elaborate
recognition schemes, as the results of our experiments suggest
that this represents a promising new research direction.
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ABSTRACT

We investigate ear recognition systems for severe signal
degradation of ear images in order to assess the impact on
biometric performance of diverse well-established feature
extraction algorithms. Various intensities of signal degrada-
tion, i.e. out-of-focus blur and thermal noise, are simulated
in order to construct realistic acquisition scenarios. Experi-
mental evaluations, which are carried out on a comprehensive
database comprising more than 2,000 ear images, point out
the effects of severe signal degradation on ear recognition
performance using appearance features.

Index Terms— Ear biometrics, ear recognition, signal
degradation, simulation, surveillance

1. INTRODUCTION

Following the fist studies on forensic evidence of ear im-
ages of A. Iannarelli in 1989 [1], Hoogstrate et al. presented
a study on the evidential value of ear images from CCTV
footage [2]. This work was motivated by a series of gas sta-
tion robberies in Utrecht, Netherlands. During the incidents,
the perpetrators appeared in several CCTV videos, however
their faces were occluded by baseball hats in all of the videos.
In all of the cases, the CCTV videos contained several frames
with profile views, where the outer ear of one of the perpetra-
tors was clearly visible. Hoogstrate et al. showed that these
ear images can be employed for identification by a forensic
expert, if the quality of the videos is sufficient. Such impair-
ing factors for the image quality in surveillance videos can
be, for instance, blur and thermal sensor noise. Image quality
plays an even more important role when potential candidates
should be pre-selected automatically by a biometric system,
prior to manual inspection by a forensic expert.

Automated ear biometric recognition systems hold tremen-
dous promise for the future, especially in the forensic area [3].
While the long standing success story of ear recognition goes
back to the 19th century [4] nowadays forensic applications
have only recently started to pay attention to automated ear
recognition. In past years numerous approaches focusing on
ear detection, feature extraction, and feature comparison have
been proposed, achieving promising biometric performance

Table 1. State-of-the-art camera models and characteristics.
Vendor Product Focal length Resolution Sensor

ACTi D82 2.8-12mm 1920×1080 1/3.2”
AXIS P3367V 3-9mm 1920×1080 1/3.2”

GeoVision GV-FD220G 3-9mm 1920×1080 1/2.5”
Veliux VVIP-2L2812 2.8-12mm 1920×1080 1/2.5”

http://www.acti.com/
http://www.axis.com/
http://www.geovision.com.tw/
http://www.veliux.net/

(for a detailed survey see [5]). However, the vast majority of
experimental evaluations are performed on datasets acquired
under rather favorable conditions, which in most cases does
not reflect image data acquired in forensic scenarios. So
far, no studies have been conducted on the impact of signal
degradation on automated ear recognition, which represents
a considerable significant point of failure for any automated
ear recognition system.

The contribution of this work is the investigation of the
effects of severe signal degradation on automated ear recog-
nition using appearance features. Considering different rea-
sonable scenarios of data acquisition (according to surveil-
lance scenarios), ear images of a comprehensive dataset are
systematically degraded, simulating frequent distortions, i.e.
out-of-focus blur and thermal noise. On the one hand, a syn-
thetic degradation of ear images allows a comprehensive ex-
perimental evaluation of existing dataset and, on the other
hand, it is feasible to measure and reproduce the source of
image degradation. In previous work [6] we have shown that
state-of-the-art ear detection algorithms are capable of over-
coming simulated signal degradations caused by out-of-focus
blur and thermal noise. In this work emphasis is put on recog-
nition performance, i.e. the impact of signal degradation on
biometric performance is analysed and a detailed discussion
of consequential issues is given.

The remainder of this paper is organized as follows: in
Sect. 2 considered scenarios and applied signal degradations
are described in detail. The effects of signal degradation on
ear recognition algorithms are investigated in Sect. 3. Finally,
conclusions are drawn in Sect. 4.
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TABLE III. TAR (%) AT A 0.1% FAR OF THE ASSESSED METHODS IN
THE PRESENCE OF EXPRESSION, OCCLUSION AND ORIENTATION

VARIATIONS.

Matching/classification Data set Descriptor

Name Target Query SIFT FREAK

nearest-neighbor-ratio FRGC neutral non-neut. 81.2 77.8
UMB-DB non-occl. occluded 78.2 75.0

0 0.05 0.1 0.15 0.2 0.25

FREAK (348)
SIFT (404)

Time in seconds
Keypoint detection Descriptor calculation Classification

Fig. 8. Average times needed by different computational steps of the
descriptors within our framework for the verification of one face image
(numbers in brackets denote the number of detected keypoints).

All in all, the results of our experiments suggest that the
FREAK descriptor represents a viable alternative to the SIFT
descriptor for the task of 3D face recognition. Even with our
simple recognition framework, both descriptors ensured high
verification performance; in the case of the UMB-DB even
comparable to the state-of-the-art (see, e.g., [23], [24]). When
looking at the speed of computation, the FREAK descriptor
definitely has an advantage compared to the SIFT descriptor
and is also well suited for building recognition systems for
low-resource devices such as mobile phones, tablets and alike.

V. CONCLUSION

We have assessed the relative usefulness of two keypoint
descriptors, i.e., the SIFT and the FREAK descriptors, for the
task of 3D face recognition. We have shown that despite its
binary nature the FREAK descriptor is powerful enough to be
used in 3D face recognition systems, where it ensures a recog-
nition performance comparable to the SIFT descriptor, but at
a fraction of the computational cost. For our future work, we
plan to incorporate the FREAK descriptor into more elaborate
recognition schemes, as the results of our experiments suggest
that this represents a promising new research direction.
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ABSTRACT

We investigate ear recognition systems for severe signal
degradation of ear images in order to assess the impact on
biometric performance of diverse well-established feature
extraction algorithms. Various intensities of signal degrada-
tion, i.e. out-of-focus blur and thermal noise, are simulated
in order to construct realistic acquisition scenarios. Experi-
mental evaluations, which are carried out on a comprehensive
database comprising more than 2,000 ear images, point out
the effects of severe signal degradation on ear recognition
performance using appearance features.

Index Terms— Ear biometrics, ear recognition, signal
degradation, simulation, surveillance

1. INTRODUCTION

Following the fist studies on forensic evidence of ear im-
ages of A. Iannarelli in 1989 [1], Hoogstrate et al. presented
a study on the evidential value of ear images from CCTV
footage [2]. This work was motivated by a series of gas sta-
tion robberies in Utrecht, Netherlands. During the incidents,
the perpetrators appeared in several CCTV videos, however
their faces were occluded by baseball hats in all of the videos.
In all of the cases, the CCTV videos contained several frames
with profile views, where the outer ear of one of the perpetra-
tors was clearly visible. Hoogstrate et al. showed that these
ear images can be employed for identification by a forensic
expert, if the quality of the videos is sufficient. Such impair-
ing factors for the image quality in surveillance videos can
be, for instance, blur and thermal sensor noise. Image quality
plays an even more important role when potential candidates
should be pre-selected automatically by a biometric system,
prior to manual inspection by a forensic expert.

Automated ear biometric recognition systems hold tremen-
dous promise for the future, especially in the forensic area [3].
While the long standing success story of ear recognition goes
back to the 19th century [4] nowadays forensic applications
have only recently started to pay attention to automated ear
recognition. In past years numerous approaches focusing on
ear detection, feature extraction, and feature comparison have
been proposed, achieving promising biometric performance

Table 1. State-of-the-art camera models and characteristics.
Vendor Product Focal length Resolution Sensor

ACTi D82 2.8-12mm 1920×1080 1/3.2”
AXIS P3367V 3-9mm 1920×1080 1/3.2”

GeoVision GV-FD220G 3-9mm 1920×1080 1/2.5”
Veliux VVIP-2L2812 2.8-12mm 1920×1080 1/2.5”

http://www.acti.com/
http://www.axis.com/
http://www.geovision.com.tw/
http://www.veliux.net/

(for a detailed survey see [5]). However, the vast majority of
experimental evaluations are performed on datasets acquired
under rather favorable conditions, which in most cases does
not reflect image data acquired in forensic scenarios. So
far, no studies have been conducted on the impact of signal
degradation on automated ear recognition, which represents
a considerable significant point of failure for any automated
ear recognition system.

The contribution of this work is the investigation of the
effects of severe signal degradation on automated ear recog-
nition using appearance features. Considering different rea-
sonable scenarios of data acquisition (according to surveil-
lance scenarios), ear images of a comprehensive dataset are
systematically degraded, simulating frequent distortions, i.e.
out-of-focus blur and thermal noise. On the one hand, a syn-
thetic degradation of ear images allows a comprehensive ex-
perimental evaluation of existing dataset and, on the other
hand, it is feasible to measure and reproduce the source of
image degradation. In previous work [6] we have shown that
state-of-the-art ear detection algorithms are capable of over-
coming simulated signal degradations caused by out-of-focus
blur and thermal noise. In this work emphasis is put on recog-
nition performance, i.e. the impact of signal degradation on
biometric performance is analysed and a detailed discussion
of consequential issues is given.

The remainder of this paper is organized as follows: in
Sect. 2 considered scenarios and applied signal degradations
are described in detail. The effects of signal degradation on
ear recognition algorithms are investigated in Sect. 3. Finally,
conclusions are drawn in Sect. 4.
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Fig. 1. Simulated data acquisition scenario.

2. ACQUISITION AND SIGNAL DEGRADATION

2.1. Acquisition Scenarios

Table 1 summarizes diverse state-of-the-art surveillance cam-
eras made available by major vendors and relevant character-
istics, i.e. focal length, resolution, and sensor type (character-
istics refer to most developed products of according vendors).
Based on this comparison we consider a camera providing (1)
a focal length of 8mm, (2) a resolution of 1920×1080, and
(3) a sensor diagonal of 1/2.5 inch. We examine two differ-
ent acquisition scenarios S1, S2 with respect to the distance
of the subject to the camera considering distances of approxi-
mately 2m and 4m, respectively. Fig. 1 schematically depicts
the considered acquisition scenario.

We assume that we are able to detect the presence of a
subject in a video by one of the state-of-the art detection tech-
niques, that are summarized in [7]. After successfully de-
tecting a capture subject, the head region can be roughly seg-
mented. In [6] we have demonstrated that cascaded ear detec-
tors, e.g. based on Haar-like features, output stable detection
results even in presence of severe signal degradation. In order
to estimate the mere effect of signal degradation on feature
extraction and classification modules we restrict ourselves to
they analysis of cropped images of size 165×92 and 83×46
pixels. These cropped images are generated on the basis of a
manually segmented ground-truth, in both scenarios, respec-
tively (cf. Fig.2).

Let C(f, d, w, h) be a camera with focal length f , sensor
diagonal d, and resolution w× h. Then the diagonal D of the
field of view at a distinct distance A is estimated as,

D = A · tan
(
2 · arctan((d/2f)/2)

)
= A · d/2f . (1)

In our scenario the aspect ratio is 16:9, i.e. the field of
view in object space corresponds to

16 ·
√

D2/(162 + 92) m × 9 ·
√

D2/(162 + 92) m. (2)

In [8] the average size of the outer ear of males and fe-
males across different age group is measured as 61.7 mm
×37.0 mm and 57.8 mm ×34.5 mm, respectively. For an av-
erage angle of auricle of 32.5 degrees across age groups and

Table 2. Blur and noise conditions considered for signal
degradation (denotations of σ are defined in 2.2.1 and 2.2.2).

Blur condition Noise condition Degradation
Abbrev. Description Abbrev. Description Intensity

B-0 – N-0 – none
B-1 σ = 2 N-1 σ = 20 low
B-2 σ = 3 N-2 σ = 25 medium
B-3 σ = 4 N-3 σ = 30 high

sex we approximate the bounding box of an ear of any subject
as 70 mm × 60 mm. For both scenarios S1, S2 the considered
camera C(8mm, 1/2.5”, 1920px, 1080px) would yield images
where ear regions comprise approximately we×he = 110×90
and 55×45 pixels, respectively.

2.2. Signal Degradation

Signal degradation in this work is simulated by means of blur
and noise where blur is applied prior to noise (out-of-focus
blur is caused before noise occurs). Four different intensities
(including absence) of blur and noise and combinations of
these are considered and summarized in Table 2.

2.2.1. Blur Conditions

Out-of-focus blur represents a frequent distortion in image ac-
quisition mainly caused by an inappropriate distance of the
camera to the eye (another type of blur is motion blur caused
by rapid movement which is not considered in this work). We
simulate the point spread function of the blur as a Gaussian

f(x, y) =
1

2πσ2
e−

x2+y2

2πσ2 (3)

which is then convoluted with the specific image, where the
image is devided into 16 × 16 pixel blocks.

2.2.2. Noise Conditions

Amplifier noise is primarily caused by thermal noise. Due
to signal amplification in dark (or underexposed) areas of an
image, thermal noise has a high impact on these areas. Addi-
tional sources contribute to the noise in a digital image such
as shot noise, quantization noise and others. These additional
noise sources however, only make up a negligible part of the
noise and are therefore ignored during this work.

Let P be the set of all pixels in image I ∈ N2, w =
(wp)p∈P , be a collection of independent identically dis-
tributed real-valued random variables following a Gaussian
distribution with mean m and variance σ2. We simulate ther-
mal noise as additive Gaussian noise with m = 0, variance
σ2 for pixel p at x, y as

N(x, y) = I(x, y) + wp, p ∈ P , (4)

with N being the noisy image, for an original image I . Ex-
amples of results of simulated signal degradation are depicted
in Fig. 2 for a single image considered in both scenarios.

3. EXPERIMENTAL EVALUATIONS

3.1. Experimental Setup

For our evaluation, we have composed a dataset of mutu-
ally different images of the UND-G [9], UND-J2 [10] and
UND-NDOff-2007 [11] database. The merged dataset con-
tains 2111 left profile images from 510 subjects with yaw
poses between −60 and −90 degrees. The manually anno-
tated ground truth in form of ear bounding boxes yields an
average size of 125 × 95 pixels for the entire data set. Based
on these ear bounding boxes images are cropped (based on the
center of boxes) to images of 165×92 pixels which are em-
ployed in scenario S1. For the second scenarios S2 cropped
images are scaled with factor 0.5 prior to adding blur and
noise. Prior to extracting features, we apply CLAHE [12] to
normalize the image contrast. In order to find the optimal set-
tings for each of the feature extraction methods, we compared
different parameter settings for each of the feature extraction
techniques. We only give the results for the best performing
parameter settings.

In our experiments, we randomly select four images of
each subject for training purposes and one image for testing.
Hence, our setup requires that we have at least five samples
per subject, which, however, is not the case for all the subjects
in the database. Our total test set consists of 132 probes from
132 different subjects. The training set contains 528 images
of the same 132 subjects. All performance indicators reported
in this work are median values based on a five-fold cross val-
idation.

Performance is estimated in terms of equal error rate
(EER) and (true-positive) identification rate (IR). In accor-
dance to the ISO/IEC IS 19795-1 [13] the false non-match
rate (FNMR) of a biometric system defines the proportion
of genuine attempt samples falsely declared not to match the
template of the same characteristic from the same user sup-
plying the sample. By analogy, the false match rate (FMR)
defines the proportion of zero-effort impostor attempt samples
falsely declared to match the compared non-self template. As
score distributions overlap EERs are obtained, i.e. the system
error rate where FNMR = FMR. The IR is the proportion of
identification transactions by subjects enrolled in the system
in which the subject’s correct identifier is the one returned.
In experiments identification is performed in the closed-set
scenario returning the rank-1 candidate as identified subject
(without applying a decision threshold).

(a) B-0|N-0 (b) B-3|N-0

(c) B-0|N-3 (d) B-3|N-3

(e) B-0|N-0 (f) B-3|N-0 (g) B-0|N-3 (h) B-3|N-3

Fig. 2. Maximum intensities of blur and/ or noise S1 (b)-(d)
and S2 (f)-(h) for cropped images (a) and (e) on sample image
ID 02463d677 of the UND dataset.

3.2. Feature Extraction and Classification

3.2.1. Local Binary Patters

Local Binary Patterns (LBP) represent a widely used texture
descriptor that has been applied for various biometric char-
acteristics, and recently was also used in an ear recognition
system [3]. LBP encode local texture information on a pixel
level by comparing the grey level values of a pixel to the grey
level values in its n-8 neighborhood. Every pixel with a grey
level value exceeding the threshold zero is assigned the binary
values 1, whereas all pixels with a smaller grey level value are
assigned the binary value 0. Subsequently, the binary image
information is extracted by concatenating these binary values
according to a certain predefined scheme. This results in a
binary-valued local descriptor for a particular image patch.
This concept can also be extended to any other definitions of
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2. ACQUISITION AND SIGNAL DEGRADATION

2.1. Acquisition Scenarios

Table 1 summarizes diverse state-of-the-art surveillance cam-
eras made available by major vendors and relevant character-
istics, i.e. focal length, resolution, and sensor type (character-
istics refer to most developed products of according vendors).
Based on this comparison we consider a camera providing (1)
a focal length of 8mm, (2) a resolution of 1920×1080, and
(3) a sensor diagonal of 1/2.5 inch. We examine two differ-
ent acquisition scenarios S1, S2 with respect to the distance
of the subject to the camera considering distances of approxi-
mately 2m and 4m, respectively. Fig. 1 schematically depicts
the considered acquisition scenario.

We assume that we are able to detect the presence of a
subject in a video by one of the state-of-the art detection tech-
niques, that are summarized in [7]. After successfully de-
tecting a capture subject, the head region can be roughly seg-
mented. In [6] we have demonstrated that cascaded ear detec-
tors, e.g. based on Haar-like features, output stable detection
results even in presence of severe signal degradation. In order
to estimate the mere effect of signal degradation on feature
extraction and classification modules we restrict ourselves to
they analysis of cropped images of size 165×92 and 83×46
pixels. These cropped images are generated on the basis of a
manually segmented ground-truth, in both scenarios, respec-
tively (cf. Fig.2).

Let C(f, d, w, h) be a camera with focal length f , sensor
diagonal d, and resolution w× h. Then the diagonal D of the
field of view at a distinct distance A is estimated as,

D = A · tan
(
2 · arctan((d/2f)/2)

)
= A · d/2f . (1)

In our scenario the aspect ratio is 16:9, i.e. the field of
view in object space corresponds to

16 ·
√
D2/(162 + 92) m × 9 ·

√
D2/(162 + 92) m. (2)

In [8] the average size of the outer ear of males and fe-
males across different age group is measured as 61.7 mm
×37.0 mm and 57.8 mm ×34.5 mm, respectively. For an av-
erage angle of auricle of 32.5 degrees across age groups and

Table 2. Blur and noise conditions considered for signal
degradation (denotations of σ are defined in 2.2.1 and 2.2.2).

Blur condition Noise condition Degradation
Abbrev. Description Abbrev. Description Intensity

B-0 – N-0 – none
B-1 σ = 2 N-1 σ = 20 low
B-2 σ = 3 N-2 σ = 25 medium
B-3 σ = 4 N-3 σ = 30 high

sex we approximate the bounding box of an ear of any subject
as 70 mm × 60 mm. For both scenarios S1, S2 the considered
camera C(8mm, 1/2.5”, 1920px, 1080px) would yield images
where ear regions comprise approximately we×he = 110×90
and 55×45 pixels, respectively.

2.2. Signal Degradation

Signal degradation in this work is simulated by means of blur
and noise where blur is applied prior to noise (out-of-focus
blur is caused before noise occurs). Four different intensities
(including absence) of blur and noise and combinations of
these are considered and summarized in Table 2.

2.2.1. Blur Conditions

Out-of-focus blur represents a frequent distortion in image ac-
quisition mainly caused by an inappropriate distance of the
camera to the eye (another type of blur is motion blur caused
by rapid movement which is not considered in this work). We
simulate the point spread function of the blur as a Gaussian

f(x, y) =
1

2πσ2
e−

x2+y2

2πσ2 (3)

which is then convoluted with the specific image, where the
image is devided into 16 × 16 pixel blocks.

2.2.2. Noise Conditions

Amplifier noise is primarily caused by thermal noise. Due
to signal amplification in dark (or underexposed) areas of an
image, thermal noise has a high impact on these areas. Addi-
tional sources contribute to the noise in a digital image such
as shot noise, quantization noise and others. These additional
noise sources however, only make up a negligible part of the
noise and are therefore ignored during this work.

Let P be the set of all pixels in image I ∈ N2, w =
(wp)p∈P , be a collection of independent identically dis-
tributed real-valued random variables following a Gaussian
distribution with mean m and variance σ2. We simulate ther-
mal noise as additive Gaussian noise with m = 0, variance
σ2 for pixel p at x, y as

N(x, y) = I(x, y) + wp, p ∈ P , (4)

with N being the noisy image, for an original image I . Ex-
amples of results of simulated signal degradation are depicted
in Fig. 2 for a single image considered in both scenarios.

3. EXPERIMENTAL EVALUATIONS

3.1. Experimental Setup

For our evaluation, we have composed a dataset of mutu-
ally different images of the UND-G [9], UND-J2 [10] and
UND-NDOff-2007 [11] database. The merged dataset con-
tains 2111 left profile images from 510 subjects with yaw
poses between −60 and −90 degrees. The manually anno-
tated ground truth in form of ear bounding boxes yields an
average size of 125 × 95 pixels for the entire data set. Based
on these ear bounding boxes images are cropped (based on the
center of boxes) to images of 165×92 pixels which are em-
ployed in scenario S1. For the second scenarios S2 cropped
images are scaled with factor 0.5 prior to adding blur and
noise. Prior to extracting features, we apply CLAHE [12] to
normalize the image contrast. In order to find the optimal set-
tings for each of the feature extraction methods, we compared
different parameter settings for each of the feature extraction
techniques. We only give the results for the best performing
parameter settings.

In our experiments, we randomly select four images of
each subject for training purposes and one image for testing.
Hence, our setup requires that we have at least five samples
per subject, which, however, is not the case for all the subjects
in the database. Our total test set consists of 132 probes from
132 different subjects. The training set contains 528 images
of the same 132 subjects. All performance indicators reported
in this work are median values based on a five-fold cross val-
idation.

Performance is estimated in terms of equal error rate
(EER) and (true-positive) identification rate (IR). In accor-
dance to the ISO/IEC IS 19795-1 [13] the false non-match
rate (FNMR) of a biometric system defines the proportion
of genuine attempt samples falsely declared not to match the
template of the same characteristic from the same user sup-
plying the sample. By analogy, the false match rate (FMR)
defines the proportion of zero-effort impostor attempt samples
falsely declared to match the compared non-self template. As
score distributions overlap EERs are obtained, i.e. the system
error rate where FNMR = FMR. The IR is the proportion of
identification transactions by subjects enrolled in the system
in which the subject’s correct identifier is the one returned.
In experiments identification is performed in the closed-set
scenario returning the rank-1 candidate as identified subject
(without applying a decision threshold).

(a) B-0|N-0 (b) B-3|N-0

(c) B-0|N-3 (d) B-3|N-3

(e) B-0|N-0 (f) B-3|N-0 (g) B-0|N-3 (h) B-3|N-3

Fig. 2. Maximum intensities of blur and/ or noise S1 (b)-(d)
and S2 (f)-(h) for cropped images (a) and (e) on sample image
ID 02463d677 of the UND dataset.

3.2. Feature Extraction and Classification

3.2.1. Local Binary Patters

Local Binary Patterns (LBP) represent a widely used texture
descriptor that has been applied for various biometric char-
acteristics, and recently was also used in an ear recognition
system [3]. LBP encode local texture information on a pixel
level by comparing the grey level values of a pixel to the grey
level values in its n-8 neighborhood. Every pixel with a grey
level value exceeding the threshold zero is assigned the binary
values 1, whereas all pixels with a smaller grey level value are
assigned the binary value 0. Subsequently, the binary image
information is extracted by concatenating these binary values
according to a certain predefined scheme. This results in a
binary-valued local descriptor for a particular image patch.
This concept can also be extended to any other definitions of
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Table 3. Equal error rates and true-positive identification rates for different algorithms and scenarios.

Blur Noise Scenario S1 LBP LPQ HOG Scenario S2 LBP LPQ HOG
PSNR EER IR EER IR EER IR PSNR EER IR EER IR EER IR

B-0 N-0 ∞ 6.37 82.57 1.64 92.42 5.91 87.87 ∞ 2.29 92.98 4.85 83.33 5.91 81.81
B-1 N-0 32.51 db 6.06 87.12 6.51 83.33 5.90 81.81 34.77 db 6.36 77.27 1.25 95.45 7.49 76.69
B-2 N-0 30.45 db 2.88 90.15 1.32 93.93 4.72 87.12 31.87 db 6.06 78.78 2.95 89.23 8.78 67.42
B-3 N-0 29.19 db 5.00 84.09 4.24 84.84 8.12 75.75 30.27 db 6.96 75.75 5.48 81.81 9.73 65.15

B-0 N-1 22.81 db 9.40 68.18 6.66 75.75 16.21 53.78 30.09 db 12.44 58.33 3.78 87.82 16.21 44.69
B-1 N-1 22.31 db 15.29 50.00 8.64 64.39 19.47 35.60 28.68 db 15.34 40.90 5.75 78.03 21.39 28.03
B-2 N-1 22.03 db 16.53 43.18 12.39 46.96 25.42 21.96 27.69 db 18.79 33.33 9.71 62.87 25.42 17.99
B-3 N-1 21.80 db 18.04 38.63 16.94 44.69 26.20 18.18 26.97 db 23.31 31.81 8.48 65.15 26.20 18.18

B-0 N-2 21.01 db 12.58 56.06 10.13 63.63 19.55 41.66 28.21 db 13.55 45.45 3.79 82.57 19.55 33.33
B-1 N-2 20.66 db 17.37 40.90 14.26 44.69 26.20 26.51 27.22 db 21.22 33.33 8.05 65.90 26.20 24.24
B-2 N-2 20.46 db 19.54 37.87 15.48 41.66 30.15 12.87 26.48 db 23.93 20.45 10.16 54.54 29.23 12.87
B-3 N-2 20.30 db 21.05 28.78 17.85 39.39 30.79 10.60 25.91 db 25.65 17.42 12.85 51.51 30.79 14.39

B-0 N-3 19.56 db 14.68 50.00 10.45 70.45 24.85 26.51 26.68 db 17.85 37.12 6.36 80.30 24.85 21.96
B-1 N-3 19.30 db 20.76 33.33 15.70 37.87 28.81 12.87 25.94 db 24.56 17.42 12.24 53.78 28.81 13.63
B-2 N-3 19.15 db 25.90 25.00 21.97 28.03 31.37 11.36 25.36 db 27.42 18.18 16.06 44.69 31.37 10.60
B-3 N-3 19.02 db 23.93 21.96 22.53 28.78 37.57 6.81 24.91 db 29.72 15.90 14.35 41.66 31.80 9.09

a local neighborhood, in particular to different radii around
the center pixel.

We extract LBP features from the n-8 neighborhood of
each pixel in the image. We divide the image into a regu-
lar grid of 10×10 pixels and concatenate the local LBP his-
togram within each grid cell.

3.2.2. Local Phase Quantization

Local Phase Quantization (LPQ) is designed to be robust
against Gaussian blur, by exploiting the blur invariance prop-
erty of the Fourier phase spectrum [14]. It could be shown in
[15], that LPQ is superior to LBP for face recognition, if the
image is degraded with Gaussian blur.

Within LPQ the image is transformed into the Fourier do-
main, where the signal can be splitted into the magnitude and
the phase part. Then the phase angles are estimated and trans-
formed into a 2-bits codeword by using a quantization func-
tion. This procedure is repeated for all points within a spec-
ified radius. All codewords within the given radius are then
put into a histogram, which represents the local phase infor-
mation on an image patch. In this paper we extract local LPQ
histograms from a regular grid with 11×11 pixels cells and
concatenate each of the local histograms to obtain the global
feature vector.

3.2.3. Histograms of Oriented Gradients

Originally introduced as a descriptor for person detection in
2005, Histograms of Oriented Gradients (HOG) soon became
a popular texture feature in other fields of computer vision,
too [16]. HOG uses the local local gradient direction in a
particular image patch and then concatenates this information

to local histograms, that reflect the distribution of gradient
directions of a particular object in the image. Each of the lo-
cal histograms is normalized before all of the histograms are
concatenated to form the complete descriptor. The HOG de-
scriptor in our experiment is using a patch size of 8×8 pixels
with 9 different orientations.

3.2.4. Projection and Classification

Employed appearance features described above usually have
a large number of dimensions. For creating our feature space,
we compute a projection matrix based on our training data by
using LDA. After computing the feature space from the train-
ing images, we project the test images into the same feature
space. Subsequently, we assign an identity based on a NN-
classifier and cosine distance. The source code for feature
space projection and classification is based on the PhD face
recognition toolbox [17].

3.3. Performance Evaluation

Table 3 summarizes the biometric performance with respect
to EERs and IRs for different feature extraction algorithms
for intensities of blur, noise and combination of these for both
considered scenarios. The quality of generated images is esti-
mated in terms of average peak signal to noise ratio (PSNR).
Fig. 3 illustrated the change of biometric performance ac-
cording to the simulated intensities of blur and noise.

3.4. Discussion

The general expectation in this experimental setup is, that the
appearance of all images converges towards an average ear
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Fig. 3. EER (a)-(c) and IR (d)-(f) rates for different algorithms for intensities of blur, noise and combination of these.

shape, the more noise and blur are added to the image. Blur
is removing details, whereas noise is virtually adding random
information to the image signal.

The recognition performance of Scenario S1 and S2 only
differs significantly at some points. In general, the pipelines
in S2 perform slightly better than in S1. From this we may
conclude that automatic ear recognition is yielding good re-
sults in scenarios with large distances to the camera and with
low resolution.

For all tested pipelines, the sole presence of blur only
slightly degrades the recognition performance. Thermal noise
however, has a significant impact on the recognition accuracy
of all of the features. However, when blur is combined with
noise, the two types of degradation amplify each other, which
results in low recognition performance for all of the features.

The best performing algorithm in our experiments is LPQ.
It turns out to be relatively resilient against slight presence of
noise and blur, as well as against combinations of these. How-
ever, even tough LPQ was designed to be a blur invariant de-
scriptor, in practice it is not entirely robust against Blur. This
can be explained by the fact the descriptor is only invariant

to blur, if the window size of the descriptor is unlimited [15].
This means that the larger the window for feature extraction,
the more robust LPQ becomes against blur. However, if with
increasing window size we also lose the locality of informa-
tion and become more vulnerable to occlusions. Smaller ROIs
slightly improve the recognition performance of LPQ, which
is due to the fact that the window size was constant in S1 and
S2. Hence, the local window covers a larger portion of the
ROI, which means that the resilience against blur is higher.

As pointed out earlier, LBP is exclusively relying on small
image patches around given pixels. Hence, this descriptor is
vulnerable against both types of signal degradation, noise and
blur. Whereas blur removes high frequencies from the image,
it retains the relative grey level value in homogeneous regions
of the image. This is why LBP still performs reasonably well
on blurred images. Noise, however changes the grey level val-
ues randomly at different spots in the image, which has a di-
rect impact on the local LBP histogram values and, hence, re-
sults into a more severe performance decrease. Combinations
of noise and blur destroy the local pixel information by in-
troducing false patterns in homogeneous patches and dithers
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Table 3. Equal error rates and true-positive identification rates for different algorithms and scenarios.

Blur Noise Scenario S1 LBP LPQ HOG Scenario S2 LBP LPQ HOG
PSNR EER IR EER IR EER IR PSNR EER IR EER IR EER IR

B-0 N-0 ∞ 6.37 82.57 1.64 92.42 5.91 87.87 ∞ 2.29 92.98 4.85 83.33 5.91 81.81
B-1 N-0 32.51 db 6.06 87.12 6.51 83.33 5.90 81.81 34.77 db 6.36 77.27 1.25 95.45 7.49 76.69
B-2 N-0 30.45 db 2.88 90.15 1.32 93.93 4.72 87.12 31.87 db 6.06 78.78 2.95 89.23 8.78 67.42
B-3 N-0 29.19 db 5.00 84.09 4.24 84.84 8.12 75.75 30.27 db 6.96 75.75 5.48 81.81 9.73 65.15

B-0 N-1 22.81 db 9.40 68.18 6.66 75.75 16.21 53.78 30.09 db 12.44 58.33 3.78 87.82 16.21 44.69
B-1 N-1 22.31 db 15.29 50.00 8.64 64.39 19.47 35.60 28.68 db 15.34 40.90 5.75 78.03 21.39 28.03
B-2 N-1 22.03 db 16.53 43.18 12.39 46.96 25.42 21.96 27.69 db 18.79 33.33 9.71 62.87 25.42 17.99
B-3 N-1 21.80 db 18.04 38.63 16.94 44.69 26.20 18.18 26.97 db 23.31 31.81 8.48 65.15 26.20 18.18

B-0 N-2 21.01 db 12.58 56.06 10.13 63.63 19.55 41.66 28.21 db 13.55 45.45 3.79 82.57 19.55 33.33
B-1 N-2 20.66 db 17.37 40.90 14.26 44.69 26.20 26.51 27.22 db 21.22 33.33 8.05 65.90 26.20 24.24
B-2 N-2 20.46 db 19.54 37.87 15.48 41.66 30.15 12.87 26.48 db 23.93 20.45 10.16 54.54 29.23 12.87
B-3 N-2 20.30 db 21.05 28.78 17.85 39.39 30.79 10.60 25.91 db 25.65 17.42 12.85 51.51 30.79 14.39

B-0 N-3 19.56 db 14.68 50.00 10.45 70.45 24.85 26.51 26.68 db 17.85 37.12 6.36 80.30 24.85 21.96
B-1 N-3 19.30 db 20.76 33.33 15.70 37.87 28.81 12.87 25.94 db 24.56 17.42 12.24 53.78 28.81 13.63
B-2 N-3 19.15 db 25.90 25.00 21.97 28.03 31.37 11.36 25.36 db 27.42 18.18 16.06 44.69 31.37 10.60
B-3 N-3 19.02 db 23.93 21.96 22.53 28.78 37.57 6.81 24.91 db 29.72 15.90 14.35 41.66 31.80 9.09

a local neighborhood, in particular to different radii around
the center pixel.

We extract LBP features from the n-8 neighborhood of
each pixel in the image. We divide the image into a regu-
lar grid of 10×10 pixels and concatenate the local LBP his-
togram within each grid cell.

3.2.2. Local Phase Quantization

Local Phase Quantization (LPQ) is designed to be robust
against Gaussian blur, by exploiting the blur invariance prop-
erty of the Fourier phase spectrum [14]. It could be shown in
[15], that LPQ is superior to LBP for face recognition, if the
image is degraded with Gaussian blur.

Within LPQ the image is transformed into the Fourier do-
main, where the signal can be splitted into the magnitude and
the phase part. Then the phase angles are estimated and trans-
formed into a 2-bits codeword by using a quantization func-
tion. This procedure is repeated for all points within a spec-
ified radius. All codewords within the given radius are then
put into a histogram, which represents the local phase infor-
mation on an image patch. In this paper we extract local LPQ
histograms from a regular grid with 11×11 pixels cells and
concatenate each of the local histograms to obtain the global
feature vector.

3.2.3. Histograms of Oriented Gradients

Originally introduced as a descriptor for person detection in
2005, Histograms of Oriented Gradients (HOG) soon became
a popular texture feature in other fields of computer vision,
too [16]. HOG uses the local local gradient direction in a
particular image patch and then concatenates this information

to local histograms, that reflect the distribution of gradient
directions of a particular object in the image. Each of the lo-
cal histograms is normalized before all of the histograms are
concatenated to form the complete descriptor. The HOG de-
scriptor in our experiment is using a patch size of 8×8 pixels
with 9 different orientations.

3.2.4. Projection and Classification

Employed appearance features described above usually have
a large number of dimensions. For creating our feature space,
we compute a projection matrix based on our training data by
using LDA. After computing the feature space from the train-
ing images, we project the test images into the same feature
space. Subsequently, we assign an identity based on a NN-
classifier and cosine distance. The source code for feature
space projection and classification is based on the PhD face
recognition toolbox [17].

3.3. Performance Evaluation

Table 3 summarizes the biometric performance with respect
to EERs and IRs for different feature extraction algorithms
for intensities of blur, noise and combination of these for both
considered scenarios. The quality of generated images is esti-
mated in terms of average peak signal to noise ratio (PSNR).
Fig. 3 illustrated the change of biometric performance ac-
cording to the simulated intensities of blur and noise.

3.4. Discussion

The general expectation in this experimental setup is, that the
appearance of all images converges towards an average ear
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Fig. 3. EER (a)-(c) and IR (d)-(f) rates for different algorithms for intensities of blur, noise and combination of these.

shape, the more noise and blur are added to the image. Blur
is removing details, whereas noise is virtually adding random
information to the image signal.

The recognition performance of Scenario S1 and S2 only
differs significantly at some points. In general, the pipelines
in S2 perform slightly better than in S1. From this we may
conclude that automatic ear recognition is yielding good re-
sults in scenarios with large distances to the camera and with
low resolution.

For all tested pipelines, the sole presence of blur only
slightly degrades the recognition performance. Thermal noise
however, has a significant impact on the recognition accuracy
of all of the features. However, when blur is combined with
noise, the two types of degradation amplify each other, which
results in low recognition performance for all of the features.

The best performing algorithm in our experiments is LPQ.
It turns out to be relatively resilient against slight presence of
noise and blur, as well as against combinations of these. How-
ever, even tough LPQ was designed to be a blur invariant de-
scriptor, in practice it is not entirely robust against Blur. This
can be explained by the fact the descriptor is only invariant

to blur, if the window size of the descriptor is unlimited [15].
This means that the larger the window for feature extraction,
the more robust LPQ becomes against blur. However, if with
increasing window size we also lose the locality of informa-
tion and become more vulnerable to occlusions. Smaller ROIs
slightly improve the recognition performance of LPQ, which
is due to the fact that the window size was constant in S1 and
S2. Hence, the local window covers a larger portion of the
ROI, which means that the resilience against blur is higher.

As pointed out earlier, LBP is exclusively relying on small
image patches around given pixels. Hence, this descriptor is
vulnerable against both types of signal degradation, noise and
blur. Whereas blur removes high frequencies from the image,
it retains the relative grey level value in homogeneous regions
of the image. This is why LBP still performs reasonably well
on blurred images. Noise, however changes the grey level val-
ues randomly at different spots in the image, which has a di-
rect impact on the local LBP histogram values and, hence, re-
sults into a more severe performance decrease. Combinations
of noise and blur destroy the local pixel information by in-
troducing false patterns in homogeneous patches and dithers
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patches that were formerly containing edges, which lets the
performance of LBP drop significantly.

In order to create a distinctive feature vector, the HOG de-
scriptor needs a sufficient amount of edges that are represent-
ing for the object. As edge information is gradually removed
by blur and dithered by noise, HOG is affected by both types
of degradations. Blur alone, however only changes the length
of the local gradients, but not the directions, which is why
blur can be handled well by HOG. Adding additional noise
changes the local gradient direction and hence alters the fea-
ture vector, which is reflected by the performance drop at the
maximum amount of blur and noise. This behavior is ob-
served for both scenarios.

4. CONCLUSION

In this work, we have investigated the impact of two different
types of signal degradation on the recognition performance
of well-established appearance features. Based on publicly
available data, we have added noise and blur to the images
to create a controlled environment, such that we can draw
conclusions about which factor has the largest impact on the
recognition performance.

Experiments show that LBP, HOG and LPQ are relatively
robust, although not invariant to blur. Noise has a larger effect
on the recognition performance compared to blur. Combina-
tions of noise and blur amplify each other, such that the per-
formance drops significantly, when they occur together. The
size of the ROI only has a minor effect on the recognition per-
formance, which lets us conclude that the outer ear can still
be captured with sufficient resolution from large distances.

In future work, we will put our attention on the impact of
other kinds of signal degradation on the detection accuracy as
well as on the recognition performance.
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Abstract—Many different applications like face/people 
detection, image content interpretation, de-identification for 
privacy protection in multimedia content, etc. requires skin 
detection as a pre-processing step. There is no a perfect solution 
for skin detection, since this process is a compromise on speed, 
simplicity and precision (detection quality). There are many 
different techniques for skin detection modeling ranging from 
simple models based on one or several thresholds to advanced 
models based on neural network, Bayesian classifier, maximum 
entropy, k-means clustering, etc. This paper proposes a simple 
model, based on ratios of red, green and blue components of the 
RGB color model. It describes how to make a compromise in a 
skin detection modeling by using three levels of rules. Data 
analysis that supports conclusions is performed on the dataset 
from Universidad de Chile (UChile, dbskin2 – complete set) that 
contains 103 images and their annotations. 

Keywords—skin detection; image processing; RGB color model, 
modeling 

I.  INTRODUCTION 
Skin detection is a very important pre-processing step in 

many different applications, such as face detection, people 
detection, image content interpretation, de-identification for 
privacy protection in multimedia content [1], obscene video 
recognition [2], etc. A skin color is the main descriptor in skin 
detection. It has a low computational cost and it is invariant to 
position and scaling. Also, it covers only a small part of the 
whole color model. That means that any presence of such 
colored pixels in an image can be related to presence of a skin. 

There is no a perfect solution for skin detection, since this 
process is a compromise on speed, simplicity and precision 
(detection quality). It is not possible to achieve all three aspects 
in the same time. If it is fast and simple it is imprecise (large 
number of false positive detections). If it is precise then it is 
complex. If it is complex then it is slow. In most applications 
certain level of precision and speed is sufficient and that 
determines complexity of a model. 

There are many different techniques for skin detection 
modeling [3][4][5][6][7][8]. Simple models are based on one 
or several thresholds, while more advanced models involve 
neural network [9], Bayesian classifier [10], maximum entropy 
[11], k-means clustering [12], etc. 

Research described in this paper is focused on a simple 
model, based on ratios of red, green and blue components of 
the RGB color model. It is described how to make a 

compromise in a skin detection modeling. Using ratios has 
many advantages and that would be elaborated more in further 
text.  

Dataset used in this research is from Universidad de Chile 
(UChile dbskin2 – complete set) [3][4] that contains 103 
images. Skin on these images is fully annotated by a human 
operator [8]. 

 

II. WHY TO USE RGB RATIOS? 

A. Human visual perception 
The human eye forms a picture on light-sensitive retinal 

cells [13], photoreceptors. That is the first layer of the retina 
and contains two types of photoreceptors – the color-sensitive 
cones and light intensity-sensitive rods. The retina consists of 
six layers, of which the last layer is composed of the ganglion 
cells [13]. There are several types of the ganglion cells with 
different roles – activated by different patterns. One large 
group of them, called small midget cells, are activated by red in 
the center and deactivated by green in the surround, or vice 
versa [13]. The other, much smaller group of the ganglion cells, 
called koniocelullar cells, are activated by blue and deactivated 
by red or green [13]. 

It is also known that human visual perception of faces [13] 
(including skin) is very sophisticated and that compete visual 
perception process is, among other things, well equipped for 
the skin detection. As described above, color sensitive cells 
reaction is based on simple principles – activation by one color 
(red, green or blue) and deactivation by one or both of other 
colors.  

This very short description of a color sensation in a human 
visual perception process can be an inspiration for the skin 
detection modeling in the way that relation between color 
components (red, green and blue) is very important. That 
relation modeling can be very simple in the form of difference, 
summation or ratio. This paper is mostly focused on ratios. 

B. Existing simple models 
There are many existing simple models based on RGB 

color model. Popular are: Kovac et al. [5], Swift [6], and Saleh 
[7] models. All three models are simple, as can be seen from 
their rules presented below: 
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patches that were formerly containing edges, which lets the
performance of LBP drop significantly.

In order to create a distinctive feature vector, the HOG de-
scriptor needs a sufficient amount of edges that are represent-
ing for the object. As edge information is gradually removed
by blur and dithered by noise, HOG is affected by both types
of degradations. Blur alone, however only changes the length
of the local gradients, but not the directions, which is why
blur can be handled well by HOG. Adding additional noise
changes the local gradient direction and hence alters the fea-
ture vector, which is reflected by the performance drop at the
maximum amount of blur and noise. This behavior is ob-
served for both scenarios.

4. CONCLUSION

In this work, we have investigated the impact of two different
types of signal degradation on the recognition performance
of well-established appearance features. Based on publicly
available data, we have added noise and blur to the images
to create a controlled environment, such that we can draw
conclusions about which factor has the largest impact on the
recognition performance.

Experiments show that LBP, HOG and LPQ are relatively
robust, although not invariant to blur. Noise has a larger effect
on the recognition performance compared to blur. Combina-
tions of noise and blur amplify each other, such that the per-
formance drops significantly, when they occur together. The
size of the ROI only has a minor effect on the recognition per-
formance, which lets us conclude that the outer ear can still
be captured with sufficient resolution from large distances.

In future work, we will put our attention on the impact of
other kinds of signal degradation on the detection accuracy as
well as on the recognition performance.
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Abstract—Many different applications like face/people 
detection, image content interpretation, de-identification for 
privacy protection in multimedia content, etc. requires skin 
detection as a pre-processing step. There is no a perfect solution 
for skin detection, since this process is a compromise on speed, 
simplicity and precision (detection quality). There are many 
different techniques for skin detection modeling ranging from 
simple models based on one or several thresholds to advanced 
models based on neural network, Bayesian classifier, maximum 
entropy, k-means clustering, etc. This paper proposes a simple 
model, based on ratios of red, green and blue components of the 
RGB color model. It describes how to make a compromise in a 
skin detection modeling by using three levels of rules. Data 
analysis that supports conclusions is performed on the dataset 
from Universidad de Chile (UChile, dbskin2 – complete set) that 
contains 103 images and their annotations. 

Keywords—skin detection; image processing; RGB color model, 
modeling 

I.  INTRODUCTION 
Skin detection is a very important pre-processing step in 

many different applications, such as face detection, people 
detection, image content interpretation, de-identification for 
privacy protection in multimedia content [1], obscene video 
recognition [2], etc. A skin color is the main descriptor in skin 
detection. It has a low computational cost and it is invariant to 
position and scaling. Also, it covers only a small part of the 
whole color model. That means that any presence of such 
colored pixels in an image can be related to presence of a skin. 

There is no a perfect solution for skin detection, since this 
process is a compromise on speed, simplicity and precision 
(detection quality). It is not possible to achieve all three aspects 
in the same time. If it is fast and simple it is imprecise (large 
number of false positive detections). If it is precise then it is 
complex. If it is complex then it is slow. In most applications 
certain level of precision and speed is sufficient and that 
determines complexity of a model. 

There are many different techniques for skin detection 
modeling [3][4][5][6][7][8]. Simple models are based on one 
or several thresholds, while more advanced models involve 
neural network [9], Bayesian classifier [10], maximum entropy 
[11], k-means clustering [12], etc. 

Research described in this paper is focused on a simple 
model, based on ratios of red, green and blue components of 
the RGB color model. It is described how to make a 

compromise in a skin detection modeling. Using ratios has 
many advantages and that would be elaborated more in further 
text.  

Dataset used in this research is from Universidad de Chile 
(UChile dbskin2 – complete set) [3][4] that contains 103 
images. Skin on these images is fully annotated by a human 
operator [8]. 

 

II. WHY TO USE RGB RATIOS? 

A. Human visual perception 
The human eye forms a picture on light-sensitive retinal 

cells [13], photoreceptors. That is the first layer of the retina 
and contains two types of photoreceptors – the color-sensitive 
cones and light intensity-sensitive rods. The retina consists of 
six layers, of which the last layer is composed of the ganglion 
cells [13]. There are several types of the ganglion cells with 
different roles – activated by different patterns. One large 
group of them, called small midget cells, are activated by red in 
the center and deactivated by green in the surround, or vice 
versa [13]. The other, much smaller group of the ganglion cells, 
called koniocelullar cells, are activated by blue and deactivated 
by red or green [13]. 

It is also known that human visual perception of faces [13] 
(including skin) is very sophisticated and that compete visual 
perception process is, among other things, well equipped for 
the skin detection. As described above, color sensitive cells 
reaction is based on simple principles – activation by one color 
(red, green or blue) and deactivation by one or both of other 
colors.  

This very short description of a color sensation in a human 
visual perception process can be an inspiration for the skin 
detection modeling in the way that relation between color 
components (red, green and blue) is very important. That 
relation modeling can be very simple in the form of difference, 
summation or ratio. This paper is mostly focused on ratios. 

B. Existing simple models 
There are many existing simple models based on RGB 

color model. Popular are: Kovac et al. [5], Swift [6], and Saleh 
[7] models. All three models are simple, as can be seen from 
their rules presented below: 
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Kovac et al. [5] rules – pixel is skin color pixel if: 

1) R > 95 and G > 40 and B > 20 and 

2) Max (R, G, B) – Min(R, G, B) > 15 and  

3) |R – G| > 15 and 

4) R > G and R > B 

Swift [6] rules – pixel is not skin color pixel if: 

1) B > R or 

2) G < B or 

3) G > R or 

4) B < R/4 or  

5) B > 200 

Saleh [7] rules – pixel is skin color pixel if: 

1) R – G>20 and 

2) R – G<80 

Swift model and Saleh model are unable to detect some 
dark skin color and yellow like skin color [8]. 

In [8] is presented enhanced skin color classifier using 
RGB ratio model. This model uses the sum of R and G, 
distance between R and G, and B values for following ratio 
based rules: 

1) 0(R – G)/(R+G) 0.5 and 

2) B/(R+G) 0.5 

Performance of this model, comparing to Kovac et al., 
Swift, and Saleh models, is better [8] which also prove that 
skin detection based on RGB ratios is better than the one based 
on RGB values thresholds. 

C. Other reasons 
Image acquisition is not always in perfect conditions which 

can lead to the situation that complete image or some parts of it 
are with a poor lighting range. Using ratios in these situations 
is better than using RGB values thresholds, since ratio between 
RGB components are less affected then values.  

 

III. RGB RATIOS BASED SKIN DETECTION MODEL 

A. Data preparation 
For data analyses it is used the dataset from Universidad de 

Chile (UChile dbskin2 – complete set) [3][4] that contains 103 
images with high quality annotations. All necessary image and 
pixel information from that dataset (from images and 
annotations) are imported in the MySQL database, where each 
pixel is represented as one table row. In total there are 
5.744.138 skin pixels and 27.375.162 non-skin pixels, on 103 
images. Placing pixel information in the database enables 
easier and context (image) independent data analyses by using 
SQL queries.  

To estimate separability of skin and non-skin classes 
several clustering algorithms are tried: k-means, on-line 
evolving clustering [14] and spectral clustering [15]. RGB data 
analyses showed that it is necessary to have large number of 
small clusters to separate data with high precision (high true 
positive count and small false positive count).   

B. RGB ratios analyses 
At the start, six ratios are defined as interesting: R/G, G/B, 

B/R, (R+G)/B, (B+R)/G, (G+B)/R. For quality estimation of 
ratios, average values are calculated for each six of them, for 
skin and non-skin (Table I). Three ratios are selected for further 
analysis, based on distance between average values for skin 
and non-skin pixels. The high distance suggests better 
possibility to separate skin and non-skin classes. Selected are: 
R/G, B/R and (G+B)/R ratios. 

TABLE I.  AVERAGE RATIOS 

Ratio 
Average 

Skin (1) Non-skin (2) Distance (1)-(2) 

R/G 1.4945372 1.2872959 0.2072413 
(R+G) 
/B 3.4141280 3.2742881 0.1398399 

G/B 1.3545281 1.3656836 -0.0111555 

B/R 0.5658626 1.2031999 -0.6373373 
(B+R) 
/G 2.2899290 2.2905057 -0,0005767 

(G+B) 
/R 1.2744747 2.3341560 -1,0596813 

 

In further analysis, ratio values (of three selected ratios) for 
each pixel are rounded on one decimal. Then it is counted 
number of skin and non-skin pixels for each rounded value of 
three selected ration. Tables II, III and IV present those values, 
but only significant parts that support conclusions.  

Number of skin pixels for some ratio value represents the 
number of true positive detections (TP) and number of non-
skin pixels for the same ratio value represents the number of 
false positive detections (FP). The goal (criteria) is to have high 
TP and low FP. For that purpose is calculated the TP/FP ratio 
and named quality ratio (QR). QR is shown in the forth column 
of tables II, III and IV, and data are sorted by QR in descending 
order. That means that the first row in table shows the best 
separation value for the given ratio. 

Defining set of rules for skin detection is a compromise 
based on TP and FP, i.e. on QR. For that reason, it is decided to 
create three levels of rules. In the first level are rules defined 
based on condition that QR is higher than 0.5. That means that 
the first level set of rules (the most trusted one in the skin 
detection) is: 

1) 1.3   R/G  2.4 and 

2) 0.8   (G+B)/R  1.4 and 

3) 0.4   B/R  0.6 

In the second level are rules defined based on condition that 
QR is higher than 0.2. That means that the second level set of 
rules (a moderate trusted one in the skin detection) is: 

1) 1.2   R/G  3.2 and 

2) 0.6   (G+B)/R  1.6 and 

3) 0.2   B/R  0.7 

TABLE II.  THE MOST SIGNIFICANT R/G VALUES 

R/G 
value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FPa) b 
Note 

1.4 1097763 1385249 0.79  
Most significant 
range of R/G 
1.3 – 2.4 
(main rule) 

1.3 1198720 1542214 0.78 

1.7 265463 383402 0.69 

1.8 217448 331180 0.66 

1.9 168301 256910 0.66 

1.5 558304 896712 0.62 

2.0 137507 231961 0.59 

2.4 45239 80446 0.56 

1.6 367285 657704 0.56 

2.2 89212 161345 0.55 

2.3 61237 115896 0.53 

2.1 108039 204883 0.53 

2.5 29135 68400 0.43  
Two ranges:  
1.2  – 1.3 and  
2.4 – 3.2   
that needs 
additional 
confirmation 
(neighborhood rule 
for example) 

2.6 18985 48007 0.40 

1.2 730860 1991013 0.37 

2.7 12470 34957 0.36 

2.8 9929 32465 0.31 

2.9 6968 27417 0.25 

3.0 5743 25732 0.22 

3.2 3969 18355 0.22 

3.1 4527 21424 0.21 

... ... ... ... 1.0 – 1.2 and  
3.2 – 3.4 

a. TP / FP – True Positive / False Positive 
b. Order in table is by quality ratio, descending 

 

In the third level are rules defined in the way that includes 
all from the second level and some ratios with QR less than 0.2 
but with a significant number of TP. This is the least trusted set 
of rules in the skin detection and is defined as: 

1) 1.0   R/G  3.4 and 

2) 0.1   (G+B)/R  1.9 and 

3) 0.1   B/R  0.9 

 

TABLE III.  THE MOST SIGNIFICANT (G+B)/R VALUES 

(G+B) 
/R 

value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FP) 
Note 

1.3 955200 943119 1.01  
The most 
significant range  
0.8 – 1.4 
(main rule) 

1.2 856551 869442 0.99 

1.1 533041 788322 0.68 

1.4 768126 1212182 0.63 

0.9 359727 602768 0.60 

0.8 261959 475298 0.55 

1.0 398963 744628 0.54 

1.5 570450 1285561 0.44 Two ranges: 
0.6 – 0.8 and  
1.4 – 1.6  
that needs 
additional 
confirmation 
(neighborhood 
rule for example) 

0.7 113830 297414 0.38 

0.6 49388 205782 0.24 

1.6 280337 1429130 0.20 

1.5 570450 1285561 0.44 

... ... ... ... 0.1 – 0.6 and 
1.6 – 1.9 

 

TABLE IV.  THE MOST SIGNIFICANT B/R VALUES 

B/R 
value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FP) 
Note 

0.5 1379601 1480089 0.93 The most 
significant range  
0.4 – 0.6  
(main rule) 

0.6 1367888 1785699 0.77 

0.4 792819 1236713 0.64 

0.7 866565 2125637 0.41 
0.2  – 0.4 and  
0.6 – 0.7 0.3 380011 1094341 0.35 

0.2 172515 758544 0.23 

... ... ... ... 0.1 – 0.2 and 
0.7 – 0.9 

 

IV. TESTING AND VALIDATION 
Table V presents the results obtained by tests performed 

using SQL queries on MySQL database. Goal of these tests 
was to try different levels of rules and get statistics – TP and 
FP for all pixels in the database. Results show the effect of 
different levels of rules as well as possibility to play with rules 
borders values. Marked rows shows better results than results 
available in literature [8] for UChile dataset, where  
TP= 91.22% and FP=37.84%. 

Fig. 1, 2 , 3 and 4 show an example image from the UChile 
dataset and results for different level of rules, respectively. It is 
obviously that for image like this the first level of rules resulted 
with relatively small number of skin pixels and that the third 
level of rules resulted with detection of small non-skin regions. 
Selecting level of rules highly depends on the image context 
and image quality.  
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Kovac et al. [5] rules – pixel is skin color pixel if: 

1) R > 95 and G > 40 and B > 20 and 

2) Max (R, G, B) – Min(R, G, B) > 15 and  

3) |R – G| > 15 and 

4) R > G and R > B 

Swift [6] rules – pixel is not skin color pixel if: 

1) B > R or 

2) G < B or 

3) G > R or 

4) B < R/4 or  

5) B > 200 

Saleh [7] rules – pixel is skin color pixel if: 

1) R – G>20 and 

2) R – G<80 

Swift model and Saleh model are unable to detect some 
dark skin color and yellow like skin color [8]. 

In [8] is presented enhanced skin color classifier using 
RGB ratio model. This model uses the sum of R and G, 
distance between R and G, and B values for following ratio 
based rules: 

1) 0(R – G)/(R+G) 0.5 and 

2) B/(R+G) 0.5 

Performance of this model, comparing to Kovac et al., 
Swift, and Saleh models, is better [8] which also prove that 
skin detection based on RGB ratios is better than the one based 
on RGB values thresholds. 

C. Other reasons 
Image acquisition is not always in perfect conditions which 

can lead to the situation that complete image or some parts of it 
are with a poor lighting range. Using ratios in these situations 
is better than using RGB values thresholds, since ratio between 
RGB components are less affected then values.  

 

III. RGB RATIOS BASED SKIN DETECTION MODEL 

A. Data preparation 
For data analyses it is used the dataset from Universidad de 

Chile (UChile dbskin2 – complete set) [3][4] that contains 103 
images with high quality annotations. All necessary image and 
pixel information from that dataset (from images and 
annotations) are imported in the MySQL database, where each 
pixel is represented as one table row. In total there are 
5.744.138 skin pixels and 27.375.162 non-skin pixels, on 103 
images. Placing pixel information in the database enables 
easier and context (image) independent data analyses by using 
SQL queries.  

To estimate separability of skin and non-skin classes 
several clustering algorithms are tried: k-means, on-line 
evolving clustering [14] and spectral clustering [15]. RGB data 
analyses showed that it is necessary to have large number of 
small clusters to separate data with high precision (high true 
positive count and small false positive count).   

B. RGB ratios analyses 
At the start, six ratios are defined as interesting: R/G, G/B, 

B/R, (R+G)/B, (B+R)/G, (G+B)/R. For quality estimation of 
ratios, average values are calculated for each six of them, for 
skin and non-skin (Table I). Three ratios are selected for further 
analysis, based on distance between average values for skin 
and non-skin pixels. The high distance suggests better 
possibility to separate skin and non-skin classes. Selected are: 
R/G, B/R and (G+B)/R ratios. 

TABLE I.  AVERAGE RATIOS 

Ratio 
Average 

Skin (1) Non-skin (2) Distance (1)-(2) 

R/G 1.4945372 1.2872959 0.2072413 
(R+G) 
/B 3.4141280 3.2742881 0.1398399 

G/B 1.3545281 1.3656836 -0.0111555 

B/R 0.5658626 1.2031999 -0.6373373 
(B+R) 
/G 2.2899290 2.2905057 -0,0005767 

(G+B) 
/R 1.2744747 2.3341560 -1,0596813 

 

In further analysis, ratio values (of three selected ratios) for 
each pixel are rounded on one decimal. Then it is counted 
number of skin and non-skin pixels for each rounded value of 
three selected ration. Tables II, III and IV present those values, 
but only significant parts that support conclusions.  

Number of skin pixels for some ratio value represents the 
number of true positive detections (TP) and number of non-
skin pixels for the same ratio value represents the number of 
false positive detections (FP). The goal (criteria) is to have high 
TP and low FP. For that purpose is calculated the TP/FP ratio 
and named quality ratio (QR). QR is shown in the forth column 
of tables II, III and IV, and data are sorted by QR in descending 
order. That means that the first row in table shows the best 
separation value for the given ratio. 

Defining set of rules for skin detection is a compromise 
based on TP and FP, i.e. on QR. For that reason, it is decided to 
create three levels of rules. In the first level are rules defined 
based on condition that QR is higher than 0.5. That means that 
the first level set of rules (the most trusted one in the skin 
detection) is: 

1) 1.3   R/G  2.4 and 

2) 0.8   (G+B)/R  1.4 and 

3) 0.4   B/R  0.6 

In the second level are rules defined based on condition that 
QR is higher than 0.2. That means that the second level set of 
rules (a moderate trusted one in the skin detection) is: 

1) 1.2   R/G  3.2 and 

2) 0.6   (G+B)/R  1.6 and 

3) 0.2   B/R  0.7 

TABLE II.  THE MOST SIGNIFICANT R/G VALUES 

R/G 
value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FPa) b 
Note 

1.4 1097763 1385249 0.79  
Most significant 
range of R/G 
1.3 – 2.4 
(main rule) 

1.3 1198720 1542214 0.78 

1.7 265463 383402 0.69 

1.8 217448 331180 0.66 

1.9 168301 256910 0.66 

1.5 558304 896712 0.62 

2.0 137507 231961 0.59 

2.4 45239 80446 0.56 

1.6 367285 657704 0.56 

2.2 89212 161345 0.55 

2.3 61237 115896 0.53 

2.1 108039 204883 0.53 

2.5 29135 68400 0.43  
Two ranges:  
1.2  – 1.3 and  
2.4 – 3.2   
that needs 
additional 
confirmation 
(neighborhood rule 
for example) 

2.6 18985 48007 0.40 

1.2 730860 1991013 0.37 

2.7 12470 34957 0.36 

2.8 9929 32465 0.31 

2.9 6968 27417 0.25 

3.0 5743 25732 0.22 

3.2 3969 18355 0.22 

3.1 4527 21424 0.21 

... ... ... ... 1.0 – 1.2 and  
3.2 – 3.4 

a. TP / FP – True Positive / False Positive 
b. Order in table is by quality ratio, descending 

 

In the third level are rules defined in the way that includes 
all from the second level and some ratios with QR less than 0.2 
but with a significant number of TP. This is the least trusted set 
of rules in the skin detection and is defined as: 

1) 1.0   R/G  3.4 and 

2) 0.1   (G+B)/R  1.9 and 

3) 0.1   B/R  0.9 

 

TABLE III.  THE MOST SIGNIFICANT (G+B)/R VALUES 

(G+B) 
/R 

value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FP) 
Note 

1.3 955200 943119 1.01  
The most 
significant range  
0.8 – 1.4 
(main rule) 

1.2 856551 869442 0.99 

1.1 533041 788322 0.68 

1.4 768126 1212182 0.63 

0.9 359727 602768 0.60 

0.8 261959 475298 0.55 

1.0 398963 744628 0.54 

1.5 570450 1285561 0.44 Two ranges: 
0.6 – 0.8 and  
1.4 – 1.6  
that needs 
additional 
confirmation 
(neighborhood 
rule for example) 

0.7 113830 297414 0.38 

0.6 49388 205782 0.24 

1.6 280337 1429130 0.20 

1.5 570450 1285561 0.44 

... ... ... ... 0.1 – 0.6 and 
1.6 – 1.9 

 

TABLE IV.  THE MOST SIGNIFICANT B/R VALUES 

B/R 
value 

Number 
of skin 
pixels 

Num. of 
non-skin 

pixels 

Quality 
ratio 

(TP/FP) 
Note 

0.5 1379601 1480089 0.93 The most 
significant range  
0.4 – 0.6  
(main rule) 

0.6 1367888 1785699 0.77 

0.4 792819 1236713 0.64 

0.7 866565 2125637 0.41 
0.2  – 0.4 and  
0.6 – 0.7 0.3 380011 1094341 0.35 

0.2 172515 758544 0.23 

... ... ... ... 0.1 – 0.2 and 
0.7 – 0.9 

 

IV. TESTING AND VALIDATION 
Table V presents the results obtained by tests performed 

using SQL queries on MySQL database. Goal of these tests 
was to try different levels of rules and get statistics – TP and 
FP for all pixels in the database. Results show the effect of 
different levels of rules as well as possibility to play with rules 
borders values. Marked rows shows better results than results 
available in literature [8] for UChile dataset, where  
TP= 91.22% and FP=37.84%. 

Fig. 1, 2 , 3 and 4 show an example image from the UChile 
dataset and results for different level of rules, respectively. It is 
obviously that for image like this the first level of rules resulted 
with relatively small number of skin pixels and that the third 
level of rules resulted with detection of small non-skin regions. 
Selecting level of rules highly depends on the image context 
and image quality.  
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TABLE V.  TESTS WITH DIFFERENT RULES SETTINGS 

Rules Skin 
pixels 

Non-
skin 

pixels 

True 
positive 

(TP) 

False 
positive 

(FP) 
1.3   R/G  2.4 and  
0.8(G+B)/R1.4 and  
0.4   B/R  0.6 

2.301.093 1.619.518 40.06% 5.92% 

1.2   R/G  3.2 and  
0.6(G+B)/R1.6 and  
0.2   B/R  0.7 

4.419.876 5.082.146 76.95% 18.56% 

1.2   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

4.850.058 6.641.061 84.43% 24.26% 

1.1   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.281.211 8.577.624 91.94% 31.33% 

1.0   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.454.275 11.042.286 94.95% 40.34% 

0.95   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.459.749 11.355.916 95.05% 41.48% 

1.05   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.416.059 10.041.839 94.29% 36.68% 

 

 

Fig. 1. Image from UChile dataset (hand.jpg.png). 

 

Fig. 2. Skin detection with the first level rules. Observe relatively small 
number of skin pixels detected. 

 

Fig. 3. Skin detection with the second level rules. 

 

Fig. 4. Skin detection with the third level rules. 

Example on Fig. 1 is very suitable for skin detection. 
Example on Fig. 5 is not suitable for skin detection since image 
contains a lot of skin-like pixels. In these situations it is 
important to use stronger rules to avoid large false positive skin 
detection. Although the first level of rules is the most trusted 
one, in cases like this it shows bad results (Fig. 6). Fig. 7 and 8 
shows that the second and third level gave vary bad results. 

 

Fig. 5. Image from UChile dataset (19980416_ABC_KeyFrame_45882_ 
46004.jpg.png). 

 

Fig. 6. Skin detection with the first level rules. 

 

Fig. 7. Skin detection with the second level rules. 

 

Fig. 8. Skin detection with the third level rules. Observe that large number of 
non-skin regions are detected as skin. 

Validation is performed with images not used in modeling 
– images that are not from UChile dataset. One of them is 
presented on Fig. 9, and on Fig. 10, 11 and 12 is possible to see 
results for different level of rules, respectively. Pixels 
identified as skin on Fig. 10 are definitely a skin. On Fig. 12 is 
possible to observe small non-skin region that are false 
positively detected as skin. In general, validation shows good 
practical results. 

 

Fig. 9. Original image. 

 

Fig. 10. Skin detection with the first level rules. 

 

Fig. 11. Skin detection with the second level rules (moderate trusted). 

 

Fig. 12. Skin detection with the third level rules. Observe that some small 
non-skin regions are detected as skin. 

BiForD 2014138



TABLE V.  TESTS WITH DIFFERENT RULES SETTINGS 

Rules Skin 
pixels 

Non-
skin 

pixels 

True 
positive 

(TP) 

False 
positive 

(FP) 
1.3   R/G  2.4 and  
0.8(G+B)/R1.4 and  
0.4   B/R  0.6 

2.301.093 1.619.518 40.06% 5.92% 

1.2   R/G  3.2 and  
0.6(G+B)/R1.6 and  
0.2   B/R  0.7 

4.419.876 5.082.146 76.95% 18.56% 

1.2   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

4.850.058 6.641.061 84.43% 24.26% 

1.1   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.281.211 8.577.624 91.94% 31.33% 

1.0   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.454.275 11.042.286 94.95% 40.34% 

0.95   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.459.749 11.355.916 95.05% 41.48% 

1.05   R/G  3.4 and  
0.1(G+B)/R1.9 and  
0.1   B/R  0.9 

5.416.059 10.041.839 94.29% 36.68% 

 

 

Fig. 1. Image from UChile dataset (hand.jpg.png). 
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Fig. 4. Skin detection with the third level rules. 

Example on Fig. 1 is very suitable for skin detection. 
Example on Fig. 5 is not suitable for skin detection since image 
contains a lot of skin-like pixels. In these situations it is 
important to use stronger rules to avoid large false positive skin 
detection. Although the first level of rules is the most trusted 
one, in cases like this it shows bad results (Fig. 6). Fig. 7 and 8 
shows that the second and third level gave vary bad results. 
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Fig. 6. Skin detection with the first level rules. 

 

Fig. 7. Skin detection with the second level rules. 

 

Fig. 8. Skin detection with the third level rules. Observe that large number of 
non-skin regions are detected as skin. 

Validation is performed with images not used in modeling 
– images that are not from UChile dataset. One of them is 
presented on Fig. 9, and on Fig. 10, 11 and 12 is possible to see 
results for different level of rules, respectively. Pixels 
identified as skin on Fig. 10 are definitely a skin. On Fig. 12 is 
possible to observe small non-skin region that are false 
positively detected as skin. In general, validation shows good 
practical results. 

 

Fig. 9. Original image. 

 

Fig. 10. Skin detection with the first level rules. 

 

Fig. 11. Skin detection with the second level rules (moderate trusted). 

 

Fig. 12. Skin detection with the third level rules. Observe that some small 
non-skin regions are detected as skin. 
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V. CONCLUSION 
The presented data analysis and validation of proposed sets 

of rules supports the conclusion that the first level of rules 
should be used to detect pixels that are most likely a skin 
(strong skin) and that the second or third level of rules should 
be used to detect pixels that have a good possibility that are a 
skin pixels (weak skin), but it is necessary to get some 
additional confirmation.  

One of directions of our further research on this topic is 
related to using neighborhood relation between strong and 
weak skin in confirming that weak skin pixels are a skin. 

Second direction of our research related to skin detection 
will be related to creating complex skin detectors with a 
structure based on fuzzy logic and/or neural networks (fuzzy-
neural system [16]) and optimized by coevolutionary algorithm 
[17]. 
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Abstract—Fake iris detection has been studied by several
researchers. However, to date, the experimental setup has been
limited to near-infrared (NIR) sensors, which provide grey-scale
images. This work makes use of images captured in visible
range with color (RGB) information. We employ Gray-Level Co-
Occurrence textural features and SVM classifiers for the task
of fake iris detection. The best features are selected with the
Sequential Forward Floating Selection (SFFS) algorithm. To the
best of our knowledge, this is the first work evaluating spoofing
attack using color iris images in visible range. Our results
demonstrate that the use of features from the three color channels
clearly outperform the accuracy obtained from the luminance
(gray scale) image. Also, the R channel is found to be the best
individual channel. Lastly, we analyze the effect of extracting
features from selected (eye or periocular) regions only. The best
performance is obtained when GLCM features are extracted
from the whole image, highlighting that both the iris and the
surrounding periocular region are relevant for fake iris detection.
An added advantage is that no accurate iris segmentation is
needed. This work is relevant due to the increasing prevalence of
more relaxed scenarios where iris acquisition using NIR light is
unfeasible (e.g. distant acquisition or mobile devices), which are
putting high pressure in the development of algorithms capable
of working with visible light.

I. INTRODUCTION

Biometric systems have several advantages over traditional
security methods based on something that you know (pass-
word, PIN) or something that you have (card, key, etc.) [1].
Users do not need to remember passwords or PINs (which
can be forgotten) or to carry cards or keys (which can be
stolen). Unfortunately, biometric systems are vulnerable to
potential security breaches. Among them, direct or spoofing
attacks are receiving particular attention [2]. In these attacks,
the intruder tries to get access by using synthetically produced
samples (e.g. gummy fingers or printed iris or faces) or by
mimicking the behaviour of a genuine user (e.g. imitating the
signature). An important issue in this type of attack is that
no specific knowledge about the system internals is needed.
It is carried out following the regular interaction mechanism
with the sensor, and it occurs outside the digital limits of
the system, so digital protection mechanisms (like encryption
or watermarking) are not effective. Specific countermeasures
against direct attacks have been proposed, which are usually
classified into: i) hardware-based, in which an specific device
for liveness detection is added to the sensor, and ii) software-
based, in which fake samples are detected after the sample
has been acquired with an standard sensor. Each solution has
its own advantages and disadvantages. In general, hardware-
based approaches have a higher fake detection rate. In this
work, we will focus on software-based approaches (Figure 1),

which have the advantages of being less expensive (they do
not need extra hardware) and transparent to the user [2].

Fig. 1. System structure of a software-based liveness detection system.

Iris has been traditionally regarded as one of the most
reliable and accurate biometric modalities available [3]. This
has led to pay special attention to its vulnerabilities. The
most common and simple spoofing attack is to present a
high quality iris printed image. In our seminal work in 2008
[4], we captured a database of 800 fake images from 50
individuals and its corresponding real samples (ATVS-Flr DB),
generated by presenting printed images of the originals to a
commercial sensor1. We found in our experiments that about
40% of the fake images were enrolled by the system, and
of those, more than 50% were matched successfully with its
corresponding real sample. Also, as color contact lenses are
becoming popular, another potential mean of spoofing is by
using contact lenses with artificial textures printed onto them.
Wei et al. [5] presented a database of 640 fake images from
people wearing contact lenses from two manufacturers with
20 different types of artificial textures. They also proposed
three measures (edge sharpness, Iris-Texton and three features
from the co-occurrence matrix) to detect the printed contact
lenses, reaching classification rates in the range of 76% to
100% (depending on the measure and manufacturer used).
Real samples from the same people were not collected in
these experiments; instead, they used real images from two
open iris databases. In previous studies, Daugman proposed
the use of spurious energy in the Fourier spectrum to detect
printed iris patterns [6]. Lee et al. suggested the Purkinje
image to detect fake iris [7], while He et al. used four image
features (mean, variance, contrast and angular second moment)
for this purpose [8]. There has been also research concerned
with the synthesis of artificial images [9], accompanied by
the release of datasets of synthetic iris images, such as the
WVU-Synthetic Iris DB2. In 2013, LivDet-Iris 2013, the first
Liveness Detection Iris Competition3, was organized, with

1Available at http://atvs.ii.uam.es
2Available at www.citer.wvu.edu
3http://people.clarkson.edu/projects/biosal/iris/index.php
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V. CONCLUSION 
The presented data analysis and validation of proposed sets 

of rules supports the conclusion that the first level of rules 
should be used to detect pixels that are most likely a skin 
(strong skin) and that the second or third level of rules should 
be used to detect pixels that have a good possibility that are a 
skin pixels (weak skin), but it is necessary to get some 
additional confirmation.  

One of directions of our further research on this topic is 
related to using neighborhood relation between strong and 
weak skin in confirming that weak skin pixels are a skin. 

Second direction of our research related to skin detection 
will be related to creating complex skin detectors with a 
structure based on fuzzy logic and/or neural networks (fuzzy-
neural system [16]) and optimized by coevolutionary algorithm 
[17]. 
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Abstract—Fake iris detection has been studied by several
researchers. However, to date, the experimental setup has been
limited to near-infrared (NIR) sensors, which provide grey-scale
images. This work makes use of images captured in visible
range with color (RGB) information. We employ Gray-Level Co-
Occurrence textural features and SVM classifiers for the task
of fake iris detection. The best features are selected with the
Sequential Forward Floating Selection (SFFS) algorithm. To the
best of our knowledge, this is the first work evaluating spoofing
attack using color iris images in visible range. Our results
demonstrate that the use of features from the three color channels
clearly outperform the accuracy obtained from the luminance
(gray scale) image. Also, the R channel is found to be the best
individual channel. Lastly, we analyze the effect of extracting
features from selected (eye or periocular) regions only. The best
performance is obtained when GLCM features are extracted
from the whole image, highlighting that both the iris and the
surrounding periocular region are relevant for fake iris detection.
An added advantage is that no accurate iris segmentation is
needed. This work is relevant due to the increasing prevalence of
more relaxed scenarios where iris acquisition using NIR light is
unfeasible (e.g. distant acquisition or mobile devices), which are
putting high pressure in the development of algorithms capable
of working with visible light.

I. INTRODUCTION

Biometric systems have several advantages over traditional
security methods based on something that you know (pass-
word, PIN) or something that you have (card, key, etc.) [1].
Users do not need to remember passwords or PINs (which
can be forgotten) or to carry cards or keys (which can be
stolen). Unfortunately, biometric systems are vulnerable to
potential security breaches. Among them, direct or spoofing
attacks are receiving particular attention [2]. In these attacks,
the intruder tries to get access by using synthetically produced
samples (e.g. gummy fingers or printed iris or faces) or by
mimicking the behaviour of a genuine user (e.g. imitating the
signature). An important issue in this type of attack is that
no specific knowledge about the system internals is needed.
It is carried out following the regular interaction mechanism
with the sensor, and it occurs outside the digital limits of
the system, so digital protection mechanisms (like encryption
or watermarking) are not effective. Specific countermeasures
against direct attacks have been proposed, which are usually
classified into: i) hardware-based, in which an specific device
for liveness detection is added to the sensor, and ii) software-
based, in which fake samples are detected after the sample
has been acquired with an standard sensor. Each solution has
its own advantages and disadvantages. In general, hardware-
based approaches have a higher fake detection rate. In this
work, we will focus on software-based approaches (Figure 1),

which have the advantages of being less expensive (they do
not need extra hardware) and transparent to the user [2].

Fig. 1. System structure of a software-based liveness detection system.

Iris has been traditionally regarded as one of the most
reliable and accurate biometric modalities available [3]. This
has led to pay special attention to its vulnerabilities. The
most common and simple spoofing attack is to present a
high quality iris printed image. In our seminal work in 2008
[4], we captured a database of 800 fake images from 50
individuals and its corresponding real samples (ATVS-Flr DB),
generated by presenting printed images of the originals to a
commercial sensor1. We found in our experiments that about
40% of the fake images were enrolled by the system, and
of those, more than 50% were matched successfully with its
corresponding real sample. Also, as color contact lenses are
becoming popular, another potential mean of spoofing is by
using contact lenses with artificial textures printed onto them.
Wei et al. [5] presented a database of 640 fake images from
people wearing contact lenses from two manufacturers with
20 different types of artificial textures. They also proposed
three measures (edge sharpness, Iris-Texton and three features
from the co-occurrence matrix) to detect the printed contact
lenses, reaching classification rates in the range of 76% to
100% (depending on the measure and manufacturer used).
Real samples from the same people were not collected in
these experiments; instead, they used real images from two
open iris databases. In previous studies, Daugman proposed
the use of spurious energy in the Fourier spectrum to detect
printed iris patterns [6]. Lee et al. suggested the Purkinje
image to detect fake iris [7], while He et al. used four image
features (mean, variance, contrast and angular second moment)
for this purpose [8]. There has been also research concerned
with the synthesis of artificial images [9], accompanied by
the release of datasets of synthetic iris images, such as the
WVU-Synthetic Iris DB2. In 2013, LivDet-Iris 2013, the first
Liveness Detection Iris Competition3, was organized, with

1Available at http://atvs.ii.uam.es
2Available at www.citer.wvu.edu
3http://people.clarkson.edu/projects/biosal/iris/index.php
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Fig. 2. Examples of real and fake images from the MobBIOfake database.

three academic participants. The datasets utilized (which are
available to the public) included iris data from people wearing
contact lenses and printouts of real iris images (with more
than 4000 real and 3000 fake images). Classification rates
averaged over the different types of data were in the range
of 12%-25%. One difficulty of LivDet-Iris 2013 was the use
of different contact lens manufacturers and different printers
in the training and test data. Lastly, Galbally et al. proposed
a general technique based on image quality features which
allows detection of fake samples in image-based biometric
modalities [2]. The latter followed a previous framework that
we initiated with the use of trait-specific quality properties
for liveness detection, including fingerprints [10], [11] and iris
[12]. For the case of iris samples, the experiments reported in
[2] achieved a classification rate of over 97% using the ATVS-
Flr DB, and nearly 90% using synthetic iris images from the
WVU-Synthetic Iris DB.

All the above-mentioned works have concentrated their
efforts in data acquired with near-infrared (NIR) sensors,
which provide gray-scale images. While this is the preferred
choice of current commercial iris systems, visible wavelength
imaging with color information are more appropriate for newer
applications based on distant acquisition and ‘on the move’
capabilities, such as those using mobile devices [13]. In
this direction, MobILive 2014, the 1st Mobile Iris Liveness
Detection Competition [14] (currently underway) has provided
the research community with a dataset [15] of 800 fake iris
images (and its corresponding real images) acquired with
a color webcam of a Tablet PC working in visible range
(Figure 2). In this work, we evaluate the use of Gray-Level
Co-Occurrence textural features [16], [17], [18] for the task
of fake iris detection using such database. To the best of
our knowledge, this is the first work evaluating spoofing
attack using color iris images in visible range. We look for
the best features by Sequential Forward Floating Selection
(SFFS) [19], using SVM as classifier [20]. We demonstrate
that the classification accuracy obtained from the luminance
(gray scale) image can be considerably outperformed by an
appropriate selection of features from the RGB channels,
achieving a correct classification rate of over 96%. We also
evaluate the extraction of GLCM features from the whole
image vs. the extraction from selected (eye or periocular)
regions only. The best classification rate is obtained when
features are extracted from the whole image, highlighting that
i) no accurate iris segmentation is needed, and ii) both the eye
region and the surrounding periocular (skin) region provide
valuable information for the task of fake image detection.

II. GLCM TEXTURAL FEATURES

We employ the Gray Level Co-occurrence Matrix (GLCM)
[16], [17], [18] for fake iris detection. The GLCM is a joint
probability distribution function of gray level pairs in a given

image I(p, q). Each element C(i, j) in the GLCM specifies
the probability that a pixel with intensity value i occurs in
the image I(p, q) at an offset d = (∆p, ∆q) of a pixel with
intensity value j. Usually the computation is done between
neighboring pixels (i.e. ∆p = 1 or ∆q = 1). To achieve
rotational invariance, the GLCM is computed using a set of
offsets uniformly covering the 0-180 degrees range (e.g. 0, 45,
90 and 135 degrees). Once the GLCM is computed, various
texture features are extracted and averaged across the different
orientations. Let Pij be the (i, j) entry in the GLCM. The
features extracted are as follows:

Contrast: f1 =
N−1∑
i,j=0

Pij (i − j)2

Dissimilarity: f2 =
N−1∑
i,j=0

Pij |i − j|

Homogeneity: f3 =
N−1∑
i,j=0

Pij

1+|i−j|

Inverse Difference Moment: f4 =
N−1∑
i,j=0

Pij

1+(i−j)2

Energy: f5 =
N−1∑
i,j=0

P 2
ij

Maximum Probability: f6 = maxi,j Pij

Entropy: f7 =
N−1∑
i,j=0

Pij (− ln Pij)

GLCM mean: f8 = µi =
N−1∑
i,j=0

iPij

GLCM std: f9 = σi =

√
N−1∑
i,j=0

Pij (i − µi)
2

GLCM Autocorrelation: f10 =
N−1∑
i,j=0

ijPij

GLCM correlation: f11 =
N−1∑
i,j=0

Pij
(i−µi)(j−µj)

σiσj

Cluster shade: f12 =
N−1∑
i,j=0

Pij ((i − µi) + (j − µj))
3

Cluster prominence: f13 =
N−1∑
i,j=0

Pij ((i − µi) + (j − µj))
4

In computing f11, f12 and f13, it must be considered that µi =
µj and σi = σj , due to the symmetry property of the GLCM
[16]. Features f1 to f4 are related to contrast of the image,
using weights related to the distance to the GLCM diagonal.
Values of the diagonal show no contrast (pixel pairs with equal
gray level), with contrast increasing away from the diagonal.
Features f5 to f7 measure the regularity or order of the pixels
in the image. Weights here are constructed based on how many
times a pixel pair occur (given by Pij). Lastly, features f8

to f13 consist of statistics derived from the GLCM. All the
extracted features are grouped into a single vector, which is
used to model the image. We then use a SVM as classifier
[20]. We have tested linear and polynomial (up to third-order)
SVM kernels, with higher order kernels not considered due to
the longer time required for computation.

III. DATABASE AND PROTOCOL

For our experiments, we use the MobBIOfake database
[15], which has been acquired in the framework of MobILive
2014, the 1st Mobile Iris Liveness Detection Competition [14].
MobILive 2014 is part of IJCB 2014, the International Joint

Conference on Biometrics4. MobBIOfake is derived from the
iris images of the MobBIO database [21]. It is composed by
800 iris images from 100 volunteers and its corresponding
fake copies, with a total of 1600 iris images. Samples were
acquired with an Asus Eee Pad Transformer TE300T Tablet.
The size of the color (RGB) iris images is of 200×240 pixels
(height×width). Each volunteer contributed with 4 images of
the two eyes. The fake samples were obtained from printed
images of the original ones, captured with the same handheld
device and in similar conditions. Here, we use the training
dataset of MobBIOfake, released to the participants of Mo-
bILive 2014 to tune their algorithms and consisting of 400 iris
images and its corresponding fake copies.

The task of fake biometric detection can be modeled as a
two-class classification problem. The metrics used to evaluate
the classification accuracy are: False Acceptance Rate (FAR),
which accounts for the percentage of fake samples classified
as real, and False Rejection Rate (FRR), which gives the
percentage of real samples classified as fake. The average
classification error (Half Total Error Rate) is then computed
as HTER=(FAR+FRR)/2. Classification accuracy has been
measured by cross-validation [22]. The database is divided
into three disjoint sets, each set comprising one third of the
available real images and their corresponding fake images. Two
sets are chosen for training the classifier and one for testing,
repeating the selection three times to consider the different
possibilities. This yields to three classification errors, which
are then averaged. We also evaluate different combinations
of GLCM features for classification using SVMs. The best
combination is found by Sequential Forward Floating Selection
(SFFS) [19]. Given n features to combine, we employ as
criterion value of the SFFS algorithm the HTER of the
corresponding classifier trained with the n features.

Fig. 3. Mask on (left) surrounding periocular and (right) eye region.

We also conduct detection experiments to localize the
eye center position, which is used as input of the GLCM
feature extraction algorithm, so as to extract GLCM features
in the relevant eye/periocular region only. For this purpose, we
employ our eye detection algorithm based on symmetry filters
[23]. A circular mask of radius R=60 pixels is placed in the
eye center, masking the corresponding outer (periocular) or
inner (eye) region, depending on the experiment at hand (see
Figure 3). The radius has been chosen empirically, based on
the maximum radius of the outer (sclera) iris circle obtained
by ground-truth annotation of the MobBIO database [23].

IV. EXPERIMENTS AND RESULTS

Figure 4 shows the distribution of GLCM features on the
real and fake iris images of the database (averaged between
all images of each set, and normalized to the [0,1] range).

4http://ijcb2014.org

The χ2 distance between the real and fake histograms of each
plot is also given. We evaluate three different cases in our
experiments: i) GLCM features are extracted from the whole
image (first row), ii) GLCM features are extracted from the
eye region only (second row), and iii) GLCM features are
extracted from the surrounding periocular region only (third
row). See Figure 3 for further details of the different regions
considered. GLCM features are extracted separately from the
R, G and B color channels of the image, as well as from
the corresponding (converted) gray scale image (named BW
channel in our experiments). It can be observed in Figure 4
that there is difference between the histograms of real and
fake images, justifying the applicability of GLCM features
for the task of fake iris detection. Classification results of
different combinations of GLCM features as selected with
SFFS are given in Figure 5. We report the HTER values
with linear and polynomial (up to third-order) SVM kernels.
SFFS experiments are run separately on the R, G, B and BW
channels of the image, with 13 available features in each case
(columns 1-4). We also run SFFS by pooling together the R,
G, and B features, having 13 × 3 = 39 features available for
selection (column 5).

From Figure 5, we observe that a substantial performance
improvement can be obtained in most cases with an appropriate
combination of features, with the best SVM expert consistently
being the linear one. The best individual channel (columns 1-
4) is always the R channel. This is mirrored in Figure 4, where
the biggest distances are always obtained between histograms
of the R channel. On the other hand, the best classification
accuracy is obtained when feature selection is done on the three
RGB channels together (column 5), meaning that the three
color channels contribute to the success of fake iris detection. It
is relevant also that the luminance (BW channel) by itself is not
able to provide good classification results (its performance is
usually better than the G channel and similar to the B channel,
but worse than the R channel). This points out the importance
of using color information when available.

Considering the three different regions defined for feature
extraction, the best classification accuracy is obtained when
GLCM features from the whole image are used (first row of
Figure 5). The classification error (HTER) in this case can
go down to below 4% using a linear SVM (red curve of top
right plot). For the other two cases of analysis, the lowest
classification error with appropriate feature selection is in the
range of 6-7%. Referring to the best configuration obtained
(RGB channels, top left plot), when channels are properly
chosen, the best performance can be obtained by combining a
small number of features. After an initial sharp improvement
in accuracy, it stabilizes at around 12 features. It is worth
highlighting a significant range in the x-axis (12 to 35 features)
where the performance is more or less constant. We give in
Table I the features chosen by SFFS at three operating points of
this range (12, 19 and 26 features selected). With 12 features,
it is worth noting that they are equally chosen from the three
color channels (4 from each one). For a higher number of
selected features, SFFS has tendency towards choosing more
features from the R channel (the best individual one), but in
any case, the performance is not improved by selecting more
than 12 features for classification.

Considering that the best performance is obtained with the

BiForD 2014142



REAL FAKE REAL FAKE

Fig. 2. Examples of real and fake images from the MobBIOfake database.

three academic participants. The datasets utilized (which are
available to the public) included iris data from people wearing
contact lenses and printouts of real iris images (with more
than 4000 real and 3000 fake images). Classification rates
averaged over the different types of data were in the range
of 12%-25%. One difficulty of LivDet-Iris 2013 was the use
of different contact lens manufacturers and different printers
in the training and test data. Lastly, Galbally et al. proposed
a general technique based on image quality features which
allows detection of fake samples in image-based biometric
modalities [2]. The latter followed a previous framework that
we initiated with the use of trait-specific quality properties
for liveness detection, including fingerprints [10], [11] and iris
[12]. For the case of iris samples, the experiments reported in
[2] achieved a classification rate of over 97% using the ATVS-
Flr DB, and nearly 90% using synthetic iris images from the
WVU-Synthetic Iris DB.

All the above-mentioned works have concentrated their
efforts in data acquired with near-infrared (NIR) sensors,
which provide gray-scale images. While this is the preferred
choice of current commercial iris systems, visible wavelength
imaging with color information are more appropriate for newer
applications based on distant acquisition and ‘on the move’
capabilities, such as those using mobile devices [13]. In
this direction, MobILive 2014, the 1st Mobile Iris Liveness
Detection Competition [14] (currently underway) has provided
the research community with a dataset [15] of 800 fake iris
images (and its corresponding real images) acquired with
a color webcam of a Tablet PC working in visible range
(Figure 2). In this work, we evaluate the use of Gray-Level
Co-Occurrence textural features [16], [17], [18] for the task
of fake iris detection using such database. To the best of
our knowledge, this is the first work evaluating spoofing
attack using color iris images in visible range. We look for
the best features by Sequential Forward Floating Selection
(SFFS) [19], using SVM as classifier [20]. We demonstrate
that the classification accuracy obtained from the luminance
(gray scale) image can be considerably outperformed by an
appropriate selection of features from the RGB channels,
achieving a correct classification rate of over 96%. We also
evaluate the extraction of GLCM features from the whole
image vs. the extraction from selected (eye or periocular)
regions only. The best classification rate is obtained when
features are extracted from the whole image, highlighting that
i) no accurate iris segmentation is needed, and ii) both the eye
region and the surrounding periocular (skin) region provide
valuable information for the task of fake image detection.

II. GLCM TEXTURAL FEATURES

We employ the Gray Level Co-occurrence Matrix (GLCM)
[16], [17], [18] for fake iris detection. The GLCM is a joint
probability distribution function of gray level pairs in a given

image I(p, q). Each element C(i, j) in the GLCM specifies
the probability that a pixel with intensity value i occurs in
the image I(p, q) at an offset d = (∆p, ∆q) of a pixel with
intensity value j. Usually the computation is done between
neighboring pixels (i.e. ∆p = 1 or ∆q = 1). To achieve
rotational invariance, the GLCM is computed using a set of
offsets uniformly covering the 0-180 degrees range (e.g. 0, 45,
90 and 135 degrees). Once the GLCM is computed, various
texture features are extracted and averaged across the different
orientations. Let Pij be the (i, j) entry in the GLCM. The
features extracted are as follows:

Contrast: f1 =
N−1∑
i,j=0

Pij (i − j)2

Dissimilarity: f2 =
N−1∑
i,j=0

Pij |i − j|

Homogeneity: f3 =
N−1∑
i,j=0

Pij

1+|i−j|

Inverse Difference Moment: f4 =
N−1∑
i,j=0

Pij

1+(i−j)2

Energy: f5 =
N−1∑
i,j=0

P 2
ij

Maximum Probability: f6 = maxi,j Pij

Entropy: f7 =
N−1∑
i,j=0

Pij (− ln Pij)

GLCM mean: f8 = µi =
N−1∑
i,j=0

iPij

GLCM std: f9 = σi =

√
N−1∑
i,j=0

Pij (i − µi)
2

GLCM Autocorrelation: f10 =
N−1∑
i,j=0

ijPij

GLCM correlation: f11 =
N−1∑
i,j=0

Pij
(i−µi)(j−µj)

σiσj

Cluster shade: f12 =
N−1∑
i,j=0

Pij ((i − µi) + (j − µj))
3

Cluster prominence: f13 =
N−1∑
i,j=0

Pij ((i − µi) + (j − µj))
4

In computing f11, f12 and f13, it must be considered that µi =
µj and σi = σj , due to the symmetry property of the GLCM
[16]. Features f1 to f4 are related to contrast of the image,
using weights related to the distance to the GLCM diagonal.
Values of the diagonal show no contrast (pixel pairs with equal
gray level), with contrast increasing away from the diagonal.
Features f5 to f7 measure the regularity or order of the pixels
in the image. Weights here are constructed based on how many
times a pixel pair occur (given by Pij). Lastly, features f8

to f13 consist of statistics derived from the GLCM. All the
extracted features are grouped into a single vector, which is
used to model the image. We then use a SVM as classifier
[20]. We have tested linear and polynomial (up to third-order)
SVM kernels, with higher order kernels not considered due to
the longer time required for computation.

III. DATABASE AND PROTOCOL

For our experiments, we use the MobBIOfake database
[15], which has been acquired in the framework of MobILive
2014, the 1st Mobile Iris Liveness Detection Competition [14].
MobILive 2014 is part of IJCB 2014, the International Joint

Conference on Biometrics4. MobBIOfake is derived from the
iris images of the MobBIO database [21]. It is composed by
800 iris images from 100 volunteers and its corresponding
fake copies, with a total of 1600 iris images. Samples were
acquired with an Asus Eee Pad Transformer TE300T Tablet.
The size of the color (RGB) iris images is of 200×240 pixels
(height×width). Each volunteer contributed with 4 images of
the two eyes. The fake samples were obtained from printed
images of the original ones, captured with the same handheld
device and in similar conditions. Here, we use the training
dataset of MobBIOfake, released to the participants of Mo-
bILive 2014 to tune their algorithms and consisting of 400 iris
images and its corresponding fake copies.

The task of fake biometric detection can be modeled as a
two-class classification problem. The metrics used to evaluate
the classification accuracy are: False Acceptance Rate (FAR),
which accounts for the percentage of fake samples classified
as real, and False Rejection Rate (FRR), which gives the
percentage of real samples classified as fake. The average
classification error (Half Total Error Rate) is then computed
as HTER=(FAR+FRR)/2. Classification accuracy has been
measured by cross-validation [22]. The database is divided
into three disjoint sets, each set comprising one third of the
available real images and their corresponding fake images. Two
sets are chosen for training the classifier and one for testing,
repeating the selection three times to consider the different
possibilities. This yields to three classification errors, which
are then averaged. We also evaluate different combinations
of GLCM features for classification using SVMs. The best
combination is found by Sequential Forward Floating Selection
(SFFS) [19]. Given n features to combine, we employ as
criterion value of the SFFS algorithm the HTER of the
corresponding classifier trained with the n features.

Fig. 3. Mask on (left) surrounding periocular and (right) eye region.

We also conduct detection experiments to localize the
eye center position, which is used as input of the GLCM
feature extraction algorithm, so as to extract GLCM features
in the relevant eye/periocular region only. For this purpose, we
employ our eye detection algorithm based on symmetry filters
[23]. A circular mask of radius R=60 pixels is placed in the
eye center, masking the corresponding outer (periocular) or
inner (eye) region, depending on the experiment at hand (see
Figure 3). The radius has been chosen empirically, based on
the maximum radius of the outer (sclera) iris circle obtained
by ground-truth annotation of the MobBIO database [23].

IV. EXPERIMENTS AND RESULTS

Figure 4 shows the distribution of GLCM features on the
real and fake iris images of the database (averaged between
all images of each set, and normalized to the [0,1] range).

4http://ijcb2014.org

The χ2 distance between the real and fake histograms of each
plot is also given. We evaluate three different cases in our
experiments: i) GLCM features are extracted from the whole
image (first row), ii) GLCM features are extracted from the
eye region only (second row), and iii) GLCM features are
extracted from the surrounding periocular region only (third
row). See Figure 3 for further details of the different regions
considered. GLCM features are extracted separately from the
R, G and B color channels of the image, as well as from
the corresponding (converted) gray scale image (named BW
channel in our experiments). It can be observed in Figure 4
that there is difference between the histograms of real and
fake images, justifying the applicability of GLCM features
for the task of fake iris detection. Classification results of
different combinations of GLCM features as selected with
SFFS are given in Figure 5. We report the HTER values
with linear and polynomial (up to third-order) SVM kernels.
SFFS experiments are run separately on the R, G, B and BW
channels of the image, with 13 available features in each case
(columns 1-4). We also run SFFS by pooling together the R,
G, and B features, having 13 × 3 = 39 features available for
selection (column 5).

From Figure 5, we observe that a substantial performance
improvement can be obtained in most cases with an appropriate
combination of features, with the best SVM expert consistently
being the linear one. The best individual channel (columns 1-
4) is always the R channel. This is mirrored in Figure 4, where
the biggest distances are always obtained between histograms
of the R channel. On the other hand, the best classification
accuracy is obtained when feature selection is done on the three
RGB channels together (column 5), meaning that the three
color channels contribute to the success of fake iris detection. It
is relevant also that the luminance (BW channel) by itself is not
able to provide good classification results (its performance is
usually better than the G channel and similar to the B channel,
but worse than the R channel). This points out the importance
of using color information when available.

Considering the three different regions defined for feature
extraction, the best classification accuracy is obtained when
GLCM features from the whole image are used (first row of
Figure 5). The classification error (HTER) in this case can
go down to below 4% using a linear SVM (red curve of top
right plot). For the other two cases of analysis, the lowest
classification error with appropriate feature selection is in the
range of 6-7%. Referring to the best configuration obtained
(RGB channels, top left plot), when channels are properly
chosen, the best performance can be obtained by combining a
small number of features. After an initial sharp improvement
in accuracy, it stabilizes at around 12 features. It is worth
highlighting a significant range in the x-axis (12 to 35 features)
where the performance is more or less constant. We give in
Table I the features chosen by SFFS at three operating points of
this range (12, 19 and 26 features selected). With 12 features,
it is worth noting that they are equally chosen from the three
color channels (4 from each one). For a higher number of
selected features, SFFS has tendency towards choosing more
features from the R channel (the best individual one), but in
any case, the performance is not improved by selecting more
than 12 features for classification.

Considering that the best performance is obtained with the
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Fig. 4. Distribution of GLCM features for real and fake images (averaged over all available images of each class). The χ2 distance between the histograms of
real and fake images is also given. Top row: GLCM extracted from the whole image. Medium row: GLCM extracted from the iris texture region. Bottom row:
GLCM extracted from the surrounding (periocular) region. For further details of the different regions considered, see Figure 3.

linear kernel (red line in Figure 5), we report in Figure 6
the three performance metrics (FAR, FRR and HTER) using
this SVM only. Results of Figure 6 evidence that the FRR
error (green curves) is usually higher than the FAR error (red
curves), meaning that the features used have a higher tendency
towards making errors when classifying a real image (FRR)
rather than a fake image (FAR). While the system is doing
its task of detecting fake images, it comes at the expense of
increasing the number of users whose real samples are rejected.
This has implications in terms of needing an operator who
handles these exceptions (something which can be unfeasible
in many applications) or increasing the annoyance of genuine
users whose samples are rejected by the system. Both situa-
tions can have negative effects in the deployment of biometric
systems [24]. This tendency, however, is compensated when
selection is done on features from the three RGB channels
(fifth column of Figure 6). Here, the difference between FRR
and FAR is not so evident. This is another benefit with is

added to the fact observed above that the best performance is
obtained by combining features from the three RGB channels.

V. CONCLUSION

Previous research on fake iris detection has concentrated
their efforts in data acquired with near-infrared sensors (pro-
viding gray-scale images), which is the preferred choice of
current commercial imaging systems [13]. Here, we evaluate
the use of GLCM textural features [16], [17], [18] and SVM
classifiers [20] for the task of fake iris detection with color
images in visible range, in which, to the best of our knowledge,
is the first study using data acquired in such conditions. The
proposed method is tested on a database of 800 fake and its
corresponding real images acquired with a webcam of a Tablet
PC [14]. The best features for fake detection are selected with
SFFS [19]. The classification accuracy by using the luminance
(gray scale) channel is substantially outperformed by selecting
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Fig. 5. Classification results (HTER) for an increasing number of textural features (selected with SFFS) with different SVM kernels. Top row: GLCM extracted
from the whole image. Medium row: GLCM extracted from the iris texture region. Bottom row: GLCM extracted from the surrounding (periocular) region. For
further details of the different regions considered, see Figure 3.

R channel G channel B channel
# feats f1 f2 f3 f4 f5 f6 f7 f8 f9 f10f11f12f13 f1 f2 f3 f4 f5 f6 f7 f8 f9 f10f11f12f13 f1 f2 f3 f4 f5 f6 f7 f8 f9 f10f11f12f13 HTER FRR FAR

12 x x x x x x x x x x x x 3.62 4.24 3.01
19 x x x x x x x x x x x x x x x x x x x 3.75 3.49 4.01
26 x x x x x x x x x x x x x x x x x x x x x x x x x x 3.63 3.24 4.01

TABLE I. FEATURES SELECTED BY SFFS FOR DIFFERENT SIZES OF THE TARGET SET (LINEAR SVM). REPORTED RESULTS CORRESPOND TO THREE
OPERATING POINTS OF THE TOP RIGHT PLOT OF FIGURE 6.

features from the RGB channels, reaching a correct classifi-
cation rate of over 96%. In addition, the R channel is shown
to be the best individual channel, outperforming the G and B
channels, as well as the luminance channel. We also analyze
the extraction of GLCM features from the whole image vs. the
extraction from selected (eye or periocular) regions only. The
best case performance is obtained when features are extracted
from the whole image, pointing out that both the eye and the
surrounding periocular region contribute to the success of the
fake detection task. An added advantage is that no accurate
iris segmentation is needed.

Currently, we are extending this same study to NIR images.
Since the skin surrounding the eye is usually over-illuminated
with NIR illumination, we speculate that there might be
differences in the results with this type of images. We are also

working on including other type of fake data in our analysis,
such as contact lenses [5].
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linear kernel (red line in Figure 5), we report in Figure 6
the three performance metrics (FAR, FRR and HTER) using
this SVM only. Results of Figure 6 evidence that the FRR
error (green curves) is usually higher than the FAR error (red
curves), meaning that the features used have a higher tendency
towards making errors when classifying a real image (FRR)
rather than a fake image (FAR). While the system is doing
its task of detecting fake images, it comes at the expense of
increasing the number of users whose real samples are rejected.
This has implications in terms of needing an operator who
handles these exceptions (something which can be unfeasible
in many applications) or increasing the annoyance of genuine
users whose samples are rejected by the system. Both situa-
tions can have negative effects in the deployment of biometric
systems [24]. This tendency, however, is compensated when
selection is done on features from the three RGB channels
(fifth column of Figure 6). Here, the difference between FRR
and FAR is not so evident. This is another benefit with is

added to the fact observed above that the best performance is
obtained by combining features from the three RGB channels.

V. CONCLUSION

Previous research on fake iris detection has concentrated
their efforts in data acquired with near-infrared sensors (pro-
viding gray-scale images), which is the preferred choice of
current commercial imaging systems [13]. Here, we evaluate
the use of GLCM textural features [16], [17], [18] and SVM
classifiers [20] for the task of fake iris detection with color
images in visible range, in which, to the best of our knowledge,
is the first study using data acquired in such conditions. The
proposed method is tested on a database of 800 fake and its
corresponding real images acquired with a webcam of a Tablet
PC [14]. The best features for fake detection are selected with
SFFS [19]. The classification accuracy by using the luminance
(gray scale) channel is substantially outperformed by selecting
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Fig. 5. Classification results (HTER) for an increasing number of textural features (selected with SFFS) with different SVM kernels. Top row: GLCM extracted
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further details of the different regions considered, see Figure 3.
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TABLE I. FEATURES SELECTED BY SFFS FOR DIFFERENT SIZES OF THE TARGET SET (LINEAR SVM). REPORTED RESULTS CORRESPOND TO THREE
OPERATING POINTS OF THE TOP RIGHT PLOT OF FIGURE 6.

features from the RGB channels, reaching a correct classifi-
cation rate of over 96%. In addition, the R channel is shown
to be the best individual channel, outperforming the G and B
channels, as well as the luminance channel. We also analyze
the extraction of GLCM features from the whole image vs. the
extraction from selected (eye or periocular) regions only. The
best case performance is obtained when features are extracted
from the whole image, pointing out that both the eye and the
surrounding periocular region contribute to the success of the
fake detection task. An added advantage is that no accurate
iris segmentation is needed.

Currently, we are extending this same study to NIR images.
Since the skin surrounding the eye is usually over-illuminated
with NIR illumination, we speculate that there might be
differences in the results with this type of images. We are also

working on including other type of fake data in our analysis,
such as contact lenses [5].
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